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INTRODUCTION
T

he conclusion of the Human Genome Project in 2003 marked the first time that a human 
genome had been sequenced, with roughly 3 billion base pairs being recorded. Since then, 
the amount of genomic data has increased dramatically, so much so that in the 15 years 
between then and now, we’ve expanded the number of sequenced human genomes into 

the tens of thousands.

With this explosion of genomic data, the strain on our computational resources has likewise spiked and 
bioinformaticians have not always had the technology to cope with the increased demand. The expense 
of new hardware and flawed development approaches have restricted researchers’ ability to handle 
genomic data efficiently. Further, long wait times have increased both the running and maintenance 
costs of in-house networks and the time commitment necessary for each researcher. 

More recently, technology capable of handling large datasets has started to become available to 
researchers. At the same time, the cost of computing has been coming down as a result of improved 
hardware production and efficiency. The increased availability of this technology has made it easier than 
ever to move into the genomics space and start working with biological data.

One year ago, we produced the first edition of our Genomic Data 101 to present you with an introduction 
to the technology and hardware available to facilitate data storage and analysis. Now, we’ve written a new 
guide with broader, deeper content to help you understand what considerations you need make when 
designing a computational genomics workflow or platform. With help from our sponsors, we’ve worked 
to bring you a clear, unbiased introduction to computational genomics and genomic data handling.

We hope that you find this guide to be interesting and, most importantly, useful.
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ABBREVIATIONS
ACMG
American College of Medical 
Genetics and Genomics

ACTG
Adenine, Cytosine, Thymine, 
Guanine

AI
Artificial Intelligence

API
Application Programming Interface

ASCII
American Standard Code for 
Information Interchange

BAQ
Base Alignment Quality 

CPU
Central Processing Unit

DNA
Deoxyribonucleic Acid

FTP
File Transfer Protocol

GA4GH
Global Alliance for Genomics and 
Health

GATK
Genome Analysis Toolkit

HGP
Human Genome Project

HIPAA
Health Insurance Portability and 
Accountability Act

I/O
Input/Output

MES
Medical Exome Sequencing

NCBI
National Centre for Biotechnology 
Information

NGS
Next Generation Sequencing

RNA
Ribonucleic Acid

SNP
Single Nucleotide Polymorphism

SSD
Solid State Drive

TGP
Targeted Gene Panel

VCF
Variant Call Format

VPC
Virtual Private Cloud

VUS
Variant of Unknown Significance

WES
Whole Exome Sequencing

WGS
Whole Genome Sequencing
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CONTENTSGLOSSARY
ALGORITHM
A computational tool that follows 
a set process or series of rules 
to enable calculations or other 
problem-solving operations.

ARTIFICIAL INTELLIGENCE
A non-naturally occurring entity 
that has the capacity to make 
rational decisions and draw its own 
conclusions when faced with new 
data. 

BANDWIDTH
Typically expressed as bits or bytes 
per second, this is the amount of 
data that can be transmitted in a 
fixed amount of time. 

EXOME
The regions of the genome that 
code for essential proteins. 

GENOME
The entirety of the genetic material 
that is contained within a cell, 
made up of both coding and non-
coding regions. 

HARDWARE
The physical components of 
a computer network, such as 
the servers, monitors, and 
motherboards. 

LATENCY
The time delay between an 
instruction for a data transfer 
being given, and the start of the 
transfer itself.

MACHINE LEARNING
The study and construction of 
algorithms that can learn from and 
subsequently make predictions 
about data.

NEXT GENERATION SEQUENCING
The collective term for modern 
DNA sequencing technology that 
can sequence millions of DNA 
fragments in parallel over a short 
amount of time.

NUCLEOTIDE
The basic structural unit of DNA 
that forms the genetic sequence, 
consisting of a nitrogenous base, a 
phosphate group, and a sugar. 

READS
The nucleotide sequence of DNA 
fragments, which can be combined 
to form the continuous sequence 
of the genome.

REFERENCE GENOME
A sequenced and assembled 
genome that can act as a template 
for reconstructing the fragment 
reads produced in NGS. 

SEQUENCE ALIGNMENT
The process by which the 
reads produced during NGS 
are reorganised into a single, 
contiguous sequence. 

SERVER
A computer that manages user 
access to a centralised resource or 
service in a network.

SOFTWARE
The component of a computer 
network that has no physical form, 
such as algorithms and other 
programs.  

TARGET GENE PANEL
A method of testing that only 
involves sequences a small 
number of selected genes, usually 
during the investigation of known 
disease. 

VARIANT
A deviation from the most 
common DNA nucleotide sequence 
for that locus, involving changes to 
one or more nucleotides. Can be 
benign or pathogenic.

WHOLE EXOME SEQUENCING
A type of NGS that only sequences 
the exome, or the coding region of 
the genome.

WHOLE GENOME SEQUENCING
A type of NGS that involves 
sequencing the entirety of a cell’s 
genomic material, including both 
the coding and non-coding regions.

4 / Geomic Data 101

GEOMIC DATA 101



“I THINK YOU CAN HAVE A 
RIDICULOUSLY ENORMOUS AND 

COMPLEX DATA SET, BUT IF YOU HAVE 
THE RIGHT TOOLS AND METHODOLOGY, 

THEN IT’S NOT A PROBLEM.”
AARON KOBLIN



CHAPTER 1:

DATA 
GENERATION



INTRODUCTION
Over the last two decades, our ability to investigate and understand 
the human genome has grown exponentially. The first complete 
human genome was sequenced during the 13 year long Human 
Genome Project, which ended in 2003, and since then, the number of 
genomes sequenced has increased into the hundreds of thousands. 
Using this data, we have been able to learn much more about 
who may be at risk of certain diseases, how diseases develop and 
progress, and how we may be able to treat them more effectively.

One area in particular that has shown significant advancement is 
the analysis of genomic data, allowing us to pull more information 
from each genetic sequence. Before we learn about data analysis, 
however, it is important to understand how genomic data is 
generated and what problems it can present. This chapter will 
outline the different types of sequencing available and how the 
resulting data can then be handled. 

NEXT GENERATION SEQUENCING
Next Generation Sequencing (NGS) is a term that has been used 
to describe a range of sequencing techniques that have been 
developed over the last twenty years. There are currently several 
different sequencers and methods commercially available, 
each of which uses a different approach to identify nucleotides. 
This differentiation allows researchers and clinicians to fit their 
workflows to the tools and hardware that are available to them, and 
ensures that they can generate the type of data they need. 

Another way in which genomic experiments can be tailored to 
their specific application is through variable genome coverage. For 
example, in some cases, only specific areas of the genome may 
be of interest to the investigation and so only those loci need to 
be sequenced; in others, the entire genome may be needed. To 
this end, NGS can be divided into three main approaches: Whole 

Genome Sequencing (WGS), Whole Exome Sequencing (WES), and 
Targeted Gene Panels (TGPs). 

As the name suggests, whole genome sequencing involves 
generating sequence data covering the entirety of the genome being 
considered. In humans, this means sequencing 3 billion base pairs. 
The breadth of this approach enables researchers to learn more 
about the genome than they could using more focused techniques, 
as it provides data on loci that could otherwise be overlooked.

However, the scale of WGS is also the approach’s biggest drawback. 
By generating such large amounts of data, WGS presents a 
significant problem for both data storage and analysis. A single 
human genome requires roughly 90GB of storage space, and when 
researchers are trying to work with multiple genomes at once, this 
can quickly become unmanageable. The problem is compounded 
during analysis, when the data needs to be carefully sorted and 
characterised in a very computationally expensive process. 

While WGS does provide insight into non-coding areas of the 
genome, something which other techniques cannot do, the issues 
presented by big data have limited its real world applications. 
Instead, in many cases it has been found to be more effective 
to focus the sequencing efforts on the coding region of the 
genome, also known as the exome. The exome accounts for less 
than 2% of the total genome and is responsible for generating 
the proteins needed in the life cycle of a cell. Because of this, the 
exome is frequently thought to be the root of many disease-linked 
mutations, as variants in coding genes can have direct, visible 
impact on a cell’s health. 

WES, and the slightly more focused Medical Exome Sequencing, 
capitalise on this relationship. By reducing the genome coverage 
by more than 98%, the data output of WES is significantly smaller 
than that of WGS, while still providing important information about 
the genome. In particular, this approach has been very useful in the 
clinic for patients who cannot be adequately diagnosed with more 
focused testing. 
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The smaller scale of WES makes it significantly more manageable 
with regards to data handling than WGS, but there are still 
problems relating to data storage. Once analysis has been 
completed, a single exome sequence with variant annotations 
requires roughly 10GB of storage. While alone this is 
manageable, it can become a significant issue when multiple 
sequences are being considered simultaneously. Nonetheless, 
WES has become a popular approach for medical genomic 
sequencing. 

Generating the smallest amount of data, TGPs are specialised 
tools that enable researchers and clinicians to sequence 
specific genes of interest. Because of their intense focus, 
TGPs are not generally used for broad genomic research, but 
they have become very popular tools for clinical diagnosis. 
If a patient is suspected of having a genomic disease that 
is characterised by a small number of known mutations, a 
specially designed TGP is able to either confirm or disprove the 
suspected diagnosis. 

While TGPs are only of use in particular situations, they offer 
some significant advantages over other, broader approaches. 
Their most important feature is the speed at which gene 
panels can be performed and analysed; by choosing to only 
sequence the necessary genes, the analysis doesn’t have to sort 
through any unnecessary data. As a result, the analysis can be 
completed in a much shorter amount of time and is less likely 
to generate results that cannot be understood (such as variants 
of unknown significance). 

The simplified analysis workflow also enables TGPs to be completed 
at a lower cost, as the computational requirements, discussed later 
in this chapter, are decreased. 

Regardless of the level of genome coverage, once sequencing has 
been completed, the raw data from the sequencers can be fed into 
the analysis workflow. 

GENOMIC DATA ANALYSIS
After a genome has been sequenced, the raw data from the 
sequencer needs to be converted into a form that provides insight 
into the sample’s genetic features. To do this, the data is fed into an 
analysis workflow. 

During the sequencing process, the genetic material will be 
fragmented into many short pieces that are read in parallel. As 
a result, each sequencer’s output will consist of a large number 
of unorganised reads that need to be realigned before they are 
representative of the genome. Analysis of genomic data therefore 
starts with a process known as sequence alignment, for which there 
are a range of different tools and platforms available. 

After the reads have been realigned to form a complete genome (or 
exome), the sequence can then be analysed to identify loci where the 
nucleotides differ from a reference sequence. These loci, known as 
variants, are then characterised and sorted into five groups: benign, 
when they are known to be non-harmful; likely-benign, when they 
are thought to be non-harmful; pathogenic, when they are known 
to be disease-linked; likely-pathogenic, when they are thought to 
be disease-linked; or variants of unknown significance, when they 
cannot be confirmed to belong in any of the other categories. 

By identifying which, if any, variants are pathogenic, clinicians are 
able to better understand the nature of their patients’ conditions. In 
a research setting, these classifications are a means by which novel 
variants can be organised when trying to build up the genomic 
background of a particular condition or cellular state. 

Analysis of genomic data is a long and complicated process, and the 
size and complexity of the data involved make it very computationally 
expensive as well. The next chapter will discuss the tools available to 
help researchers and clinicians analyse their data quickly and accurately, 
as well as how some of these hurdles can be overcome or avoided. 

“ANALYSIS OF GENOMIC 
DATA IS A LONG AND 
COMPLICATED PROCESS, 
AND THE SIZE AND 
COMPLEXITY OF THE 
DATA INVOLVED MAKE IT 
VERY COMPUTATIONALLY 
EXPENSIVE AS WELL.”
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DATA STORAGE AND SHARING
DATA STORAGE

As has been stated previously in this chapter, data storage is one 
of the biggest problems currently faced by people in the genomics 
industry. The sheer scale of the data involved, particularly in 
large-scale investigations involving thousands of participants, is 
well beyond what general data storage systems can handle. This 
means that in order for research groups to carry out genomic 
investigations, they first need to invest in an expensive, large-scale 
storage solution. 

The cost and time involved in the installation and maintenance of 
such a system has been a major problem in the past, particularly 
for smaller researcher groups with less funding. Improvements in 
the technology available and decreasing prices have lessened the 
effects of big data, but they still persist at some level. Later in this 
book we will discuss how new technology is starting to mitigate the 
issues presented by big data and what options are available for 
people hoping to move into the genomics space. 

DATA SHARING

Science is, by its nature, a collaborative industry. This is no different 
in genomics, whether it be within the research space or among 
clinicians working with patients. As a result, sharing data between 
different working groups is a vital part of helping to push the 
industry forwards and enabling better, more effective applications 
for genomics. When considering information such as whether a 
newly-identified variant is pathogenic or benign, this data sharing is 
relatively simple. 

However, when considering the sharing of genomic sequences 
themselves, it can become much more complicated. Because of its 
intensely personal nature, a person’s genomic data is subject to the 
same protection laws as other personal information, such as their 
healthcare record. This means that by sharing a patient or participant’s 
genomic sequence, researchers and clinicians run the risk of breaking 
privacy laws, which will be discussed later in this chapter.

At the same time, genomic analysis can only be an effective tool 
when there is sufficient data to compare novel sequences against. 
When the pool of available reference genomes is very small, the 
ability of analysis to identify important features within the data is 
significantly reduced, and meaningful results could be missed. 

This clearly presents a problem for genomic researchers. At present, 
the most common way of circumventing this issue is to share 
‘deidentified’ genomic data, i.e. genomic sequences which have been 
stripped of all identifying information. As each dataset can no longer 
be linked back to the sample donor, it doesn’t require the same level 
of protection as it did when the identifying information was present. 
This means that it can be freely shared between research groups. 
Some have argued that this approach is still insufficient, as it may 
be possible in the future to use a genomic sequence to identify the 
original donor. With current technology, this type of ‘backwards 
identification’ has not yet been achieved, but it is possible in theory, 
particularly among small, diverse groups of people.

Despite the concerns, deidentified data has become the accepted 
format for sharing genome sequences between researchers. In 
particular, it has formed the basis of centralised databases that 
contain hundreds of thousands of DNA sequences, which can be 
accessed by researchers around the world.

CENTRALISED DATABASES

For small research groups, especially those only just moving into 
the genomics space, creating a private genomic database with 
which to perform their analysis is unlikely to be successful. To draw 
meaningful conclusions from a genome, researchers need to have 
access to large quantities of comparable data. To achieve this, many 
researchers now rely on centralised databases. 

Centralised databases demonstrate significant advantages over 
personal, private ones. For example, they can contain data from 
across the world, creating a much more diverse pool of genomes 
than could be achieved by a single, location-locked research team. 
They can also resolve the data storage crisis for some groups, by 
maintaining all the necessary datasets externally. These features, 
among other advantages, have made centralised databases a very 
popular approach for data analysis and sharing. 

In response to the popularity of these databases, there are 
now a range of different datasets available, both commercially 
and for public access. The diversity of databases available has 
actually become something of a problem itself, as it has meant 
that different pools of genomic data are scattered over multiple 
resources. This makes it much harder for researchers to find the 
type of data they are looking for and may mean that information 
which could be beneficial to their research goes unnoticed.  

A possible solution to this is to collate the information from 
multiple databases into a single, accessible dataset. One of 
the largest of such projects currently being developed is the 
International Nucleotide Sequence Database Collaboration (INSDC), 
which collates data from three separate databases: GenBank, a 
NCBI project from the USA; the DNA Data Bank of Japan, which 
supplies genomic information from Asian populations; and the 
European Nucleotide Archive, which collects data from many small-
scale sequencing groups across Europe.

Another, similar approach to resolving scattered data is federated 
analysis. Championed by the Global Alliance for Genomics and Health 
(GA4GH), federated analysis allows researchers to search multiple 
databases at the same time, without needing to input the same search 
functions multiple times. This means that they are able to access larger 
quantities of data in the same amount of time, improving the quality of 
their analysis without compromising on the length of the experiment. 

Searching through such large quantities of data is computationally 
expensive, however. To mitigate this, the GA4GH API doesn’t 
group genomic sequences themselves, and instead centralises the 
important features of each sequence. For example, the API may 
provide the researcher with notable variants and the known related 
effects, or all the annotations available for a selected sequence. 
This narrowing of focus means that the API doesn’t have to utilise 
complex data mining algorithms, and is able to generate results in a 
much shorter amount of time. 
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Another, perhaps unintended 
advantage to this data mining 
approach is that there are fewer data 
security concerns; as the sequences 
themselves are not being accessed, 
there is no sharing of private data. 
This is of particular benefit on an 
international scale. Some countries 
do not wish for the genomic data of 
their citizens to travel abroad, due 
to privacy and security concerns, 
and so will not allow local research 
teams to share their work. Federated 
analysis allows such teams to 
share their data without risking the 
genome sequences being accessed 
internationally. 

GA4GH’s API is one way in which 
researchers and clinicians can access 
much broader datasets without 
sacrificing their time or resources. 
The tool isn’t perfect; in particular, 
some researchers have raised 
concerns that it is too rigid and that 
it will be too expensive to maintain 
in the long run. All the same, it has 
provided a novel approach to using 
public genomic databases and given 
researchers the opportunity to 
expand their analysis. 

DATA PROTECTION LAWS
The laws surrounding genomic 
data protection vary between 
countries, and so it can be difficult 
to know what standards need to 
be met. Before undertaking any 
genomic investigations, it is vital 
that researchers understand what 
laws pertain to the data and ensure 
that they are meeting the necessary 
level of data security. Mishandling 
of genomic data is not only a breach 
of privacy on behalf of the individual 
providing the DNA sample, it carries 
the risk of significant financial and 
legal penalties. 

Before considering the laws 
themselves, however, it is important 
to identify the owners of genomic 
data. Under most legal systems, the 
owner of any genomic data is the 
individual who provided the sample 
and anyone who handles the data 
at a later time is classified as a data 
steward. This approach means 

that the majority of researchers 
and clinicians working in the 
genomic space are subject to data 
stewardship laws. 

In the United States, data 
stewardship is influenced 
by several laws. The earliest 
restrictions were imposed by 
the US Department of Health 
Education and Welfare (now 
the US Department of Health 
and Human Services) in 1973, 
when they released a statement 
regarding the standards data 
stewards should meet. The 
statement advised stewards to 
favour transparency, openness, 
and security when handling any 
health data, principles which were 
instrumental in the development 
of the 1974 Privacy Act. 

While the Privacy Act can influence 
the way in which data stewards 
handle genomic information, the 
law is inconsistently applied. It 
was also developed long before 
the advent of NGS and clinical 
genomics, meaning that it is not 
well suited to coping with the 
different facets of genomic data; 
in turn, this has led to doubts 
regarding its utility. As a result, 
many researchers and clinicians 
are looking for alternatives to 
govern how they can store and 
analyse data safely. 

One such alternative is being offered 
by the National Institutes of Health’s 
Genomic Data Sharing Policy. 
While the NIH is a governmental 
organisation, its policies are not 
considered to be legally binding 
and thus the document can only 
be thought of as guidelines. 
Nonetheless, many scientists in the 
genomics space have adopted the 
policy to act as their data security 
standard, creating a uniformity of 
data protection across different 
research groups. 

The policy outlines many different 
factors that should be considered 
when working with genomic data, 
but there are several key principles 
that have since been incorporated 
into other, similar guidelines too:
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• Before collecting data from participants, the collection organiser 
should make public the intended use of the data. If data has 
already been collected and the data stewards wish to change 
their original goals, they must first seek permission from each 
data owner involved. 

• As well as publicising their goals, data stewards should also 
maintain complete transparency regarding their data collection 
programmes. 

• Data stewards who have collected genomic data within the 
clinical environment, i.e. from patients, should not allow the 
data to be used by any party for commercial gain, unless explicit 
consent has been provided by the patient in advance. 

These principles now form the basis of standard genomic data 
handling for a large number of researchers in the US and abroad. 
As they are not legally binding, they are only upheld by policing 
within the genomics community itself, but this has proven to be an 
effective approach. 

Working with identifiable genomic data is slightly more controlled. 
In the US, any health data that can be traced back to the patient (i.e. 
is identifiable data) is subject to the 2000 US Federal HIPAA Security 
and Privacy Rule. The law was initially implemented to ensure that 
health insurance providers were treating their customers’ data 
with sufficient care, but it also covers the actions of clinicians and 
researchers handling patient samples and information, including 
genomic data.

While HIPAA requires data stewards to implement sufficient 
data security measures when handling medical information, 
the law has its limits when considering genomic data. The most 
important issue is that, as previously stated, HIPAA can only be 
applied to identifiable data. When working with data that has been 
deidentified, and thus cannot be traced back to the person of 
origin, the law is obsolete. For the maintenance of patient privacy 

and security, the vast majority of genomic data that is shared 
between research groups has been deidentified; as a result, HIPAA 
cannot be used to ensure security compliance. 

The fact that HIPAA cannot be used to cover these research 
datasets means that there is very little legal regulation for 
the sharing of deidentified data. However, it does also enable 
researchers to share access to large genomic datasets without 
needing to spend time and money on ensuring HIPAA compliance, 
making it much easier for research to progress at speed. In time, it 
is likely that legal standards will be developed and implemented to 
help researchers and clinicians handle their data responsibly. For 
now, however, it remains the responsibility of the community itself. 

SUMMARY
The handling, analysis, and storage of genomic data present a 
series of challenges that need to be overcome during genomic 
experiments, as has been laid out in this chapter. While our ability 
to generate genomic sequences has improved significantly in the 
last twenty years, the accompanying computer technology has been 
slightly slower to respond. This disparity has led to an experimental 
bottleneck for anyone trying to utilise genomic data. 

This book will discuss the ways in which this bottleneck is 
gradually being removed through technological developments 
and improvements. The following chapter will begin by 
examining the tools and platforms available to enable rapid, 
accurate data analysis. n 

“WHILE HIPAA REQUIRES DATA 
STEWARDS TO IMPLEMENT 
SUFFICIENT DATA SECURITY 
MEASURES WHEN HANDLING 
MEDICAL INFORMATION, THE 
LAW HAS ITS LIMITS WHEN 
CONSIDERING GENOMIC DATA. 
THE MOST IMPORTANT ISSUE IS 
THAT, AS PREVIOUSLY STATED, 
HIPAA CAN ONLY BE APPLIED TO 
IDENTIFIABLE DATA..”
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CHAPTER 2:

ANALYSING 
GENOMIC DATA



INTRODUCTION
As was stated in the previous chapter, the output of a sequencer 
is typically a large collection of unordered fragment reads, from 
which no accurate conclusions about the state of the genome can 
immediately be drawn. To overcome this barrier, the raw data 
needs to be put through a series of analytic workflows that can be 
divided into primary, secondary, and tertiary analysis. 

Primary analysis is the stage during which the binary signal 
produced by sequencing is converted into the traditional ACTG 
code and quality scores (indicating sequence accuracy) are 
assigned to the data. Once this has been done, the reads need to 
be realigned into a single, continuous sequence through a process 
known as sequence alignment. The completed sequence can then 
undergo variant calling, during which the nucleotide sequence 
present is compared to that of a reference genome, and any 
disparities annotated. Together, sequence alignment and variant 
calling are known as secondary analysis. 

Biological meaning is only extracted from the sequenced genome 
during tertiary analysis. During this process, the variants that 
were identified in secondary analysis are evaluated, and their risk 
quantified by variant effect predictors. Variants thought to present 
a large risk may be able to help clinicians reach a diagnosis, or 
enable researchers to identify links between certain genes and an 
observed phenotype. 

This chapter will discuss how secondary and tertiary analysis can 
be completed and what tools are available to generate faster, more 
accurate results. As primary analysis is typically completed by the 
sequencer itself, it will not be considered here. 

SEQUENCE ALIGNMENT
By breaking down a sample genome into fragments, it is possible 
to sequence each fragment in parallel, greatly reducing the time 
requirements. However this approach also necessitates read 
realignment once sequencing is completed to bring the fragments 
back together in the right order. To that end, there are three main 
techniques for reassembling raw reads into a single, consensus 
sequence. 

REFERENCE GENOME MAPPING

Arguably the simplest of the three methods available, reference 
genome mapping involves using a complete genome that is 
representative of the species in question as a ‘template’, against 
which the reads can be mapped. Because of natural variation and 
other, spontaneous genetic mutations, the reads generated by a 
sequencer will never be an exact match for the reference genome. 
Instead, computational programs are employed that can predict the 
most likely position for each read based on sequence similarities 
and read overlap, which will be discussed shortly. 

There are a range of computational programs and tools available 
that are capable of performing this type of read assembly. In some 
cases, these tools can both map the reads, and simultaneously 

annotate loci where variants are present in the sequence in 
comparison to the reference. This duality helps to reduce the time 
taken and also enables researchers to work with a single program 
during both phases of secondary analysis. 

Many of the available alignment programs are accessible via 
open source platforms, such as the commonly used Bowtie and 
Burrows-Wheeler Aligner (BWA). Both of these programs are 
designed to map short reads against full-sized genomes using 
multiple algorithms to account for variable read lengths. Typically, 
Bowtie is considered faster than BWA, but at the cost of slightly 
lower accuracy. Bowtie is also able to provide a summary that 
includes information regarding the total number of aligned reads, 
and alignment consensus; when working with BWA, this type of 
summary would need to be produced by third party tools. 

Reference genomes themselves can take many forms depending 
on the research being conducted. For example, if a team are 
hoping to identify de novo variants in an organism, which 
haven’t been inherited from the parents, then the reference 
could be the maternal or paternal genome. In broader research, 
the reference is more likely to be an artificial construction that 
incorporates the most common sequences of the species. One of 
the most popular references for human genomes is the Genome 
Reference Consortium’s GRCh38, which was released in late 
2013. Since then, it has seen a number of updates that have 
improved the genome’s performance. 

With continual improvements to the algorithms and programs 
available, reference genome mapping can now be achieved 
quickly and accurately. As a result, the technique has become very 
widely used. However, this approach is only made possible by the 
availability of a suitable, accurate reference genome and this is not 
always an option; furthermore, it is impossible to fully represent a 
species with a single genome. To avoid these issues, there are other 
alternatives for sequence alignment available.

DE NOVO SEQUENCE ASSEMBLY

In cases where no suitable reference genome is available, researchers 
are forced to use a technique known as de novo sequence assembly. 
Instead of using a reference as a template, de novo assembly aligns 
reads based on computationally calculated probabilities. 

These probabilities are generally derived from read overlaps, 
the regions at the ends of each read that are shared by multiple 
fragments. When multiple reads share these sequences, it is likely 
that they ‘overlap’ and therefore originate from the same locus in the 
original genome.

Various computational tools, such as Ray or Trinity, are available 
that can calculate the probabilities of identical sequences being 
read overlaps and mapping the reads accordingly. As these 
programs do not require a reference genome, de novo assembly 
can be completed with genetic material from any species, 
regardless of the amount of previous research available. 

The downside of de novo sequence assembly is that it can be 
very difficult to perform accurately, particular when trying to align 
regions containing repetitive sequences. 
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This problem is made worse if the sequencer used is only capable 
of generating very short reads. More modern algorithms have 
demonstrated improved accuracy when identifying read overlaps, 
but this usually means an increase in the compute power needed. 

Nonetheless, de novo sequence assembly is a popular tool, 
particularly with a research environment, when trying to explore 
previously unknown areas of the genome. 

GRAPH-BASED REFERENCE GENOMES

Graph-based reference genomes are a relatively new concept and 
are currently only available for a small number of commercial 
vendors. Like traditional reference genomes, graph-based 
references act as a template against which reads can be mapped 
by an algorithm. The difference is that graph-based references are 
constructed from hundreds of thousands of individual genomes 
to create a much more representative example of a species than a 
single reference can provide. By combining data from many different 
genomes, the program can construct a sequence that indicates the 
percentage chance of different nucleotides at each position. This 
means that the graph genome can represent a much more diverse 
subset of a population than a single reference genome could. 

The primary issue with graph-based references is that they are 
much more computationally expensive than either of the other 
two techniques. Incorporating such a large number of genomes 
and probabilities increases the utility of these references, but 
it also makes them much larger files and as such, they can be 
difficult to manage. The relative novelty has also meant that graph-
based reference genomes haven’t been used as widely as other 
approaches to sequence assembly. With improved technology 
and more use-evidence, graph-based reference genomes may see 
greater adoption, but for now, they are only infrequently applied. 

POST-ALIGNMENT PROCESSING

Once read assembly has taken place, the sequence needs to be 
put through a variant calling process. Prior this, however, there are 
a series of steps that need to be taken to ensure that the variant 
calling tools can work accurately and efficiently; these steps are 
collectively known as post-alignment processing. 

The majority of these steps are relatively simple, such as converting 
the output file of the alignment tool into a format compatible 
with the chosen variant caller, and removing any remaining PCR 
artefacts. It is also during this process that a summary of the 
alignment process can be generated, providing users with an 
estimation of the accuracy of the sequence alignment. 

If researchers intend to search for single nucleotide polymorphisms 
(SNPs) during variant calling, as is often the case, then there are several 
additional steps that should ideally be undertaken here. These steps 
primarily revolve around correcting minor errors made during read 
alignment and regenerating quality scores for the sequence. To do this, 
researchers first need to identify any alignment artefacts, which occur 
during sequence assembly and which can lead to base mismatches 
where reads have been misaligned. This is important as those 
nucleotide mismatches will be identified as SNPs during variant calling, 
potentially leading to inaccurate conclusions later in the workflow. 

“THE PRIMARY ISSUE WITH GRAPH-
BASED REFERENCES IS THAT THEY ARE 
MUCH MORE COMPUTATIONALLY 
EXPENSIVE THAN EITHER OF THE 
OTHER TWO TECHNIQUES.”
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Alignment artefacts can occur for a number of reasons, one of the 
most common being the presence of insertions or deletions in a 
sequence, compared to a reference. In other cases, it is thought 
that they develop as a result of the sequencer miscalculating the 
quality score of one or several nucleotides. Regardless of the cause, 
once identified, alignment artefacts can be corrected by local 
realignment tools that attempt to eliminate these mismatches. 
The realignment process can be computationally demanding, but 
the tools developed over the last few years, such as GATK and 
SAMtools, help to optimise the process as much as possible. 

With alignment artefacts removed, the programs generate a base 
alignment quality (BAQ) score for each nucleotide, which indicates the 
predicted alignment accuracy. This information can later be used when 
assigning priorities to identified variants, with low BAQ score nucleotides 
being considered less important than those with high scores. 

After this post-alignment processing is complete, the corrected 
sequences are able to move through to variant calling. 

VARIANT CALLING
The next stage in secondary analysis involves identifying locations 
within the sequenced genome that differ from the expected nucleotide 
sequence. These differentiations, known as variants can be the result 
of inherited natural variation, spontaneous mutations between 
generations, or damage acquired during the organism’s life. An 
average of 5 million variants can be identified between two different 
genomes of the same species. While most variants are harmless, they 
can devastate the host cell if they occur in certain genes, giving rise to 

genetic diseases like cancer or muscular dystrophy. 

Variant calling is the process by which these mutations can be 
identified, so that they can subsequently be used to explain observed 
changes within the phenotype. There are many different programs 
and platforms now available, both as open source and commercially, 
that utilise a range of algorithms capable of identifying different types 
of variant. Generally, these callers can be divided into four categories:

1. Germline Callers: These programs are primarily used to identify 
genes that put the carrier at risk of known diseases.

2. Somatic Callers: Generally used in cancer studies, somatic 
callers are used to compare controls and cases, such as healthy 
and cancerous tissue. 

3. Copy Number Variation Callers: These callers are designed 
to identify regions of the genome where a gene has been 
duplicated, i.e. where the number of gene copies has changed. 

4. Structural Variant Callers: These programs can identify very 
large variations within the genome.

 By using a combination of these callers, researchers are able 
to identify a broad range of variations within the genomes they 
are studying. Beyond these four categories, each individual 
type of caller can also be divided into a further two categories, 
depending on the approach the algorithm uses to identify variants: 
probabilistic methods or heuristic methods.

PROBABILISTIC METHODS

Probabilistic methods, as the name suggests, rely on quantifying 
the statistical uncertainty of the modelled genotype; in other words, 
they calculate the probability that the called genotype is accurate. 
Many tools that use probabilistic methods are also capable of 
incorporating secondary information, such as allele frequencies, to 
supplement their calculations. 

The variant calling itself is achieved through genotype likelihood 
calculations that follow Bayes’ theorem, a statistical theory 
that links the probability of an outcome (i.e. the genotype) to 
conditions known to be linked to that outcome. A likelihood 
calculation is carried out for each possible genotype at each 
aligned nucleotide, which can ultimately be brought together to 
produce the genotype with the highest probability. Typically for 
this approach, the difference in probability between the most 
likely and the second most likely genotypes can be considered as 
a measure of confidence. 

HEURISTIC METHODS

Variant callers that use heuristic methods identify loci of interest by 
drawing on data structure and quality information from a variety 
of sources. This approach enables the callers to determine the 
genotype through analysis of coverage thresholds, base quality, 
and variant allele frequency, eliminating sites where the data 
is unreliable. Once this clearing process has been completed, 
statistical analysis tools such as Fisher’s exact test can be used to 
identify any remaining loci that could be biologically important.  
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Heuristic methods are able to use information from a wide variety 
of sources, making the tools highly accurate. However, this also 
means that they have a high computational demand, which has 
significantly limited their application. Because of this, they are much 
less commonly used than probabilistic frameworks. 

THE PROBLEM WITH VARIANT CALLERS

The range of variant callers available can make it difficult for 
researchers to decide on which tools to use. As different callers 
tend to focus on specific types of variant, researchers will often use 
multiple programs and then collate the data into a single variant 
pool for tertiary analysis. This approach increases the computational 
power necessary and increase analysis time but it also provides the 
best opportunity to identify as many variants as possible. 

One of the biggest problems with variant calling programs, however, 
is that there is very little concordance between the variants they 
identify. Two different variant callers can analyse the same genome 
against the same reference and produce different lists of variants. 
As a result, it can be very difficult for two experiments that used 
different variant callers to accurately compare their results and 
generate valid conclusions. This can be minimised for researchers 
wishing to run a series of experiments for comparison if they use the 
same variant callers each time, but it isn’t a perfect solution. 

Regardless of these issues, the output of the variant calling 
programs used will be a Variant Call Format (VCF) file that contains 
all the identified variants in an ASCII text document. It is this VCF file 
that forms the basis of tertiary analysis. 

TERTIARY ANALYSIS
Of all the stages of genomic data analysis, tertiary analysis is 
generally considered the most complex. It is during this stage that 
the list of identified variants is converted into information that has 
biological relevance and can allow researchers and clinicians to 
draw conclusions about the phenotype being observed. To that 
end, the primary goal of tertiary analysis is to identify links between 
the variants and the corresponding phenotypic data. 

As with secondary analysis, there are now a range of tools and 
platforms available that can rapidly search pre-existing datasets 
and literature to collect any relevant information about identified 
variants. By using multiple analysis platforms, users can typically 
access a broader range of pre-existing material and thus are more 
likely to find evidence relating to their identified variants. For the 
best results, therefore it is advisable to utilise multiple platforms. 

While each platform approaches tertiary analysis slightly differently, 
there are a number of techniques that are considered universal. For 
example, many clinical analysis workflows will begin by comparing 
the variants of the patient in question to those of people with the 
disease the patient is suspected of having. That way, it can be rapidly 
determined whether or not the patient is presenting disease-linked 
variants, and therefore provide evidence for a diagnosis either way. 

While this type of analysis can be highly effective when trying to 
identify well characterised diseases, it isn’t suitable within the 
research space because the reference data is not available. Even 
within the clinic, only roughly 25% of unsolved cases generate a 
diagnosis through this approach; the remaining 75% cannot be 
diagnosed without exploring the genome further. 

Variants which haven’t previously been linked to a specific 
phenotype can be characterised in a number of different ways, 
such as whether or not it is inherited from the parents. One of 
the most effective ways of characterising and prioritising variants, 
however, is by examining the variant impact, i.e. how much of an 
effect each variant has on the gene in which it has formed. By doing 
this, researchers can quantify the importance of each variant; low 
impact variants will have little effect on the gene (and therefore on 
the phenotype), and thus can be largely discounted. Alternatively, 
variants with very high impacts are likely to be instrumental in the 
phenotypic effects being observed. 

Several prediction tools are available, such as Ensembl’s Variant 
Effect Predictor and Charité’s MutationTaster, which are capable 
using statistical analysis models to estimate the effect of a variant 
on a gene. These models are built using a range of features, such 
as the position of a variant within the gene and its impact on any 
exons present. Variant positioning is important because mutations 
that occur upstream in a gene are more likely to have a larger impact 
on the overall amino acid code. If the variant only occurs near the 
end of a gene, then it will only affect a very small percentage of the 
triplet code and thus, is unlikely to see a large impact. Similarly, some 
variants will not affect the output of the codons in which they appear, 
due to the degeneracy of the amino acid code sequence. If a variant 
is found to have no impact on the amino acid being coded for, then it 
can be designated as low impact. 

Using this system, unknown variants can be divided into groups 
that are unlikely to be influencing the phenotype, and groups that 
are through to be responsible for the effects being investigated. 

Regardless of the analysis techniques used during tertiary analysis, 
the outcome is for all detected variants to be classified into one 
of five categories, as dictated by the 2015 guidelines from the 
American College of Medical Genetics and Genomics (ACMG). These 
categories are:

“VARIANTS WHICH HAVEN’T 
PREVIOUSLY BEEN LINKED TO 
A SPECIFIC PHENOTYPE CAN BE 
CHARACTERISED IN A NUMBER 
OF DIFFERENT WAYS, SUCH AS 
WHETHER OR NOT IT IS INHERITED 
FROM THE PARENTS.”

16 / Geomic Data 101

ANALYSING GENOMIC DATA



1. Benign – Variants that are classified as 
benign are known to be non-harmful and 
typically don’t result in significant changes 
within the phenotype. 

2. Likely Benign – Variants classified as 
likely benign are thought to have no 
harmful impact on the phenotype, but lack 
sufficient evidence to confirm a benign 
status. 

3. Variant of Unknown Significance (VUS) – If 
insufficient information is available for a 
specific variant, then it is possible that the 
research team will be unable to determine 
its possible effects on the phenotype. In 
those cases, the variant is classified as 
a VUS and no conclusions can be drawn 
from it.

4. Likely Pathogenic – Variants that are 
thought to contribute negatively to the 
phenotype, i.e. are disease-linked, but 
which lack sufficient evidence to confirm a 
pathogenic status are categorised as likely 
pathogenic. 

5. Pathogenic – Variants that are classified as 
pathogenic are known to be disease-linked 
and have strong evidence to back up this 
conclusion. Identifying these variants in 
a patient can be sufficient evidence for a 
diagnosis.

Once all variants have been assigned to one 
of these five categories, tertiary analysis is 
concluded. In a clinical setting, it is after this 
point that a clinical report is produced and a 
diagnosis may be provided for the patient. 

SUMMARY
As NGS has progressed, so have the tools and 
programs available to researchers to enable 
faster and more accurate analysis. The range 
of techniques and products, both commercial 
and open source, now provide a sufficiently 
broad approach to significantly improve our 
understanding of the genome. 

As time goes on and programs are 
developed with compatibility in mind, the 
problems faced during analysis relating 
to incompatibility and high computational 
requirements are gradually being reduced. 

However, the issues generated by working 
with such large quantities of data cannot 
solely be resolved by improving the software 
available. At the same time, it is important to 
consider the hardware, or infrastructure, on 
which these calculations can be completed. 
The following chapter will discuss how our 
technology has improved over the last few 
years and how researchers in the genomics 
space can benefit. n 

““HEURISTIC 
METHODS ARE 
ABLE TO USE 
INFORMATION 
FROM A WIDE 
VARIETY OF 
SOURCES, 
MAKING THE 
TOOLS HIGHLY 
ACCURATE. 
HOWEVER, THIS 
ALSO MEANS THAT 
THEY HAVE A HIGH 
COMPUTATIONAL 
DEMAND, 
WHICH HAS 
SIGNIFICANTLY 
LIMITED THEIR 
APPLICATION.”

Geomic Data 101 / 17

ANALYSING GENOMIC DATA



CHAPTER 3:

DATA 
STORAGE AND 

INFRASTRUCTURE



INTRODUCTION
While the previous chapter presented some of the software 
considerations that need to be made during genomic data analysis, 
this is not the whole picture. Deciding which computer hardware is 
most suitable for a genomic experiment can be a difficult process, 
as there are many factors to consider. This chapter will outline how 
storage and computer processing have improved in the last few 
years and how these advances can aid genomic research.

DATA STORAGE AND COMPUTE POWER
The previous chapters have outlined some of the problems 
being faced by genomics researchers who are trying to work with 
extremely large datasets. As has been suggested, the core issue is 
that the hardware necessary for dealing with such vast quantities of 
information has traditionally been unachievable, and even now has 
only recently started to become available. 

TRADITIONAL IN-HOUSE INFRASTRUCTURE

In the past, genomic data needed to be stored and analysed on 
in-house server networks. These general purpose computing 
clusters are formed by networking a series of single servers to 
work in parallel, thereby increasing the overall processing power 
available in accordance with Gustafson’s Law. This format has 
several advantages, such as high processing speeds and the ability 
to control your own data warehousing and security, and these 
features have been so popular that the approach is still used today. 

However, while the approach itself is theoretically an effective 
way of increasing processing power and storage, it has limits that 
are determined by the technology available. In the past, this has 
been a problem. 

The main issue faced by researchers hoping to build their own 
in-house infrastructure was cost. Older server models were very 
expensive pieces of equipment and would frequently also carry 
one-time installation charges, meaning that the up-front cost was 
significant. Moreover, beyond this initial payment, there was also a 
range of operational costs to consider when installing a new system. 

One such operational cost was the electricity requirement. As with 
all electronic equipment, servers require a continual electricity 
supply, something that was made worse by the fact that older server 
models were very energy inefficient. Beyond simply powering the 
servers themselves, server rooms would also need extensive cooling 
systems to combat the heat generated by the computers. High server 
concentrations generate a tremendous amount of heat, which not only 
risks damaging the sensitive internal components, but also presents a 
fire hazard to the building at large. The safety concerns mean that built 
in cooling systems are a necessity, but this drastically increases the 
amount of electricity needed to power the server cluster.  

The electricity requirements also contributed to another problem 
brought about by older server architecture: physical space. Large-scale 
servers were very large, heavy pieces of equipment, presenting a series 
of logistical issues such as where to house them within a building. The 
space would need to be large enough to accommodate many different 
server racks, each of which would need to be placed a certain distance 
apart to prevent overheating. Further, a typical server rack containing 
40 systems would weigh just under 800kg, meaning that the server 
room would either need to be at ground level, or would require floor 
reinforcement. The electricity requirements would also force the room 
to have access to a direct industrial power line, another restriction which 
would need to be factored into the server room design. 

Security presents another issue. As was mentioned in the first 
chapter of this guide, there are data protection laws that need 
to be considered when handling genomic data. With regards to 
infrastructure, these security concerns mean that the server   
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rooms have to be physically restricted, to prevent unauthorised 
personnel from accessing the data. While some research laboratories 
may already have some level of security installed, it can often 
be insufficient for the handling of genomic data and may need 
supplementation. The installation and upkeep of these measures, 
such as security doors, specialised locks, and security cameras, adds 
to the upfront costs and to the overall cost of server maintenance. 

Finally, in-house server networks required a specialised 
administrative staff to keep the system operational. There are two 
sides of server farm maintenance: maintaining and replacing old 
hardware, and maintaining, optimising, and upgrading software. 
While servers were designed to last as long as possible, the 
technology would deteriorate over time as the hardware and 
software aged, decreasing system efficiency. With a dedicated 
maintenance team, this slowdown could be delayed by several 
years and the hardware wouldn’t need to be replaced as regularly, 
bring the costs down slightly. 

When they are all brought together, these factors meant that 
in-house solutions were a very expensive undertaking. This 
problem was made significantly worse within the genomics space, 
where the computational requirements of data analysis fluctuate 
dramatically. During analysis of multiple genome sequences, the 
compute core requirements are very large, as there is a very large 
quantity of data to sort and annotate. In contrast, however, during 
sample collection, sequencing, or reporting, the computational 
requirements are very low. This meant that research groups either 
did not have sufficient infrastructure to complete their data analysis 
in a reasonable timeframe, or they were paying high operational 
costs for the maintenance of a large number of inactive servers 
over extended periods of downtime. 

A better solution was needed to allow genomic investigations to 
continue to improve and expand. To this end, some researchers 
began to move towards the relatively new field of cloud computing, 
in the hope that it would act as a better alternative. 

THE CLOUD

Cloud computing, on a physical level, uses the same principles as in-
house infrastructure to improve processing power. The difference 
between the two is that while in-house infrastructure is owned 
and maintained by the user, cloud users remotely ‘rent’ processing 
power from a third party that maintains their own infrastructure.

By enabling users to remotely access their servers, cloud computing 
vendors such as Amazon, Google, or Microsoft can charge 
researchers a small fee for storage space and compute power, 
offsetting their maintenance costs. As these large-scale providers 
can invest in vast server farms, they benefit from economies 
of scale when purchasing hardware, decreasing their costs 
proportionately in comparison to a small research group. 

Researchers can benefit from this relationship too. As they do not 
require specialised hardware of their own to use the cloud, there are 
no large up-front costs that would otherwise be necessary to buy and 
install in-house infrastructure. It is these extensive upfront costs that 
have prevented some smaller labs participating in genomic research, 
and the cloud enables researchers to overcome this barrier.

The cloud also solves the elasticity problem presented by in-
house hardware. As each research group rents their desired 
amount of cloud space, they can easily expand the numbers of 
servers they are using during periods of high demand by paying 
for more resources. When the demand decreases once more, 
they can off-load unnecessary compute cores and bring their 
costs down again. Not only does this bring down their overall 
costs significantly, it also enables researchers to scale up their 
experiments instantaneously, instead of having to wait for new 
hardware to be installed. 

This elasticity is also of benefit to groups who prefer to do the majority 
of their analysis in-house but who occasionally lack the resources to do 
so. Many bioinformatics platforms are now being designed to enable 
‘hybrid-cloud’ environments, which primarily utilise in-house hardware 
but will, when necessary, break into the cloud automatically to make up 
the required compute power. 

This approach means that the analysis will not be halted if the in-house 
resources prove to be insufficient, saving the researchers both time 
and money by reducing the number of failed analysis workflows. 
Unfortunately, these hybrid-cloud systems can be difficult to integrate 
into pre-existing systems, but commercial providers of the platforms are 
offering technical support to help customers. 

The elasticity and initially low costs have made the cloud an attractive 
prospect for researchers in the genomics space, but there are 
drawbacks to this approach too.  
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PREPARING FOR THE FUTURE OF 
GENOMIC DATA 

AS ONE OF THE LARGEST CLOUD PROVIDERS IN THE FIELD, AMAZON WEB SERVICES IS 
LOOKING AHEAD AT THE BIGGEST CHALLENGES AND BENEFITS WE COULD SEE IN GENOMIC 

DATA IN THE FUTURE

Aaron Friedman, PhD, AWS Partner Network Technical Lead, Healthcare and Life Sciences, AWS
Angel Pizarro, Technical Business Development Manager, AWS

AWS: Precision Medicine at large will depend on integration 
and use of diverse data sources into routine clinical practice. 
We can confidently say that these data are already being put 
into practice by early movers.  For example, several clinical 
trials have shown that genome sequencing is both a better and 
cheaper diagnostic for rare diseases, as compared to current 
methods; genomics is being used to predict drug response and 
dosing complications (pharmacogenomics) and inform patients 
of their risk  profiles to certain diseases; EHR data is being used 
to support clinical decision support systems to guide treatments 
for better outcomes; these data are also being used to provide 
Real World Evidence of treatment efficacy, or provide early 
warnings to classes of adverse events that were not found 
during Phase III trials; finally,  these data are being integrated 
into new value-based care reimbursement models.  

A recent example of how data integration can transform a 
business comes from Celgene. They partnered with Deloitte 
ConvergeHEALTH to use real-world evidence (RWE) to transform 
how they approach drug development. Deloitte’s platform is 
built on AWS and rooted in well-established practices for big 
data analytics. This has given Celgene the ability to understand 
the drug profiles earlier in the development process and select 
cohorts of individuals more appropriate for efficacy studies.

Longer term, as data grows both in terms of sources and 
volume, there will be additional opportunities to layer machine 
learning on top of petabyte- and exabyte-scale datasets. This will 
give health and payer systems the capability to more accurately 
identify the best treatments, price them accordingly, and drive 
better outcomes for patients. Similarly, pharma companies will 
gain additional resolution into cohort selection, which will drive 
more efficient clinical trials and better target drugs to individuals 
who would respond positively to them.

FLG: A lot of this data sits in disparate sets. Without a 
consistent cohort across all of it, can it only be used in 
isolation?

AWS: In a perfect world, all care provider systems would be 
able to talk to and understand each other, but this is not the 
case today. In most cases, even data within a single system is 

not consistently codified. The good news is that even when 
data are not consistently encoded, the research community has 
made good use of it.

One of the emerging themes we have seen is the creation 
of data commons that facilitate the discovery and secure 
exchange of data. One such example is what the American 
Heart Association is doing with their Precision Medicine Platform 
to facilitate the study of cardiovascular disease and stroke. 
Researchers can upload and harmonize their datasets and 
then combine with other cohorts to strengthen their analysis. 
The AHA is also working with the National Institutes of Health 
to ease the burden of attaining approval for use of disparate 
public data across federally funded research initiatives, such 
as the Framingham and Jackson heart studies, by providing a 
consistent application across them.  

That said, complex diseases need tens to hundreds of 
thousands of individuals in order to get the statistical power 
required to make substantive discoveries. Both the public and 
private sector will have roles to play. Nation-level population 
sequencing initiatives, such as the All of Us program in the US 
and Genomics England in the UK, are being developed across 
the globe. In the private sector, pharmaceutical companies are 
starting to use genomics and other longitudinal data, such as 
metabolomics, to phenotype the individuals in clinical trials to 
better select cohorts and better understand how their drugs 
work on different populations. Both of these groups can benefit 
by working towards common data formats, representation and 
encoding standards, such as those being proposed by the Global 
Alliance for Genomics and Health (GA4GH). Doing so will enable 
the world at large to collectively benefit from the acquisition of 
data across the various communities. 

FLG: There’s a lot that has, and continues to be, said about 
the looming tsunami of data. A lot of the organisations 
you partner with sit at different phases of that. Some are 
producing that data themselves, some are trying to move 
it around, some are trying to use it, and many do all of the 
above. In your experience, is there anything that marks out 
organisations as having a good understanding of how to 
manage data and use it effectively?
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AWS: There’s a classic saying that 80+% of data science is just 
getting data in the right format. So what you asked is certainly 
an issue today for the biomedical and life science community. 

The first piece of advice may sound overly simplistic, but have a data 
strategy in place before the tsunami hits. It’s not enough to have a 
place to store the data objects,  you also need to have a method to 
store the corresponding metadata of these objects. Doing so will give 
you have the ability to slice and dice your data sets, and retrieve the 
information you need, when you need it. Automating this process 
is critical as the scale and speed of data generation is only set to 
increase; population scale initiatives generate TBs of raw genomics 
data a day, so you need to have a process in place early on in the 
project to deal with this scale efficiently.

One such architecture we’ve seen many customers gravitate 
towards is a data lake. Data lakes give you the ability to store 
disparate datasets in a single repository, secure your datasets, and 
apply metadata on top of your data objects so that you can retrieve 
what you need at any time. Naturally, because of the combination 
of security, scalable storage, and flexibility, this architecture usually 
has a lot of appeal to different stakeholders in your organization. 
For example, governance officials have the ability to track what 
data enters and exits your data lake, how raw data is normalized, 
what analyses are run, and how that data is secured.

FLG: What needs to be considered when dealing with 
data policy issues, and can technologies such as block-
chain help with this?

AWS: AWS operates under a shared responsibility model, 
where we take care of security of the cloud, and our customers 
are responsible for security within the cloud. Data on AWS is 
fully in control of the customer.  What this practically translates 
to is that AWS thinks organizations are in the best place to 
determine which data policies may affect them, and which 
specific data items fall under a given policy umbrella. AWS 
products offer strong support to organizations to manage 
and secure their data on our platform, in addition to using 
the tooling of their choice. Emerging technologies, such as 
block chain and other cryptographic protocols, can help an 
organization’s mission to secure their data, but we advise a 
strong focus on process automation, robust monitoring, and the 
principle of least privilege as a good foundation to start with.

FLG: What kind of impact can Machine Learning have on 
precision medicine, and how far are we from that?

AWS: We feel that Machine Learning has the potential to make 
large-scale impacts on enabling precision medicine to become 
the normal model of care, starting with improving the cost and 
speed of diagnostics. Recent progress has been made applying 
Deep Learning techniques to image analysis for prediction of 
diabetic complications,  skin cancers, and other diseases. But 
even simple techniques can be applied to improve healthcare, 
such as classifying emergency room admittance criteria for early 
prediction and intervention into domestic violence cases. 

There are also a host of other non-clinical applications of 
Machine Learning technologies that could be put in place to 
improve care delivery, such as IoT sensors for remote patient 

monitoring; and integration of text and speech services such as 
Amazon Lex and Amazon Polly for internal teams and external 
customer support.  We have just scraped the surface of how 
Machine Learning and Artificial Intelligence can improve our 
healthcare system, and are excited to see what our customers 
will do in the future! 

FLG: From the infrastructure side of things, how do you 
go about future proofing as best you can, so you don’t end 
up having to re-invest in a new set up a few years down 
the road?

AWS: Organizations that can quickly react to change naturally 
have a competitive advantage over those that are less nimble. At 
AWS, we follow a model of continuous delivery of features and 
services. In 2017, we launched over 1100 major features and 
services. It is this type of culture that allows us to continually 
delight our customers and innovate on their behalf. There is this 
phrase “be the change you want to see”.  Amazon has a culture 
of long-term thinking and is not afraid to make big bets on the 
future of technology.

One of the key infrastructure capabilities that the cloud provides is 
the ability for you to provision servers without having to go through 
the long procurement cycles as you would on-premises. This is 
especially important as the genomics landscape is rapidly evolving. 
If you’re using a hash-based algorithm that loads many GBs of 
data into memory, you can quickly spin up a memory-optimized 
instance. If you are using BWA, you can opt for more cores and less 
memory to optimize for performance and cost. And customers 
who wish to use Edico Genome’s DRAGEN software need to do 
so on FPGAs. At AWS, we believe strongly in offering customers 
a wide array of compute services so that they can use the right 
infrastructure they need for a given job at that moment in time.

The next natural evolution is moving from monolithic software 
stacks to discrete applications. Largely this involves packaging 
applications using a containerization platform like Docker, and 
integrating these packaged units with a common pattern for 
inputs,  outputs, and runtime parameters. Containers give you 
a natural layer of abstraction that can run on any operating 
system, and you deploy to whatever infrastructure is available 
at the time, provided there are the appropriate compute, 
memory, and storage resources available for the application. 
Systems like Nextflow.io, and partners such as DNAnexus and 
Illumina Basespace, enable scalable and reproducible scientific 
workflows using software containers to be deployed to AWS 
cloud resources. The build on top of AWS security and scale 
to allow researchers to concentrate on developing robust 
and validated data analysis routines, instead of having to be 
concerned with running servers or other undifferentiated work 
that is necessary for their data analysis.     

FLG: What are you most excited about for the future? 

AWS: We are most excited to see how our customers are 
going to transform this space! From leveraging AWS to form 
trusted data sharing partnerships, to enabling scalable analyses, 
to integration of Machine Learning and Artificial Intelligence 
into routine care, the entire community is poised to collectively 
achieve better health outcomes for all. n
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One of the most prominent issues faced by researchers using the 
cloud is the time taken for the upload or download of data. Data 
transfer, which will be discussed later in this chapter, can be a very 
slow process when very large datasets need to be moved, and this 
is a noticeable problem when using the cloud. In order to store a 
genomic dataset in the cloud, it needs to undergo an upload process 
that can take weeks when researchers have to contend with low 
bandwidth. Once a genomic dataset has been uploaded into the 
cloud, it can be analysed within the same environment in a relatively 
short amount of time, but the initial upload and eventual download 
of results are significant time drains.  

If the bandwidth necessary for large-scale data uploads is 
unavailable, another solution for accessing the cloud can involve 
mailing physical hard drives. Some cloud providers offer a service 
by which they provide their customers with a physical hard drive, 
which users can then upload their datasets onto. The hard drive is 
then encrypted to ensure data security and sent back to the cloud 
provider, where it can be directly uploaded into the cloud servers. 

This physical data transfer approach makes it possible for research 
groups with poor internet connections to utilise cloud resources. It 
doesn’t, however, resolve the issue of upload and download wait 
times. Even if the shipping time for each hard drive isn’t taken into 
account, the data still has to undergo two transfers (onto and off of the 
drive), and this can be a lengthy process for large datasets. Hard drive 
shipping can also be expensive, particularly in cases where multiple 
drives are needed to collect all the data, increasing cargo weight. 

For some researchers, cloud adoption has been delayed by concerns 
surrounding data security. While in the past it was possible to protect a 
genomic database by restricting physical access to the servers, using the 
cloud makes it theoretically possible to access the data from anywhere 
in the world that has sufficient bandwidth. As many researchers in 
the genomics space are working with highly sensitive data, there is a 
reasonable hesitation towards adopting this new approach.   

To allay these fears, cloud providers have implemented a range 
of features to ensure their customers’ data remains as secure as 
possible. For example, users can choose to work within virtual private 
clouds (VPCs) that are logically isolated from the rest of the cloud. 
VPCs allow for storage and analysis of sensitive data to take place in 
an environment that is self-contained and distinct from other compute 
cores in a way that makes it inaccessible with proper authorisation. 
Beyond VPCs, there are also services available that can provide 
encryption and authorisation checkpoints to prevent customers’ data 
from being accessed by anyone without the correct permissions. 

A final factor to consider when using the cloud is the cost. Without 
large, upfront investments or long-term server maintenance costs, it 
can appear that the cloud is a much cheaper alternative to hardware 
solutions. In the case of traditional infrastructure, this is true. 
However, over time the hardware available has been developed in 
ways that both improve performance and reduce costs, as will be 
discussed in the following section. Nonetheless, the cloud remains 
the cheapest option for short-term research, but over longer periods 
of time, the continual ‘rent’ will drive the total cost up. 

While the cloud has demonstrated some issues for genomic 
researchers, it has also proved an invaluable resource for a number 
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NECESSARY FOR LARGE-
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UNAVAILABLE, ANOTHER 
SOLUTION FOR ACCESSING 
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MAILING PHYSICAL HARD 
DRIVES. SOME CLOUD 
PROVIDERS OFFER A SERVICE 
BY WHICH THEY PROVIDE 
THEIR CUSTOMERS WITH A 
PHYSICAL HARD DRIVE, WHICH 
USERS CAN THEN UPLOAD 
THEIR DATASETS ONTO.”



of groups. The cloud’s ability to expand and contract as needed 
is well suited to the processing fluctuations seen during genomic 
analysis and the ability to access data from anywhere in the world 
enables physically distant teams to collaborate easily.  These 
features have led many large-scale projects and commercial entities 
to store and analyse their data within the cloud. 

However, as has been mentioned, the prices linked to server farms 
have been decreasing over the last few years; these reductions 
have made it feasible to utilise in-house infrastructure once more. 

FLASH TECHNOLOGY AND IMPROVED IN-HOUSE INFRASTRUCTURE

One of the biggest improvements seen in in-house solutions over 
the last ten years is an increase in flexibility and customisation. In 
the past, the small range of products available and their limited 
applications meant that networks were typically designed to meet 
general IT specifications, and not specific workloads. 

This meant that the same cluster designs were being used for 
completely unrelated applications and the lack of optimisation led 
to the performance for each application being lower as a result.

These restrictions didn’t change significantly over time either. 
Instead, systems were improved with greater spinning disk 
capacity, lower network latency, and increased cores, all of 
which improved performance but which didn’t overcome the 
systems’ core problems. The last few years have seen that 
change, as novel solutions have been brought to market with 
the intention of improving the performance and accessibility of 
in-house clusters. 

For storage solutions, the primary focuses have been on improving 
speed, efficiency, manageability, and cost. One of the first 
breakthroughs in this regard was the introduction of solid state 
drives (SSDs), which are much faster than the previous spinning 
disk equivalents. Shortly after SSD introduction, flash technology 
was also made available on the market, increasing the range of 
technologies on offer. 

SSDs and flash technology have several advantages over 
traditional spinning disk hard drives. For example, as neither of 
the more recent technologies relies on moving parts, they are 
able to access stored data instantaneously, instead of suffering 
from latency as the system waits for a disk to align. This lack 
of wait time means that the drives are capable of much faster 
processing, particularly in the case of larger, more complex, data. 
The internal immobility also makes these technologies longer 
lasting and more durable.

Another advantage of SSDs and flash drives is that they demonstrate 
significantly higher areal density. This means that the drives are able 
to be physically smaller, while containing the same quantities of data, 
reducing many of the server room problems discussed earlier. At the 
same time, these smaller drives are much more energy efficient, and 
so require lower amounts of electricity, decreasing running costs. 

For genomics in particular, one of the most desirable improvements 
is the technology’s simplicity. With more streamlined software, 
improved parallel filing, and user-friendly hardware, SSDs and flash 
technology have made it possible for people without specialist 
training to manage complex, customised networks.  

“FOR STORAGE 
SOLUTIONS, 

THE PRIMARY 
FOCUSES 

HAVE BEEN ON 
IMPROVING 

SPEED, 
EFFICIENCY, 

MANAGEABILITY, 
AND COST.”
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This allows research groups without a dedicated 
IT team to manage and maintain their own 
servers without needing to hire third party help. 
This simplicity also extends towards scale-up and 
scale-down, as the systems have been developed 
with scalability in mind. For many modern server 
systems, extra servers can be added at relatively 
low cost and without necessitating downtime for 
the system at large. 

Regardless of whether research teams rely on in-
house resources or cloud computing, the advances 
of the last few decades have revolutionised the 
way genomic data is handled. Increased processing 
power and speed has enabled larger, more in-
depth genomic investigations to take place and 
improved the quality of the conclusions being 
drawn. This is not to say, however, that there 
are not still problems associated with big data. 
At present, one of the largest concerns raised by 
geneticists is how they can transfer data from one 
system to another quickly and securely. 

TRANSFERRING DATA
As was mentioned earlier in this chapter, 
transferring data from one local network to 
another, or into the cloud, can be a significant 
undertaking when handling big data. In 
genomics, these data transfers need to be fast 
and reliable, so that research is not delayed or 
corrupted, and secure, so that sensitive data 
remains protected. 

Traditionally, and in many cases today, such large 
data transfers are facilitated by shipping hard 
drives or servers. These transfers are considered 
relatively secure, as the drives can be encrypted 
and tracked, but they are also very slow, 
particularly over large distances. For research 
groups in remote areas with limited access to 
travel, it isn’t a practical solution. 

Cost is another issue, with prices rising 
proportionately to the quantity of data due to the 
increased weight of more hard drives. In spite of the 
issues associated with hard drive shipping, for many 
groups the infrastructure is not in place to transfer 
data any other way. As a result, the practice remains 
relatively common within the industry. 

An alternative that may seem like a better approach 
is to transfer data via an internet connection, in 
a manner similar to sending an email with a data 
attachment. For small files, these transfers are all 
but instantaneous and with modern encryption 
software, they are generally considered secure. 
Unfortunately, this approach has proven to be 
impossible to achieve with big data when using 

traditional File Transfer Protocol (FTP) solutions as 
the process is much too slow to be practical. 

By their nature, FTP solutions are incapable of 
utilising the all of the available bandwidth during 
transfers, limiting the quantity of data that can be 
moved at any given time and forcing the process 
to move more slowly, causing unpredictable 
fluctuations in transfer speed. 

Online transfers are also at risk of security breaches. 
Many online transfer providers are now offering 
data encryption as part of their regular services, but 
this hasn’t always proven to be sufficient protection. 
As genomic data is so sensitive, some researchers 
have raised concerns that the data isn’t being 
treated with the care required by law when it is 
subjected to these services.

To counteract these problems, some companies 
have started to develop and market improved 
transfer protocols. These new systems offer end-
to-end security that is more robust than older 
commercial offerings, and typically enable much 
faster transfers. This increased transfer speed can 
be achieved through a combination of smarter 
file compression, which will be discussed in the 
following chapter, and better utilisation of the 
available bandwidth. Through these approaches, 
data transfers that would have originally taken days 
have been reduced to a matter of minutes. 

Improved transfer protocols like these have 
significantly improved some researchers’ ability to 
share data, but they have not yet become universal 
tools. To enable faster data transfer, the protocols 
rely on specific hardware and wiring networks 
which are currently limited to a small number of 
countries around the world. Outside of these zones, 
researchers have to rely on older technologies and 
transfer methods such as hard drive shipping. In 
time, it is possible that the technology to enable 
faster, secure data transfer will become available on 
a much wider scale, but for now, it remains a vital 
issue for genomic researchers. 

SUMMARY
As next generation sequencing has improved at an 
incredible rate, the technology necessary for data 
analysis and storage has lagged behind. Recent 
advances in both hardware and software techniques 
are now helping to bridge this gap, but there is still 
work to be done to ensure that research is not being 
hindered by technological flaws. One technique 
which is helping to enable these advances is data 
compression. The following chapter will discuss how 
data compression works, and how it can be used to 
benefit genomic researchers. n 

“TO ENABLE 
FASTER DATA 
TRANSFER, THE 
PROTOCOLS 
RELY ON 
SPECIFIC 
HARDWARE 
AND WIRING 
NETWORKS 
WHICH ARE 
CURRENTLY 
LIMITED TO A 
SMALL NUMBER 
OF COUNTRIES 
AROUND THE 
WORLD.”
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INTRODUCTION
The generation of genomic data by NGS technologies is continuously 
getting cheaper, more reliable, and is finding more applications. 
On the other hand, as the previous chapter demonstrated, the 
computational analysis of sequencing data remains a bottleneck. 
Furthermore, the data storage during the analysis, and the long-term 
archival of the mounting genomic sequencing data, have become 
substantial cost factors. While storage media density is increasing 
year-on-year (and thus storage cost is decreasing), it does so at a 
much slower pace than both the reduction in the cost of sequencing, 
and the increase in the amount of genomic data.

As a consequence, the overall cost for the storage of genomic 
sequencing data is increasing drastically, and is even projected 
to overtake the raw cost of sequencing within the next five years 
as the most expensive part of sequence analysis. While modern 
storage hardware can include general-purpose compression and 
deduplication to address ordinary storage problems, these are 
ineffective with genomic data, so we also need to consider how to 
store data from a software perspective. To this end, many researchers 
are starting to consider the way in which we compress data.

HISTORICAL PERSPECTIVE
GZIP

Due to the increased storage demand, it has become routine to 
store sequencing data in compressed form. Initially this was done 
solely by general-purpose lossless compression software and 
formats (specifically, gzip). Such general-purpose compression is 
unable to take advantage of much of the specific redundancy that is 
inherent in the process that generates genome sequencing data, as 
well as in the storage formats, predominantly FASTQ and BAM.

CRAM

In time, the use of gzip compression was augmented by a specific 
compression format for the storage of alignment information, 
called CRAM. The additional compression given by CRAM over gzip 
is due to the fact that sequencing data is composed, for the most 
part, of repeated parts of the reference genome. This redundancy 
can be effectively exploited by only storing the differences between 
the sequenced data and the reference.

However, regular CRAM suffers from several disadvantages, 
including loss or modification of some BAM fields in corner cases, 
and the need for a reference (the same reference that was used for 
read alignment) to compress and to decompress and use the data.

LOSSY QUALITY SCORE QUANTIZATION (BINNING)

Another space saving comes from the elimination of excessive 
precision. Sequencing data stores quality scores, usually Phred 
scores, which provide an estimated probability of a false base call 
for each sequenced base. The quality scores constitute half of 
the overall raw file size, and the bulk of the compressed file size. 
Sequencing machine manufacturers realised that the recorded 

precision of these estimates was often beyond the point of useful 
interpretability by analytics. Reducing the resolution of the quality 
scores by quantisation allows for better compression, while losing 
some information. An analogous process is the compression 
of audio data to MP3, where the removal of mostly inaudible 
frequencies results in storage savings at the cost of a controlled, 
often imperceptible, degradation in audio quality.

However, the loss of genotyping accuracy that always results from 
the binning of quality scores in genomic data is not attractive to 
bioinformaticians engaged in high-precision analysis. Furthermore, 
binning quality scores does not address the issue that sequencing 
machines only have a very limited context with which to estimate 
quality scores and so leave room for better estimation beyond what 
is available to the sequencer. In fact sequencing machines often 
overestimate the probability of error.

BENEFITS OF COMPRESSION
REDUCED STORAGE COST

Long-term storage of genomic data is one of the main expenses of 
sequencing experiments. It will become the single largest expense 
within the next five years. Compressed files decrease the per-file cost 
of storage and thus form an integral part of a cost saving strategy.

HUGE TIME SAVINGS BOOSTING OVERALL PRODUCTIVITY

While the most obvious benefit of compression is reduced storage 
cost, others are just as important. As was discussed in the previous 
chapter, transfer times and access times of genomic sequencing data 
constitute one of the main bottlenecks in sequence data analysis. 
Thanks to advances in algorithm development, modern analysis 
pipelines run efficiently even on large data sets; by contrast, the pure 
reading and writing speed of the data from and to disk has remained 
largely constant and is dominated by hardware performance. Almost 
all genomic analysis occurs on clusters of servers operating on 
shared storage resources. Since disk I/O and network bandwidth 
to and from storage is limited and shared by all servers, there are 
bottlenecks when multiple servers attempt to access stored data at 
the same time. These I/O bottlenecks effectively slow down overall 
performance, sometimes to a fraction of their full computational 
capacity. By compressing the data,  systems can achieve faster load 
times, even if the data needs to be decompressed on the fly. The 
negligible runtime overhead incurred by the decompression itself is 
offset by the increase in reading speed from disk.

Even greater time savings are achieved for file transfer across 
networks. NGS has ushered in a new era of collaborative science 
in biomedical research. Sequencing data is routinely shared 
with collaborators (both on-site and around the globe), sent to 
databases for archival, and downloaded for further analysis. 
Sequencing is also regularly outsourced to service providers, 
or run on cloud computing platforms, and, as was stated in the 
previous chapter, delivery of the data is a challenge. Improved 
file compression can cut the time spent waiting for network data 
transfer to less than half, or even down to a quarter. This could 
transform an overnight job into a matter of a couple of hours, or 
reduce transfer times from most of a week to a day.   
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Using modern data compression techniques can therefore 
drastically reduce the time-to-completion of scientists’ workflows, 
giving a significant boost to the productivity of the entire 
organisation.

REDUCTION OF NETWORK TRAFFIC

As explained above, reduced file size leads to a reduction in overall 
network traffic. Besides time savings, this results in substantial 
cost savings for transfer to and from cloud storage, where traffic is 
typically billed by volume. The reduction in traffic volume can also 
give big costs savings for data transfers directly across the internet 
to collaborators, customers, and repositories.

STATE OF THE ART
Modern, state-of-the-art genomic compression tools can deliver all 
of the following simultaneously:

(i) superior compression ratios (storage savings of around 70% 
compared with gzip are typical);

(ii) improvements in data transfer throughput; and

(iii) analysis runtime speedup without compromising data quality.

To achieve this, decompression of the data happens on demand 
and on the fly, without storing intermediate copies of the expanded 
data to disk.

One of the disadvantages of the original CRAM format, and the 
reason for its slow adoption, was the lack of support for the format 
by major software. To work with the format, users had to manually 

convert data before passing it to the appropriate tools in the 
analysis pipeline. As a result, it took years for CRAM to become 
established, after being adopted by the de facto standard libraries 
used for reading sequencing data files. The lesson from CRAM is 
that any tool that requires changes to an existing analysis workflow, 
or to existing software, is going to see slow adoption. When 
choosing a compression method, it is important to consider the 
impact on existing workflows.

Another obstacle to adoption is the difficulty of setting up the tools; 
ideally, the compression software should run and be installable 
without requiring local admin privileges, in user mode. Similarly, 
when sending data to collaborators, proprietary formats prevent 
effective sharing unless the collaborators can use the data without 
having to purchase additional software.

Other considerations that need to be made are of a more technical 
nature. For example, when compressing NGS data files, how will 
they be stored, and how will they be presented to the user? Files 
stored on UNIX-like systems come with permissions and access 
control which are managed by the file system. Will these be 
preserved by the compression tool?

When transferring data across networks, the integrity of the data 
is tested by comparing file checksums either of the compressed 
or uncompressed data. Even “canonically equivalent” files that 
represent the same data may result in different checksums (e.g. 
due to a different, arbitrary order of stored fields, or because 
different settings for gzip compression were used). 

Unless the data compression software accounts for this, tools may 
suddenly be dealing with unexpected checksum failures. Ideally, 
access to the compressed resource should happen transparently, 
i.e. the file would be presented indistinguishably from the 
uncompressed file. This would mean that it could be directly 
consumed by tools that expect uncompressed data, with the same 
checksum and access permissions set.

When using compression, there are two options: perform 
compression and decompression on the server, or on the client. 
Both approaches have their own advantages and disadvantages: 
Running the software on the server means users will not have 
to install software; conversely, performing decompression on 
the server means that the users cannot take advantage of the 
compression to achieve faster file transfer nor savings when storing 
the files locally. Furthermore, running the software on a storage 
server incurs a CPU and I/O throughput bottleneck and limits 
scalability, as shown in Figure 1.

Lastly, not all NGS data is equally important. It may be acceptable 
for downstream analysis to be run with a reduced view of the data 
(discarding unimportant fields), even if the original data must be 
preserved for archival and reproducibility purposes. 

Tiered storage can take advantage of this by storing the important, 
highly compressed data on hot storage, while moving the 
unimportant data onto cheaper, slower media. Given support by 
the compression software, the original data can then be restored by 
combining the data from the different tiers together.  

Figure 1: The advantages of client side decompression.
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TECHNICAL CONSIDERATIONS — CHOOSE WISELY
When deciding which compression to use for genomic data, researchers need to 
consider a number of factors. These include:

• Compression ratio - Better compression has the single highest impact on the total 
cost of ownership.

• Preservation - Compression tools should ensure that, after a compression-
decompression round-trip, files are identical, e.g. the MD5 checksum of the resultant 
file is the same as that of the initial file.

• Compression and decompression throughput, and the impact on runtime - The 
software should be efficient enough to reduce the runtime overhead of accessing 
compressed files, rather than incurring a performance penalty.

• Transparency - Compression software should permit transparent access to 
compressed data within existing workflows. It can do this either by mounting a 
separate volume that contains the compressed files, or by providing them in-place 
in the existing file structure. When mounted as a separate volume, the analysis 
pipeline may need to be modified to support cross file-system boundaries, and the 
compression software may require admin privileges to run. Care should also be 
taken that the compression software preserves the original files’ permission and 
access control list properties.

• Client side vs server side decompression (see Figure 1).

• Robustness - The compression tools should be reliable, production-ready, well-
maintained, and have support. The compressed files should ideally also incorporate 
block-based integrity checksums for detecting and handling bit-errors that may occur 
from corruption events in long-term archival storage, so that it can safely restore the 
remaining data unaffected by the isolated bit-errors.

COMMERCIAL CONSIDERATIONS — COMPARING SAVINGS
Once the above technical considerations have been used to eliminate any unacceptable 
compression solutions from evaluation, the cost and time savings are a strong 
motivation for rapid adoption and so should be quantified. By far the most important 
parameter when assessing and comparing the savings provided by compression 
alternatives is the compression ratio obtained. This is because it has a direct relationship 
to the (i) storage cost savings, (ii) time savings for transfers and access, and (iii) network 
traffic savings. Time savings are significant and the resulting boost in overall productivity 
will give an organisation a strategic competitive advantage.

The storage cost savings are the easiest to quantify and act as a good proxy for overall 
savings comparison. The most important thing to understand is that a technique with a 
superior compression ratio will save more money than cheaper, or even free, techniques 
with lower compression ratios. The figure of merit is the effective cost of a TB of data, i.e., 
how much it costs to store the compressed files corresponding to 1 TB of raw FASTQ.gz 
and BAM files, taking into account both the reduced amount of physical storage and the 
cost of performing the compression. Thus:

PRIMER ON 
COMPRESSION
Compression changes the 
representation of a piece of data (the 
message) such that it occupies less 
space. To achieve this, compression 
algorithms exploit redundancy in 
the message representation. A very 
simple example of redundancy is 
repetition: consider a text consisting 
of the letter “N”, repeated 1000 
times. Rather than storing these 
1000 N’s literally, we can just store 
the information “1000 times the 
letter ‘N’”, which is a much shorter 
message. This simple kind of 
compression is known as run-length 
encoding.

Another, more indirect example of 
redundancy can be found in any 
text written in a natural language. 
For instance, the letter “e” is more 
common than any other letter in 
English. Likewise, words occur at 
different frequency, with the word 
“people”, for example, occurring a 
lot more frequently than the shorter 
word “ox”. If we replaced every 
occurrence of “people” by something 
very short, and every occurrence of 
“ox” by something longer, this would, 
on average, compress the message. 
By creating frequency tables of a 
text, the compression algorithm can 
quantify the predictability of each 
word (in other words the probability 
that the next word will be X?) and 
assign new words such that more 
predictable words in the input 
message are represented using 
shorter words in the output message.

Many types of redundancy can be 
effectively exploited in genomic 
sequencing data. Importantly, the 
more that is known about the input 
data, the more the compression can 
be tuned. Treating genomic data 
as generic data leaves us with the 
compression ratios offered by the 
general-purpose compression gzip. 
By contrast, using specific features, 
such as the redundancy offered by 
the coverage depth in sequencing 
and the structural properties of 
sequencing errors, gives marked 
improvements in compression ratio.

THE MOST IMPORTANT THING TO 
UNDERSTAND IS THAT A TECHNIQUE WITH 
A SUPERIOR COMPRESSION RATIO WILL 

SAVE MORE MONEY THAN CHEAPER, OR EVEN FREE, 
TECHNIQUES WITH LOWER COMPRESSION RATIOS.”

DATA COMPRESSION
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Parameter/Variable 
as above Description Value

S Capex+opex cost of 1 TB of on-premises storage for 5 years $500

Technique 1

R1 Compression ratio 1.78

P1 Proportion of storage saved 44%

Fee for 1 TB of input data which is compressed $17

C1 Cost of 1 TB of compression savings $17 ÷ P1 = $39

Technique 2

R2 Compression ratio 2.95

P2 Proportion of storage saved 66%

C2 Cost of 1 TB of compression savings $100

The bottom line:  Comparison of effective cost of 1 TB of data … 

S … using no compression $500

E1 … using compression Technique 1 $298

E1,free … using compression Technique 1 but with $0 charged for compression $281

E2 … using compression Technique 2 $236

R = compression ratio = (size of file before compression) / (size 
of file after compression)

P = proportion of storage saved = 1 − (1 ÷ R)

S = cost of 1 TB of physical storage (capex+opex over five years, 
either on-premises or cloud)

C = cost of 1 TB of compression savings charged by 
compression vendor

Therefore: 
E = effective cost of 1 TB of data after compression =  
[(1 − P) × S] + [P × C]

The case study shown in Table 1 compares the effective cost of 
storing data using each of two compression alternatives, and is 
based on actual compression ratios and actual pricing for real-
world techniques. It shows that if two alternative techniques are 
both technically suitable, the bottom line is most sensitive to the 
compression ratio achieved, not the fee charged. The headline price 
for Technique 1 makes it appear cheaper, but even if the fee for 
Technique 1 were reduced to zero, it cannot save more money than 
Technique 2 despite the latter’s $100/TB headline price.

The case study also indicates that when a technique is charged 
according to the volume of input data, this needs to be converted 

to the cost of compression savings, which depends on the 
compression ratio. On the other hand when a technique is 
transparently charged according to the compression savings 
actually obtained, this directly aligns with the physical storage 
savings achieved and so eliminates business risk from the decision.

For cloud storage the situation is even more striking, as cloud storage 
fees are recurring. This means that cost of physical storage S in the 
calculations above is the cost to store the NGS data in the cloud 
long-term. It is reasonable to look at the cost of storing the data in 
the cloud for five years. For modelling the cost of cloud storage over 
time, a historical 25% year-on-year reduction for standard/hot or 
infrequent-access cloud storage, and a 19% year-on-year reduction 
for cold (e.g. glacier) cloud storage are good rules of thumb.

SUMMARY
This chapter has outlined how data compression works and how 
it can be used by researchers and clinicians within the genomics 
space to reduce costs and data wait times. Another feature of data 
storage that researchers are trying to improve is data security, 
something which is of particular importance when handling 
healthcare data. The following chapter will explain what problems 
are being faced, the legal situation, and what solutions are currently 
being developed and deployed to enable researchers to secure 
their data appropriately. n

Table 1:  Case Study – Cost comparison for use of two proprietary compression alternatives with on-premises storage, which produce 
different compression ratios and are charged in different ways.
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INTRODUCTION
The concept of artificial intelligence has existed for centuries 
(arguably, Mary Shelley’s Frankenstein contains a form of AI and 
that was published in 1818), but it hasn’t been feasible in practice 
until relatively recently. With significant advances in computing, 
we are starting to be able to develop electronic constructs that 
can mimic ‘thoughts’, with ever increasing success. This chapter 
will discuss how these modern techniques work and how they are 
being integrated into genomic analysis. 

ARTIFICIAL INTELLIGENCE
In a traditional sense, artificial intelligence is the term given to 
something ‘unnatural’ which has the ability to make rational 
decisions. More recently, that definition has been narrowed to 
refer to technology that can emulate human activities, usually by 
learning from examples that enable it to develop and reach its own 
conclusions. Within that broad definition, there is one main class 
of AI that is currently accessible, with a second and third class that 
could develop in the future: Weak AI, and, potentially,  Strong and 
Super Intelligent AI.

WEAK OR NARROW AI

Weak AI is by far the most common type of system being used 
and researched at the present time, particularly within the 
genomics space. These programs are defined by demonstrating 
a ‘human-like’ intelligence, but only for the specific tasks for 
which it has been designed. Outside of those parameters, the AI 
will be unable to perform in a useful way; in other words, the AI 
has no ‘consciousness’.

This level of focus is what has made weak AI such a powerful and 
promising tool for genomic applications. By concentrating on a 
small number of predetermined tasks, the AI can be optimised for 
performing analysis and annotation of genomic sequences. 

STRONG OR FULL AI AND SUPER INTELLIGENT AI

The next level up for artificial intelligences is strong AI. These 
programs are the more traditional kind of AI that persists in 
science-fiction, which have a level of self-aware consciousness that 
allows them to think for themselves. 

Trying to build a program with the necessary cognitive functions for 
this level of intelligence is a tremendously complex process and it has 
yet to be achieved. Despite the difficulties, some researchers estimate 
that we will be able to develop strong AIs within the next 30 years. 

Super intelligent AIs are a step further and exist firmly within the 
realms of fiction. These theoretical programs have the self-aware 
consciousness of strong AIs, as well as a level of intelligence that 
outstrips that of a human, making it a very powerful tool. Some 
researchers have theorised that such programs could exist in the 
next 70 years, whereas others believe that they will never come to 
fruition at all. For now, there is no indication that such a program 
is possible. 

TEACHING AN AI
When developing an artificial intelligence to improve genomic 
analysis, the process generally starts by developing an algorithm 
that is likely to achieve the desired outcome and then training it. 
This learning process is what teaches the AI to accurately perform 
the task it has been developed to do. If the learning process is 
ineffective, then the resultant AI will be equally as unsuccessful 
during the analysis process, so it is important to optimise the 
machine learning procedure. 

At present, there are three main model building techniques for the 
learning process: Supervised, Unsupervised, and Semi-Supervised 
models. Deciding between these models when designing an 
experiment will likely be determined by the computational tools 
available and how much labelled (or known) data is available during 
the learning phase of development. This section will explain the 
development process for each type of model and the advantages 
and disadvantages they demonstrate. 

SUPERVISED MODELS

Of all the techniques available for training a new AI, supervised 
models are arguably the most straightforward. The process for 
building these models can be defined by five main stages:

1. An algorithm is created that the developer believes will be able 
to perform the desired task. 

2. The researcher presents the algorithm with a large amount 
of data containing sequences with the genomic element of 
interest. In some experiments, the data set will contain both 
sequences with and sequences without the target element, 
and will have ‘labels’ to distinguish between the two. Other 
experiments will solely use labelled sequences that contain the 
target element. 

3. The algorithm digests the dataset, and uses the information to 
construct a predictive model that can identify the target element. 

4. The researcher provides the algorithm with another dataset of 
genomic sequences, this time with no labels present. This stage can 
either use data of known categorisation (as a test of the algorithm’s 
accuracy) or data to which no prior knowledge is attached. 

5. The algorithm sorts the second set of data into two categories, 
depending on whether or not it believes the target element is 
present. If the researcher already knew the status of the sequences 
used for this stage, then the output of the algorithm can act as an 
indication of the model’s accuracy, as a quality control step. 

Supervised models have been found to be very useful when 
developing a novel AI, in part because of the simplicity of this method. 
There are drawbacks too, however. One of the biggest issues is that 
this training technique is entirely reliant on there being a large quantity 
of known data available to be used in the second step. As a result, this 
approach cannot be used for investigations into unknown or poorly 
understood aspects of the genome, as the algorithm has no dataset 
upon which to construct its predictive model.   

ARTIFICIAL INTELLIGENCE AND MACHINE LEARNING
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This approach can also suffer from complications when the two 
datasets used in the training process demonstrate different 
statistical properties. The disparity of these features can cause the 
algorithm to incorrectly assign weight to values or aspects without 
any true value, and this leads to the results being skewed. When 
this happens, the algorithm will typically perform badly and thus 
will not be able to fulfil the role it was intended for. 

UNSUPERVISED MODELS

Unsupervised models do not rely on large quantities of labelled 
data as supervised models do; instead, they work by making logical 
observations about unlabelled data and categorising appropriately. 
To do this, researchers need to follow a four step process:

1. A researcher develops an algorithm that is likely to be effective. 

2. The developer presents the algorithm with a large quantity 
of unlabelled sequence data, typically which has no previous 
knowledge attached to it. The algorithm is also inputted with the 
number of categories the researcher wants the data sorted into.

3. The algorithm examines each sequence it has been given and 
identifies any similarities and differences that span the dataset. 
It then calculates the optimal way of categorising the sequences 
into the number of groups requested. 

4. The researcher examines the categories the algorithm has 
generated and manually assigns the semantic label needed to 
identify the biological meaning of each group. 

As this approach doesn’t rely on the use of any labelled data, it is 
well suited to investigations into unknown areas of the genome, 
where there is little prior knowledge to work with. Similarly, the lack 

of labels at the start of the experiment can lead to novel genetic 
elements being identified by the algorithm, which researchers 
would not otherwise know to search for. This ability has made 
unsupervised models a popular tool for genomic research, as they 
can identify elements that have previously gone unnoticed and 
which may have important influence over the phenotype. 

The downside to unsupervised models is that the lack of guidance 
given to AI can mean that output categories may not provide 
any useful biological insights. The process can also be very 
computationally expensive, which increases the cost and time 
necessary for these experiments. 

SEMI-SUPERVISED MODELS

While supervised and unsupervised models have both been found 
to be helpful for genomic experiments, semi-supervised models 
may be even more promising. As the name suggests, these models 
act as a middle ground between the two techniques previously 
discussed, and follows seven distinct steps:

1. A suitable algorithm is developed by a researcher. 

2. The algorithm is given a large amount of data that contains both 
labelled and unlabelled data. This approach has been found to be 
most effective when there is a small quantity of labelled samples and 
a large number of unlabelled ones, but the system is very flexible. 

3. Using the small quantity of labelled data, the algorithm will 
build an initial model that can differentiate between the labelled 
genomic elements. 

4. The initial model is used to scan the entire genome and assigns 
tentative labels to any detected structural elements.  
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5. The algorithm examines the tentative labels produced by the 
initial model and uses them as training data to improve the 
model, generating a ‘secondary model’.

6. The secondary model is then used to scan the genome once 
more, assigning labels. Once completed, the labels are again 
used to retrain the model.

7. This cycle of iterative improvements is repeated until no new 
genetic elements are being discovered in each successive 
round. 

Unlike supervised and unsupervised models, this technique forces 
each algorithm to work through successive model iterations, 
allowing for continual improvements to its detection ability. 
The nature of this approach also means that the algorithm will 
be taught by a much larger dataset than either of the previous 
methods, and so is likely to develop a more comprehensive 
understanding of genomic elements. Importantly, semi-supervised 
models retain the ability of unsupervised models to identify 
previously unknown elements, ensuring that they are suitable for 
explorative genomic research. 

These advantages come at a cost, however. As with unsupervised 
models, the use of tentative labels during the learning phase 
forces the algorithm to make certain assumptions about the data 
being handled. It can be very hard for researchers to quantifiably 
understand the accuracy of these assumptions, especially for 
experiments considering unknown regions of the genome. This 
means that determining the accuracy, and therefore validity, of the 
algorithm can be very difficult. 

ALGORITHM APPLICATIONS
Regardless of the type of training model used, the outcome should be 
an AI that is capable of differentiating between the genomic features 
of interest. The way in which these algorithms are then put to use 
typically fits into one of two categories: predicting the presence of 
genomic elements, or interpreting their effect on the phenotype.

While both of these aspects are very important for genomics, 
the limits of the technology have meant that they have needed 
to be dealt with in isolation. If an algorithm has been optimised 
for element interpretation, then it will be forced to sacrifice the 
accuracy necessary for prediction, and vice versa. To this end, there 
are two main models by which algorithms can sort data: generative 
modelling or discriminative modelling. 

As with the different types of learning processes, which of these 
techniques is used can frequently depend on the amount of data 
that is available for the process. Regardless of the quantity of data, 
in practice, it has been observed that both modelling techniques 
will converge on the same solution eventually, but it can be an 
important consideration for shorter experiments. 

GENERATIVE MODELLING

Generative modelling is the more complex of these two techniques, 
and involves sorting the data into categories and constructing 
a complete model of each feature. These groups can then be 
compared for differences in distribution.

As a full model for each category needs to be built, generative 
modelling is capable of both predicting the location of genomic 
elements and generating supplementary information on location 
significance. This richness of data makes generative models 
highly suitable for interpretation applications, much more so that 
discriminative models. However, as was previously stated, this 
improved interpretation corresponds with a decreased accuracy 
that limits its application for predictive experiments. 

One feature that is particularly important for researchers to note 
is that when there is only limited training data available, generative 
models are typically more effective than discriminative ones. At 
the same time, the nature of this approach means that it is able to 
provide the user with more information because of well-defined 
internal parameters, making it effective for investigative experiments. 

DISCRIMINATIVE MODELLING

Discriminative modelling is much simpler than generative 
modelling. Instead of constructing complete models for each 
feature, the technique accurate defines the boundary between 
different categories, without providing any supplementary 
information about each element. 

The simplicity of this approach allows the model to be highly 
accurate, and thus it can be a very useful tool when large amounts 
of labelled data are available to train the system well. 

The downside of this precise accuracy is that the technique cannot 
provide researchers with supplementary information about 
selected data points. As a result, any AIs developed with this type 
of modelling will only ever be able to be used for the original 
application they were designed for. Because of this restriction, 
discriminative modelling techniques are rarely used for algorithms 
intended for interpretation applications. 

DEALING WITH PROBLEMS
Even when using robust teaching protocols to build new AIs, 
issues can still arise that cause problems for researchers. 
These problems usually develop during the learning phase as a 
result of irregularities within the training datasets being used, 
but there are ways that they can be minimised or, if possible, 
avoided altogether. 

WHILE AI MIGHT BE A 
RELATIVELY RECENT AREA OF 
COMPUTING, IT HAS ALREADY 

SEEN SIGNIFICANT UPTAKE WITHIN THE 
GENOMIC COMMUNITY, PARTICULARLY 
FOR DATA ANALYSIS THAT INVOLVES 
HIGHLY REPEATABLE ACTIONS.“
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INCORPORATING PRIOR KNOWLEDGE

As with many areas of genomics, there isn’t 
currently an accepted, optimal way of building 
a machine learning algorithm that can be 
used in all experiments. Because of the limits 
of weak AI, researchers have to use very 
focused approaches that incorporate as much 
prior knowledge as possible regarding the 
area in question. To do so, machine learning 
is often optimised by feeding prior knowledge 
into the algorithm in specific, focused ways. 

One of the most commonly used 
techniques for achieving this is framing the 
knowledge implicitly in the program itself, 
typically by providing suitable classification 
labels or by optimising the base 
programming of the algorithm with regards 
to the nature of the output. Through 
careful programming, it is also possible to 
purposefully bias an algorithm to favour 
a particular solution. Another option may 
be to encode the knowledge within the 
input data itself, so that the algorithm can 
organically learn from prior knowledge. 

Generally, this approach is only suitable 
for experiments where a large amount of 
training data is available. 

These approaches have been found to be 
effective for introducing prior knowledge to 
an algorithm, but all of them rely on implicitly 
incorporating the information. An alternative 
approach can be to use probabilistic 
frameworks, which impose a prior distribution 
over the training data to achieve a similar 
effect as the previous methods through 
explicit incorporation.

Many non-probabilistic frameworks cannot 
be used to achieve explicit incorporation 
of prior knowledge, but a more complex 
alternative is possible: kernel methods. 
These are a class of machine learning 
algorithms that utilise mathematical 
functions known as kernels instead of a 
simplified similarity function that many AI 
use. Kernels can be used to incorporate prior 
knowledge by designing appropriate kernel 
functions, such as identifying the similarities 
in k-mers between DNA fragments.   

“EVEN WHEN 
USING ROBUST 
TEACHING 
PROTOCOLS 
TO BUILD 
NEW AIS, 
ISSUES CAN 
STILL ARISE 
THAT CAUSE 
PROBLEMS 
FOR 
RESEARCHERS.”
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MISSING DATA

Missing data can be divided into two main categories:

1. Values that are missing but which could provide information 
relevant to the focus of the experiment. This data is usually 
absent because it has been designated as unreliable, likely as a 
result of it exceeding the detection accuracy parameters of the 
instruments being used.

2. Random missing values that have been lost for reasons that are 
unrelated to the focus of the experiment. Commonly, this type 
of missing data arises from defective sequencers or arrays that 
exclude certain data points. 

For the first category, the most immediate solution is to 
incorporate the presence or absence of data into the model itself. 
This doesn’t necessarily guarantee that important information 
isn’t lost, but it enables the algorithm to draw conclusions from as 
much data as possible. 

Handling data that is missing at random is more difficult to 
deal with. The simplest and most commonly used approach is 
to manually input the missing values as either a zero, or as a 
predicted true value. Predicting the true values of missing data 
can risk introducing inaccuracies, but there are now sophisticated 
techniques for doing so, many of which rely on extrapolating the 
correlation between related data points. 

An alternative solution is to ‘tell’ the model that the data is missing 
and allowing it to adjust. In most cases, this will cause the model 
to treat the missing data as zero values initially, until it can develop 
a predictive pattern. Once it does so, the model will be able to 
generate predictions of the true values instead to build a more 
thorough picture of the overall dataset. 

If a probabilistic framework is being used, then there is a third 
alternative to dealing with random missing data. The absent values 
can be explicitly modelled through a process called marginalisation, 
which involves combining all possibilities of the variable into a 
single ‘average’ value that can then be used in place of the missing 
data point. This has been found to be a highly accurate technique, 
but it is limited by the fact that it only works within probabilistic 
models and cannot be used to predict values that are missing 
because of instrument error. 

IMBALANCED DATA CATEGORIES

Within genomics in particular, imbalanced data categories can 
be one of the biggest issues faced by researchers. This problem 
arises from the fact that during the training phase, there is typically 
a significant difference in the amount of data present in each 
category, leading to the algorithm developing label skew. 

This is a particular issue within genomics because human DNA is so 
varied. Even if researchers are trying to identify a genomic element 
that is relatively common, there are likely to be a vast number of 
sequence fragments that do not carry the feature and only a handful 
that do. This problem is made exponentially worse when trying to 
model an algorithm against a genomic element that is very rare, 
something which is vital in health research. In many cases, the training 
dataset will contain several hundred positive results (i.e. containing the 
element of interest) and several million negative results. 

Not only does this mean that an algorithm is likely to develop label skew, 
the uneven ratio also presents significant storage and compute issues. 
In order to have enough positive results for it to be a worthwhile training 
set, the number of negative results has to be very high.

A solution could be to simply remove some of the known negative 
results to rebalance the sets somewhat. The problem with this is that for 
the algorithm to be optimally trained, it needs to be given access to as 
much data as possible. By removing data points, it not only prevents the 
dataset from acting as a representative example of the genetic pool, it 
will also make the algorithm less effective at detecting negative results. 

To prevent the need for excluding data from the training process, the 
most commonly used solution to this issue is to try to improve the 
balance of sensitivity and precision of the model. This is typically done by 
using the original training dataset, but with added weighting on selected 
data points that encourages the algorithm to favour them slightly. 

SUMMARY
While AI might be a relatively recent area of computing, it has 
already seen significant uptake within the genomic community, 
particularly for data analysis that involves highly repeatable actions. 
Over time, it is likely that these types of tools will develop beyond 
what is currently possible, improving the speed and accessibility of 
AI-assisted analysis pipelines. n

ARTIFICIAL INTELLIGENCE AND MACHINE LEARNING



G
EN

O
M

IC
 D

A
TA

 1
01




