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WELCOME
T

he last twelve months have seen many advances 
within the field of genomics. The price of sequencing 
and analysis has continued to drop dramatically and 
accuracy gets better with each new iteration. 

Landmark achievements have been reached, such as Genomics 
England hitting the halfway point of their 100,000 Genomes 
Project and Edico Genome achieved a new world record for 
analysing 1,000 genomes in under 2.5 hours. New technologies 
have been made available to help patients, including applying in 
vivo gene editing to a patient with Hunter syndrome and seeing 
two cancer gene immunotherapies win FDA approval. And, while 
all of this has been happening, research teams from around the 
world have been tirelessly identifying new genes and variants that 
have changed the way we think about different diseases. 

The field of genomics has come a tremendous distance since the 
discovery of the structure of DNA in 1953 and it doesn’t appear as 
though our progress is likely to slow down any time soon. While 
these developments and improvements are fantastic news for 
patients coping with genomic diseases, it can also be a struggle 
for researchers and clinicians to keep up to date with the latest 
news and technologies. To try to help catch you up with some of 
the biggest developments of the last twelve months, we’ve put 
together a brand new edition of the Clinical Genomics 101. 

Last year, we produced the first edition of this guide to present 
you with an outline of what went into using genomic sequencing 
to help diagnose or treat patients. Now, we’re bringing you a 
new guide that has even more content than before and updates 
to account for everything that transpired in 2017. This guide is 
designed to introduce you to how genomics is being integrated 
into the clinic, what goes into using a patient’s DNA to reach a 
diagnosis, and how this information can be communicated to 
primary care physicians. With help from our sponsors, we’ve done 
our best to present you with a clear, unbiased introduction to 
genomics in the clinic.

We hope that you find this guide to be interesting and, most 
importantly, useful. 
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ABBREVIATIONS
ACMG
American College of Medical 
Genetics and Genomics

ACTG
Adenine, Cytosine, Thymine, 
Guanine 

CAR-T
Chimeric Antigen Receptor T-Cell

cfDNA
Cell Free DNA

CNV
Copy Number Variation

ctDNA
Circulating Tumour DNA

DNA
Deoxyribonucleic Acid

dsDNA
Double Stranded DNA

DTC
Direct to Consumer

FDA
US Food and Drug Administration

FFPE
Formalin-Fixed Paraffin-Embedded

GC
Genetic Counselling

GWAS
Genome-Wide Association Study

HGP
Human Genome Project

HIPAA
Health Insurance Portability and 
Accountability Act

Indel
Insertion/Deletion Mutation

MES
Medical Exome Sequencing

MNP
Multi-Nucleotide  
Polymorphisms

NHS
National Health Service

NIPT
Non-Invasive Prenatal Testing

NGS
Next Generation Sequencing

PCR
Polymerase Chain Reaction

PGx
Pharmacogenomics

RNA
Ribonucleic Acid

SMRT
Single-Molecule Real-Time

SNP
Single Nucleotide  
Polymorphism

SNV
Single Nucleotide Variant

SSD
Solid State Drive

ssDNA
Single Stranded DNA

Taq
Thermus aquaticus

TGP
Targeted Gene Panel

VCF
Variant Call Format

VUS
Variant of Unknown  
Significance

WES
Whole Exome Sequencing

WGS
Whole Genome Sequencing

ZFN
Zinc Finger Nuclease
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GLOSSARY
ALLELE
One of two copies of a gene 
that are located at the same 
position on different arms of a 
chromosome. 

AUTOLOGOUS
Cells that originate from the 
organism in question and are 
considered ‘self’. 

COPY NUMBER VARIATION
A structural DNA variation  
that is characterised by the 
presence of different numbers 
of copies of a particular gene, 
as a result of duplications or 
deletions. 

DE NOVO MUTATIONS
DNA mutations that have not 
been inherited from the parents 
and have instead developed 
spontaneously between 
generations.

DOUBLE STRAND BREAK
A type of DNA damage which 
involves both strands of the 
double helix being cleaved.

ENDONUCLEASE
A class of enzyme that can cleave 
both strands of DNA to generate 
a double strand break. 

EPIGENETIC FACTORS
Chemical compounds which 
interact with DNA to activate or 
repress transcription, without 
altering the underlying DNA base 
sequence. 

EXOME
The regions of the genome that 
code for essential proteins. 

EXON
A section of DNA that codes for a 
protein. The term is also used to 
describe the corresponding section 
of RNA that is transcribed from the 
DNA sequence. 

GENE EXPRESSION
The process by which coding DNA 
is transcribed to produce the 
encoded protein. 

GENOME
The entirety of the genetic material 
that is contained within a cell. It is 
made up of both coding and non-
coding DNA sequences. 

GERMLINE CELLS
Cells that develop into sex cells 
(sperm or ova), which pass genetic 
material from parent to offspring. 

MUTATION
A site in the DNA where the 
nucleotide sequence has been 
altered from the corresponding 
sequence of a reference. 

NEXT GENERATION SEQUENCING
A collective term referring to 
modern technology that can 
sequence millions of DNA fragments 
in a short amount of time.

NON-POLAR
A compound is considered 
non-polar when the electronic 
distribution within the molecule is 
symmetrical.

PHENOTYPE
The observable, physical 
manifestation of an organism’s 
genome within the cellular 
environment.

POLAR
A compound is considered polar 
when the electronic distribution 
within the molecule is asymmetrical, 
resulting in parts of the molecule 
becoming partially charged.

POLYMERASE CHAIN REACTION
An enzyme- and temperature-
controlled technique which 
can rapidly amplify target DNA 
sequences. 

READS
The nucleotide sequence of DNA 
fragments, which can be combined 
to form the continuous sequence 
of the genome.

SECONDARY FINDINGS
Disease-linked variants that are 
discovered during data analysis, 
but which are not related to the 
condition being tested for. 

SPECIMEN
A biological tissue sample which is 
used for genomic and molecular 
testing. 

TRANSCRIPTION
The process by which DNA is used 
to produce the corresponding RNA 
molecule.

WHOLE GENOME SEQUENCING
A type of next generation 
sequences that involves 
sequencing the entirety of the 
genome in question, including both 
the coding and non-coding regions. 

WILD-TYPE
The gene variant that prevails 
in individuals that are subject to 
natural conditions. 
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“YOUR GENOME 
KNOWS MUCH 

MORE ABOUT YOUR 
MEDICAL HISTORY 

THAN YOU DO.” 
W. DANIEL HILLIS



CHAPTER 1:

BIOLOGICAL 
SAMPLES
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INTRODUCTION
Any clinical testing workflow begins by collecting a biological sample 
from each patient; for genomic testing, this means collecting DNA from 
a patient’s cells. There are a number of different ways in which genetic 
material can be collected and the choice of which technique is used is 
typically decided by a variety of factors. Once collected, samples need 
to be processed and stored, before being prepared for testing. 

This chapter will discuss the different techniques available for these 
processes, as well as the ethical considerations that need to be 
made with regards to the patient in question. 

TISSUE COLLECTION
DNA and RNA reside in almost every cell of the body and so can be 
collected from a range of different tissues. Peripheral blood and bone 
marrow are relatively frequently used DNA sources, and blood, tissue, 
cells, saliva, and faecal matter are all used to gather both DNA and RNA 
samples. In general, the most common DNA collection method is buccal 
swabbing, which collects a small saliva sample from the inner cheek. This 
technique is primarily used because of its simple and non-invasive nature, 
which minimises the time required and the trauma for the patient. 

Buccal swabbing is not always the most suitable technique, however. 
While a saliva sample can provide information about a patient’s overall 
genome, it does not always provide insight into the genetic mutations 
that have caused disease at a specific site in the body. The most 
frequent example of this is the development of a cancerous tumour, 
which will carry mutations that cannot be detected via buccal swabbing. 
In such cases, it may instead be necessary to perform a tissue biopsy to 
selectively collect diseased cells to investigate their genomes. 

TISSUE BIOPSIES

Due to their invasive nature, tissue biopsies will typically only be 
performed when a patient is suspected of having localised cells 
that carry harmful mutations. While the technique is commonly 
associated with cancer diagnosis, biopsies are also frequently used 
to investigate the condition of specific organs or tissues, such as in 
the case of kidney disease or during fertility testing.

The nature of the biopsy used is largely determined by the location of 
the cells necessary for testing. Cells that are growing near the surface 
of the skin can usually be gathered by skin biopsies, but deeper 
tissues need to be collected via either needle or surgical biopsies. 

SKIN BIOPSIES

Incisional Biopsies – A shallow incision is made and a small amount 
of tissue is collected from just below the skin. 

Excisional Biopsies – An entire area of suspicion, such as a mole that 
has changed colour or shape, is removed from the surface of the skin.

Punch Biopsies – A specialised circular tool bores through the skin to 
collect a sample containing skin cells and tissue from just below the 
surface of the skin. 

Shave Biopsies – A sharp tool, typically a scalpel, is used to scrape 
tissue from the surface of the skin. 

NEEDLE BIOPSIES

Fine Needle Aspirations – A very thin needle is inserted into the 
region of interest and a small sample is drawn into a syringe.

Core Needle Biopsies – A needle that is larger than those used in fine 
needle aspirations is inserted through the skin and into the region of 
interest. The wider needle allows for a larger sample to be collected. 

Vacuum-Assisted Biopsies – A specialised needle is inserted into the 
region of interest and suction is used to draw a sample. The vacuum 
technology enables a larger sample to be collected, or for multiple 
samples to be drawn from the same site without multiple injections. 

Image-Guided Biopsies – As an advanced version of other needle 
biopsies for deep tissue collection, image guidance is used to 
ensure that the needle reaches the correct site. CT scans, X-rays, 
MRIs, Ultrasounds, and Fluoroscopies have all been used as 
imaging techniques. 

Bone Marrow Aspirations – A needle is used to collect a fluid 
sample from a patient’s bone marrow. This technique is frequently 
combined with bone marrow biopsies. 
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SURGICAL BIOPSIES

Laparoscopic Biopsies – A surgical incision is made and a thin, 
flexible tube with a light and a camera is inserted into the body. 
When the camera detects the tissue of interest, forceps can be used 
to collect a small sample. 

Endoscopic Biopsies – A thin, flexible tube with a light and a camera 
is inserted into the body via the mouth. When the camera detects 
the tissue of interest, forceps can be used to collect a small sample. 

Bone Marrow Biopsies – A solid sample of bone marrow is collected 
from patients’ bones, typically from the pelvic bone. This technique 
is frequently combined with bone marrow aspirations.

Tissue biopsies are a very useful tool for identifying what genetic 
changes have taken place in diseased tissues, as they provide 
a DNA sample from the affected area. Unfortunately, there are 
problems too. The immediate issue is that some of these tests are 
very invasive in nature, in particular those which require surgical 
intervention. As a result, a patient who has to undergone this 
sample collection will then need a recovery period, which can be 
especially distressing for patients who are already ill. 

Another concern arises when the area of interest is deep within the 
body or in an area that is largely inaccessible, such as the brain. 
When this is the case, collecting a tissue sample can be impossible, 
or presents too high a risk for the test to be considered worthwhile, 
and the patient cannot be biopsied. As a result, tissue biopsies are 
an insufficient DNA collection technique for all possible cases. 

LIQUID BIOPSY

Liquid or fluid phase biopsies are a novel technique which can 
bypass some of the issues that tissue biopsies encounter. The 
method relies on collecting a blood sample from a patient and 
filtering out the DNA material in circulation, so that it can be 
sequenced and analysed. 

The idea of using a patient’s blood as a source of DNA material from 
non-blood tissues was initially developed as a method for non-invasive 
prenatal testing (NIPT). Researchers found that, while pregnant, foetal 
DNA was present in the mothers’ blood stream and they could use this 
genetic material to learn more information about the child. Further 
research revealed how DNA can ‘leak’ out of foetal cells, across the 
placenta’s membrane, and into the mother’s blood, thereby providing a 
technique for gathering foetal DNA without performing invasive tests. 

Subsequent work has also shown that healthy cells within the body 
can release genetic material into the blood stream as cell free DNA 
(cfDNA). Importantly, cancerous cells also leak genetic material, 
either as whole cancer cells (circulating tumour cells) or as circulating 
tumour DNA (ctDNA), and this can theoretically be used to test and 
monitor cancer patients without the need for tissue biopsies.

Liquid biopsies have now begun to be adopted in clinics for NIPT, 
and several companies are pushing for their use to extend to cancer 
diagnostics and monitoring. Currently, a liquid biopsy test that 
reveals cancer-linked mutations in ctDNA is insufficient evidence for 
a cancer diagnosis, but this may change in the next few years.

At present, liquid biopsies are currently limited to pharmacogenomic 
applications in cancer cases. The first liquid biopsy test approved 
for clinical use by the US Food and Drug Administration (FDA) in 
2016 was the Cobas EGFR Mutation Test v2, which can be used by 
patients with non-small cell lung cancer. The test is designed to 
detect an exon 19 deletion or a mutation in the L858R gene, a gene 
which codes for tyrosine kinase inhibitor EGFR. If such a mutation 
is detected in their ctDNA, then the patient is more likely to react 
favourably to the drug erlotinib and thus the clinician can make an 
informed decision about the patient’s treatment plan. 

The primary advantage of liquid biopsies over other forms of tissue 
testing is that it is a non-invasive procedure. This means that it is 
less traumatic for a patient and there is no recovery time necessary 
once the test has been completed. Without a need for surgery, 
liquid biopsies can also be a less expensive alternative than tissue 
biopsies, as they do not require anaesthetic or specialist physicians. 

Liquid biopsies also significantly improve the testing options 
available for patients who are unsuitable for tissue biopsies, as a 
result of the placement of their condition. Regardless of the original 
location of the disease being tested for, the ctDNA in circulation will 
be accessible from anywhere within the body. This means that all 
patients, irrespective of their condition, will be able to undergo the 
same DNA collection method. 

There are still challenges that need to be overcome before liquid 
biopsies are expanded beyond NIPT, however. One of the biggest 
problems that clinicians have faced in the past is that the DNA 
of interest only makes up a very small proportion of all the DNA 
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present in a blood sample, with the rest originating from healthy 
cells. The low concentration means that the target DNA needs to be 
amplified prior to sequencing, usually by PCR, and this introduces 
the possibility of amplification bias or human error. 

Complementary amplification and sequence detection techniques, 
such as droplet digital PCR, have been used to overcome some of 
these issues, but it isn’t a perfect solution. Amplification bias can 
still influence a test’s results and the necessity of DNA amplification 
significantly increases the time commitment of liquid biopsy testing. 

These problems have delayed the adoption of liquid biopsy testing 
in the clinic, particularly with regards to cancer diagnosis, but the 
technique is being continually improved. In time, it is likely that liquid 
biopsies will become sufficiently accurate and sensitive for widespread 
use, potentially changing the way we test a patient’s genome. 

SAMPLE STORAGE
Regardless of whether a patient’s sample is solid tissue or blood, 
the specimen will need to be processed after collection. There are 
several ways in which this processing can take place, such as direct 
processing, which involves extracting the DNA from the sample 
immediately after collection and therefore doesn’t require sample 
storage. In other cases, tissue or blood is harvested from a patient 
and is then put into storage until a later date. 

“ONCE COLLECTED, SAMPLES ARE 
IMMEDIATELY FROZEN TO PREVENT 
ANY MOLECULAR CHANGES OR 
DEGRADATION FROM OCCURRING.“



10 / Clinical Genomics 101

BIOLOGICAL SAMPLES

Bethesda research involved observing high quality DNA over time, and 
their results may not be applicable to DNA samples of lower quality.

Despite the confusion, most labs still separate their frozen DNA 
samples over multiple aliquots as a precaution all the same. To 
avoid the complications involved in this process, many labs are now 
using FFPE storage instead, which allows cells to be left as a bulk 
sample without excess DNA damage. 

Once extracted from a cell, something which will be discussed shortly, 
the DNA itself can be stored in a range of different ways, at one of five 
temperatures: -196°C, -80°C, -20°C, 4°C, or at room temperature.

In many laboratories, it will be stored at -80°C, -20°C, or 4°C simply 
for convenience. At -80°C, DNA can be stored as a precipitate in 
ethanol, ensuring genetic stability and a minimisation of chemical 
or enzymatic degradation. The problem with this method is that 
when the DNA is needed for testing, it has to undergo isolation, 
transfer into an aqueous buffer, and quantification, all of which 

Generally, there are four main techniques for sample storage:

1. Freezing: Once collected, samples are immediately frozen to prevent 
any molecular changes or degradation from occurring. Blood samples 
undergo a brief intermediate stage, during which anti-coagulant 
compounds are added to prevent clumping, but are frozen directly 
after this has taken place. As no (or very little) sample degradation can 
occur in sub-zero conditions, frozen samples can be stored for very 
long periods of time before they are defrosted for testing. 

2. Solution Storage: Samples that need to be kept at room 
temperature can be suspended in a buffer solution or a DNA-
stabilisation solution. For short term storage, this technique is 
capable of preserving DNA at a sufficient level for testing, but it 
has proven unsuitable over longer periods of time. 

3. Formalin Fixation: After collection, samples undergo a process that 
removes water from the cells and replaces it with a fixative, typically 
formalin. The fixative ‘freezes’ proteins in place and prevents them 
from moving or denaturing. Once fixed, the sample can be embedded 
in paraffin for long term storage. When the sample is needed for 
testing, the formalin is removed and replaced with water once more. 

4. Drying: Samples can be ‘dried’, a process which involves removing 
water from the cells and thus preventing molecular movement. 
Unfortunately, this technique doesn’t preserve DNA at a sufficiently 
high quality for later DNA testing and so is not used in many cases. 

To obtain the best quality DNA, it is usually preferable to directly 
process new biological samples, so that the genetic material isn’t 
subjected to any stress. However, the time constraints necessary 
for this process have meant that the technique is unsuitable for 
high volumes of samples; when many samples have to be process 
all at once, the workflow is slowed and the DNA will start to 
breakdown before testing can take place. 

At present, freezing and solution storage are the most common 
technique for storing biomatter over long periods of time, in part 
because they are adaptable and do not require a significant time 
investment. Once the sample has been preserved in one of these 
ways, the DNA will remain stable and undamaged for years, making 
it an optimal choice for long term genomic projects or long term 
health monitoring of patients. 

Formalin-Fixed Paraffin-Embedded (FFPE) sample storage is also 
becoming a popular tool for DNA samples, largely because it doesn’t 
involve freezing the genetic material. The risk that freeze-thawing poses 
to DNA is a somewhat controversial subject within DNA storage. Initially, 
it was believed that repeated freeze-thawing would damage DNA 
samples, harming their quality and influencing test results. To avoid this, 
general practice currently requires DNA samples to be stored across 
multiple aliquots so that each sample only needs to be defrosted once, 
instead of repeatedly thawing and refreezing a single bulk solution.

In 1983, however, Bethesda Research Laboratories (now Thermo 
Fisher Scientific) published a report that stated they had found no 
evidence to support this belief during investigations. The report 
theorised that damage observed in the past that had been attributed 
to freeze-thawing could instead be the result of radio-labels bound 
to the material. In response, some scientists have argued that the 

“TO OBTAIN THE BEST 
QUALITY DNA, IT IS USUALLY 
PREFERABLE TO DIRECTLY 

PROCESS NEW BIOLOGICAL 
SAMPLES, SO THAT THE 
GENETIC MATERIAL ISN’T 

SUBJECTED TO ANY STRESS.”
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study and their donation, as well as having a clear understanding of 
what their sample will be used for. This means that each volunteer 
is then free to make a clear, unbiased decision about whether to 
make the donation or not, with all the facts in front of them. 

As genomic research has advanced over the last decade, the idea of 
informed consent has become more and more difficult to fulfil. The 
previous section demonstrated that it is now possible to preserve 
DNA samples for decades after donation, and this means that 
research teams could still be using a donor’s sample many years 
after they provided it. As a result, a person’s genetic information 
could be being used in research that hadn’t been planned at the 
time of donation, thus invalidating the donor’s right to informed 
consent. If the work was unplanned, then the donor could not have 
been fully informed on the matter. 

Even in cases where a participant’s biological sample was destroyed 
after the intended research had taken place, it is likely that the data 
collected from that sample (and potentially the genomic sequence itself) 
continues to be stored in a genomic database. This data could be used 
in any number of future experiments, regardless of the lack of consent.

One suggested solution to this problem is for institutions involved in 
collecting genomic samples to remain in contact with their donors long 
after they have provided their samples. Continuous contact would mean 
that if the sample was requested for further research, the donor could 
be asked directly for consent specifically regarding the secondary work. 
While this would solve the informed consent problem, many groups 
have argued that continuous contact could be considered intrusive or 
irritating, and may act as a disincentive for potential donors.

Instead, most research projects and biobanks have resorted to 
informing potential donors that their genetic material may be used 
for future research without their explicit consent. In almost all cases, 
the storage and use of genomic material is governed by a review 
board, which can offer potential donors some level of security against 
unethical use. It is only after participants have agreed to these terms 
that they undergo sample collection. This solution doesn’t wholly 
satisfy the requirements of informed consent, but at present it 
appears to be the best way of ensuring that research can progress at a 
reasonable pace without infringing on the rights of any participants. 

SUMMARY
Collection of good quality DNA is the basis for any genomic testing 
or research. Without it, no accurate conclusions can be drawn 
about a patient’s genome or condition. To that end, a range of 
collection and storage techniques have been developed that enable 
researchers and clinicians to handle samples in the most practical 
way for their specific work. 

DNA samples are not the only way in which clinicians can 
analyse their patients, however. They also need to examine a 
patient’s phenotype to identify symptoms or features that could 
suggest a particular condition. The next chapter will discuss 
what tools and techniques are available to help clinicians during 
phenotyping and how these results can improve diagnoses and 
treatment outcomes. n

take time. As a result, the technique isn’t commonly used for 
experiments which require frequent access to the DNA. 

Alternatively, DNA could be stored in an aqueous solution. Cells 
are aqueous in nature and thus DNA is adapted to survive best in 
similar conditions. However, in cells, the DNA has the advantage of 
DNA repair mechanisms. When the DNA is under in vitro conditions 
in an aqueous solution, it is at risk of depurination, deamination, 
and depyrimidination reactions, and hydrolytic cleavage, and is 
unable to correct any damage caused by these processes. The 
risk can be minimised by using alkaline solutions, as the reactions 
mentioned here are all acid catalysed and occur more readily under 
acidic conditions, but this will not eliminate DNA damage entirely. 

Even if alkaline solutions are used, research has shown that the 
DNA can still be damaged by oxidation caused by trace metals in 
the solution. Careful demetallation of the mixture will minimise the 
risk of oxidation, but metal ions will always persist in solution. 

For longer term storage (in the order of decades), the most effective 
storage technique has been found to be forcing the DNA to adopt a 
glassy state in liquid nitrogen (-196°C) or at room temperature. When in 
a glassy state, DNA remains a liquid but exhibits the viscosity of a solid, 
greatly inhibiting molecule diffusion; a proton in a glassy state will only 
move a single atomic diameter in 200 years. This immobility prevents 
chemical and nuclease degradation of the DNA, while being easily 
reversible by the introduction of water or an increase in temperature. 

Whichever method is used for sample or DNA storage, the purpose 
is to minimise the degradation of the DNA strands over time. This 
means that when the DNA is extracted and tested, which will be 
discussed later in this guide, it is the best quality possible to ensure 
the most accurate results. 

PATIENT CONSENT
DNA collection has always been a controversial area as a person’s 
genetic material is such an intensely personal subject. Ethically, 
a clear divide can be drawn between people who are forced to 
provide DNA samples against their will and those who volunteer 
to provide DNA samples, either as part of medical treatment or to 
participate in genomic research.

The former situation typically takes the form of people who have been 
arrested. In some countries, such as the UK and the USA, it is general 
practice to take DNA samples from any person who has been arrested 
on suspicion of a crime. The length of time that a person’s sample or 
data can be kept varies between countries and can depend on the age 
of the accused and whether or not they are convicted. Nonetheless, 
some people have argued that it is an invasion of privacy to forcibly 
take DNA samples, especially prior to convictions. 

Even though voluntary donation of DNA samples is a much less 
contentious area, there are still a number of ethical considerations 
to be made before tissue is collected. The biggest problem at 
present is that volunteers hoping to donate genetic material for 
research purposes are required to provide ‘informed consent’. 
Informed consent is a concept which ensures that the donor has 
been made aware of the risks and benefits associated with the 
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DNA EXTRACTION AND 
AMPLIFICATION

PRECIPITATION

Once lysis is complete, you will be left with a mixture that 
contains unbound DNA in combination with all the other chemical 
components of the broken down cells. Precipitation is designed to 
isolate the DNA from the rest of this mixture. 

1. Sodium ions (Na+) are added to the mixture, where they 
neutralise the overall negative charge of the DNA molecules. 
When charge-neutral, the DNA is more stable and non-polar. 

2. Alcohol, typically ethanol or isopropanol, is added to the mixture.

3. The charge-neutral DNA, which is insoluble in the alcohol, precipitates 
out of the aqueous solution to become a stringy, white solid. 

PURIFICATION

Now separated from the mixture of cellular debris, the DNA can be 
purified, ready for storage or amplification. 

1. The solid DNA is physically separated from the aqueous mixture 
and rinsed repeatedly with alcohol to remove any remaining 
cellular components. 

2. Once satisfactorily cleaned, the purified DNA is either prepared 
for DNA amplification or is stored using one of the methods 
discussed in the previous chapter. 

DNA EXTRACTION
In mammalian cells, DNA is contained within the nucleus. For 
genomic investigations, the DNA has to be extracted from the 
nucleus and the cell, and then purified, so that it can be sequenced; 
samples, therefore, need to undergo DNA extraction.

In order to ensure that you obtain the best results possible, you 
need to extract the DNA in a way that minimises potential trauma 
to the helix. If the DNA is damaged during extraction then any 
results obtained from your data are likely to be inaccurate or 
invalid. There are several different methods of DNA extraction that 
make this possible, but they can all be broadly divided into 3 main 
stages: Lysis, Precipitation, and Purification. 

LYSIS

Lysis is primarily concerned with breaking open both the cell and 
the nucleus to release the DNA into solution. 

1. The cell membranes (and walls, in the case of plant cells) are 
broken by mechanical disruption. This disruption can be achieved 
with a tissue homogeniser, a mortar and pestle, or through 
manual dissection of the tissue with surgical implements. 

2. Detergents and enzymes are added to the mixture, where they 
dissolve cellular proteins to leave unbound DNA.
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DNA AMPLIFICATION
Each cell contains one complete copy of the 
host’s genome. For sequencing, however, 
the best results are obtained when regions 
are sequenced multiple times, enabling good 
sequence consensus to be reached during read 
alignment (which will be discussed in Chapter 
3). To make this possible and to ensure accurate 
sequencing, DNA samples are subjected to DNA 
amplification before they are sequenced. 

There are many different techniques for 
DNA and RNA amplification, such as Loop 
Mediated Isothermal Amplification (LAMP), 
Ligase Chain Reaction (LCR), and Nucleic Acid 
Sequence Based Amplification (NASBA). By 
far the most common method for DNA and 
RNA amplification, however, is the Polymerase 
Chain Reaction (PCR), and so this is the 
method that will be discussed here. 

PCR relies on a cycling series of temperature 
changes which control both the DNA and the 
enzyme DNA Polymerase, which replicates 
single stranded DNA (ssDNA) to form double 
stranded DNA (dsDNA). In the case of DNA 
polymerases that require heat activation, the 
reaction chamber is heated to roughly 95°C 
for up to 10 minutes. This is known as hot-
start PCR, and subsequently follows the same 
workflow as other PCR reactions. If the DNA 
polymerase does not require heat activation, 
the reaction starts with denaturation:

1.  The reaction chamber is heated to 96°C for 
30 seconds. At this temperature, the DNA 
denatures into its single strand form as the 
hydrogen bonds between base pairs break. 
For each double strand, two single strand 
molecules will be released into solution. 

2. The temperature is lowered to 50-65°C 
(depending on the primers used) for roughly 
30 seconds. This allows DNA primers to anneal 
to the end of each single strand. Primers are 

short ssDNA fragments (around 20 nucleotides 
long) that complementarily bind to the target 
sequence and enable DNA polymerase to bind 
to the molecule to begin replication.

The temperature used for this stage is very 
important. If it is too high, then the primers 
will not anneal to the target and replication 
will not take place. If it is too low, then the 
primers will bind in a non-specific manner, 
meaning that genomic regions other than the 
target sequence will be amplified. 

3. The temperature used for fragment extension 
is dependent on the DNA polymerase being 
used. One of the most commonly used 
polymerases is the Thermus aquaticus (Taq) 
polymerase, which is usually heated to 72°C 
for roughly 60 seconds. The polymerase 
binds to the DNA primer and moves along 
the single strand in the 5’ to 3’ direction, using 
free nucleotides in solution to reform a double 
strand that is identical to the starting molecule. 
At the end of this elongation process, there will 
be two complete double strands for each DNA 
fragment at the beginning of the process.

4. The previous three stages are repeated 
multiple times. Each cycle increases 
the quantity of the target sequence 
exponentially (the number of DNA copies 
for each starting fragment is roughly equal 
to 2n, where n is the number of cycles).

5. Although a final elongation step is optional, 
it is advisable to hold the mixture at roughly 
72°C for 10 minutes once the final cycle 
has been completed. This ensures that all 
ssDNA has been elongated to form dsDNA.

Using modern technology, it is possible to 
automate the PCR process, so that you can 
amplify your sequences very easily. PCR does 
carry the risk of introducing an amplification 
bias to your DNA mixture, which can influence 
your results later in your workflow, but the 
ease and simplicity of the technique have 
made it very widely used. n

“IN ORDER TO 
ENSURE THAT 
YOU OBTAIN 
THE BEST 
RESULTS 
POSSIBLE, 
YOU NEED 
TO EXTRACT 
THE DNA IN 
A WAY THAT 
MINIMISES 
POTENTIAL 
TRAUMA TO 
THE HELIX. 
IF THE DNA 
IS DAMAGED 
DURING 
EXTRACTION 
THEN ANY 
RESULTS 
OBTAINED 
FROM YOUR 
DATA ARE 
LIKELY TO BE 
INACCURATE 
OR INVALID.“

High temperatures 
denature the double 

strand to produce two 
molecules of ssDNA

Small nucleotide sequences 
called primers (in red) 

complementarily bind to 
the ends of the fragments

DNA Polymerase binds 
to the primer sites and 
reproduces the double 

strand
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INTRODUCTION
The World Health Organization’s Genomic Resource Centre states, 
“Most diseases involve many genes in complex interactions, in 
addition to environmental influences,” whether that’s genetic errors 
that cause rare diseases or cancer predisposition, or genetically-
controlled pathways that define one’s ability to heal from injury or 
infection. Understanding the genetic variations that contribute to 
specific human health issues is vital to the future of all medicine. 

The science of phenotyping is advancing this understanding by using 
the clinical phenotype to increase the power of NGS interpretation. 
This increased diagnostic scope enables the discovery of clinical 
features that are associated with disease-related genetic variants, 
and, in time, personalized approaches to medicine. 

Next-generation phenotyping (NGP) can play a big role in this 
process. By applying computer analysis to the clinical data of 
diagnosed patients, researchers are better able to identify and 
understand genetic variants and phenotypes that are associated with 
the disease in question and the possible therapeutic outcomes. This 
can also enable comparison of an undiagnosed patient’s genomic 
and phenotypic data to big data, facilitating diagnosis, predicting 
disease risk, or personalizing therapy based on outcomes data. 

Next-generation phenotyping (NGP): The use of computational 
techniques to integrate phenotypic data into the analysis of 
human health, including capture, structuring, and interpretation 
of complex clinical information.

Success in advancing this science means patients may be diagnosed 
earlier, can better understand their long-term health risks, and see 
improvements to their quality and length of life. However, because 
of a lack of resources – including trained genetics professionals and 
financial support for diagnostic testing – many patients have no access 
to these services. For example, 30 million Americans can expect 
an average wait of more than 7 years, during which they will see 7 
doctors, before receiving 1 of over 7,000 rare disease diagnoses. 

To understand how the phenotype and, in particular, NGP 
technologies are helping to overcome these challenges, we can look 
to the process of phenotyping in clinical genomics.

CLINICAL GENOMICS
When a patient has unexplained symptoms, clinicians may turn to 
genetic testing technologies to see if there are any findings that may 
explain the symptoms. This process can be outlined in four important 
steps: 1) Phenotyping; 2) Sample Collection & Sequencing; 3) Data 
Analysis; and 4) Interpretation, each of which has an impact on a 
patient receiving a diagnosis, and potentially personalized therapies. 

PHENOTYPING

The evaluation of the patient begins with assessment and capture of 
the patient’s phenotypic information, such as the patient’s physical 
characteristics or cognitive abilities. Once detailed phenotypic information 
is collected, clinicians can compare this data with previous cases, clinical 
databases, and medical literature to try to find possible diagnoses. 

“PHENOTYPIC 
INFORMATION HAS 
TRADITIONALLY 
BEEN CAPTURED 
AS UNSTRUCTURED 
CLINICAL NOTES 
IN EACH PATIENT’S 
RECORD, MAKING IT 
DIFFICULT TO ANALYSE 
A PATIENT USING 
COMPUTERIZED 
APPROACHES.”
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Phenotype: an individual’s observable characteristics that result 
from the interaction between the genome and the environment.

Phenotypic information has traditionally been captured as unstructured 
clinical notes in each patient’s record, making it difficult to analyse a 
patient using computerized approaches. This type of non-uniform 
approach also makes it harder to clearly compare patient cases with 
other cases exhibiting similar phenotypes and medical histories. To 
counteract these issues, the Human Phenotype Ontology (HPO) was 
developed as a way of standardizing clinical feature descriptions, such 
as broad forehead (HP:0000337) or hypocalcaemia (HP:0002901), in a 
way that is consistent and computer-readable. By structuring the data in 
this way, software tools can analyse a patient’s phenotype and highlight 
diseases that are commonly associated with these features.

Breakthrough computer technologies have advanced these efforts, 
including the use of artificial intelligence (AI) to analyse patients’ 
clinical data. These approaches are producing scalable analysis 
of big data and more accurate recognition of disease-related 
phenotypes hidden within patient data or medical imaging. 

Marrying these approaches with genomic technologies has made 
way for a new wave of NGP technologies that link phenotypic data to 
specific genomic data, making it possible to gain insights into a person’s 
genomic data and health through analysis of their phenotype data.

With the help of cloud computing, which will be discussed in a later 
chapter, clinicians can now capture and analyse patient phenotypic data 
anywhere mobile devices or internet service is available, structuring and 
securing the data to support analysis. In addition to analysis of HPO and 
imaging data, these cloud-based technologies have enabled capturing 
biometric data using mobile device sensors and correlating the data 
with genomic data. Facial analysis, for example, has become a popular 
approach used by clinicians globally to analyse patient faces via a cloud-
based application. By combining camera technology and specialised 
analytical technology, clinicians can compare a patient’s facial data 
to corresponding data of thousands of known diseases, highlighting 
possibly relevant diagnoses and underlying causative genetic variations.

For clinicians who do not have access to genetic testing for their 
patient, especially in developing nations, these technologies may 
provide access to genetic insights without ever doing a genetic test. 
For patients who do have access to genetic testing, next-generation 
phenotyping can highlight gene variations that are highly correlated 
with the phenotype, helping the clinician identify which genetic test 
to perform. By enabling more focused, targeted genetic testing, 
time and money can both be saved during the diagnostic process. 

Additionally, most molecular testing workflows now take into 
consideration phenotypic information, and an increasing 
proportion include NGP information such as facial analysis. Use 
of this data can increase the likelihood of finding a diagnosis 
by highlighting clinically-relevant genetic variants that may be 
pathogenic and causative, once sequencing is complete.

SEQUENCING

As was stated in the previous chapter, genetic investigations 
begin by collecting saliva, blood, or tissue specimens, from 
which genetic material can be extracted. Once the DNA has been 
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“THIS CLINICAL 
REPORT 
DESCRIBES 
THE IDENTIFIED 
VARIANTS AND 
WHETHER 
OR NOT THEY 
HAVE BEEN 
CLASSIFIED AS 
CLINICALLY 
RELEVANT, I.E. 
RELATED TO 
THE PATIENT’S 
CONDITION.”

prepared, it can be fed into sequencing, the 
process of which will be discussed in the 
following chapter. 

Use of next-generation phenotyping can help 
clinicians select the right genetic test for a 
patient. By considering a patient’s phenotypic 
features, a clinician may be able to narrow in 
on possibly well-matched diagnoses, which 
they can then use to help identify the right 
genetic test (or gene targets) based on what 
is already known about these well-matched 
syndromes. Various levels of genomic testing 
are currently available, each offering different 
levels of genome coverage and depth; by 
having a better understanding of the target, 
clinicians can avoid tests that are likely to 
generate large amounts of non-relevant 
information. These different levels of testing 
will be examined in detail in the next chapter.

DATA ANALYSIS

Once the patient’s genetic information is 
sequenced, the data must be translated into 
a format that can be read and interpreted 

by clinicians and researchers. This process is 
called data analysis, and will be discussed in 
more depth later in this book. 

Data analysis begins with processing and 
aligning the sequencing data into a format 
that can be compared to a reference 
genome. Once this is accomplished, 
any genetic variants that differ from the 
reference are highlighted and saved in 
a separate file, called a variant call file 
(VCF), which is used for the final stage: 
interpretation.

INTERPRETATION 

The final stage of data analysis is tertiary 
analysis, or interpretation, where the variants 
reported in the VCF are annotated and 
prioritized to identify and evaluate any that 
may have clinical significance. 

Variant scientists, such as bioinformaticians, 
geneticists, and genetic counsellors, use 
many reference resources to characterise the 
potential biological impact of each variant. 
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These annotations may include calculated predictions of 
a variant’s impact on protein production and function, the 
population frequency of the variant, and the degree to which that 
genetic location is conserved across other species. Variants are 
also prioritized and filtered based on existing data about whether 
the gene or specific variant is known or reported to be associated 
with clinical diagnoses or patterns of phenotypic features. 

In order to prioritize and narrow in on the most relevant genetic 
variants, it is essential that the interpretation team has a clear and 
comprehensive understanding of the patient’s clinical features or 
phenotypes. Detailed knowledge about the patient’s phenotypic data 
enables the interpretation team to focus on variants that are highly 
correlated with the clinical phenotypes of the patient. Access to 
structured phenotypic data has a significant impact on the speed and 
accuracy of analysis results. NGP data, such as facial analysis data, is 
also showing promise in these molecular interpretation workflows.

Once this analysis is completed by a clinical laboratory, a report of 
significant genetic variants is produced and shared with the clinician. 
This clinical report describes the identified variants and whether or 
not they have been classified as clinically relevant, i.e. related to the 
patient’s condition. It is then up to the clinician to determine the clinical 
significance of the reported variants in the context of their specific 
patient, which may lead to determination or confirmation of a diagnosis. 

PERSONALIZED MEDICINE 

For patients who successfully get a diagnosis, interventions 
and treatment options are often limited. Development of new 
therapeutic interventions requires vast resources, time, and patient 
access, while improving outcomes requires extensive data on how 
medications affect different patients in different ways. 

Genetic and phenotypic data are invaluable in these efforts, as 
diagnostics and drug efficacy are improved by segmenting patient 
groups based on individuals' genetic and clinical characteristics. 
More and more, drug developers are including this data in their 
drug development pipelines to help identify diagnostic and 

therapeutic biomarkers, qualify patients more precisely for clinical 
trials, and better characterize diseases.

This data also enables researchers to discover therapeutic 
approaches that have better outcomes for patients based on 
specific phenotypic or genomic profiles, making way for a truly 
personalized approach to medicine.

PHENOTYPING FOR UNSOLVED CASES

If no answer is found through these approaches, the remaining option 
is to crowd-source expertise in the hopes of finding another healthcare 
provider that may recognize the disease phenotype or genetics. 

There are many such forums where clinicians can share 
undiagnosed cases that may result in progress. 

• Online Unknown Forums: There are a few secure web-based 
forums where cases can be shared and reviewed by thousands of 
expert geneticists globally. These forums may provide additional 
insights about phenotypic, genetic, and biometric data to help 
garner feedback from clinicians who may have experience to help. 

• Physical Unknown Forums: Many genetics membership 
organizations have annual “diagnostic dilemma” sessions, visited 
by thousands of clinicians who review difficult cases together, 
allowing in-person collaboration. 

• Clinical Networks: There are networks of clinicians that work 
together to accept and review undiagnosed cases. These are 
typically made up of partnering institutions or multiple departments 
of a single institution who submit cases for regular review. 

• Patient Match: Technologies and platforms exist that can 
compare undiagnosed patients globally to one another, 
connecting clinicians who have undiagnosed cases that feature 
the same phenotype or genetic variants. Such technologies are 
opening collaboration between clinicians and researchers to 
enable even greater investigation into unknown syndromes. 

REAL-WORLD USE OF NEXT-GENERATION 
PHENOTYPING WITH DR. OMAR ABDUL-RAHMAN
Dr. Omar Abdul-Rahman, MD, FACMG is Director of Genetic Medicine 
at the Munroe-Meyer Institute (MMI) at University of Nebraska 
Medical Center (UNMC), Omaha, NE. MMI has fifteen departments 
including Genetic Medicine and the Human Genetics Laboratory. 
According to Dr. Rahman, “MMI provides primarily outpatient 
services at the institute, and the geneticists that work for us provide 
inpatient consultations for both the UNMC hospitals and other 
hospitals in the Omaha area, as well as a number of outreach sites 
across the state.” 

When patients schedule a visit with Dr. Rahman, he captures 
as much phenotypic information as he can from the medical 
questionnaire before the visit. Dr. Rahman also uses Face2Gene, a 
NGP technology developed by FDNA that includes facial analysis as 
part of the phenotyping process. 

“FOR PATIENTS WHO SUCCESSFULLY 
GET A DIAGNOSIS, INTERVENTIONS 
AND TREATMENT OPTIONS ARE 
OFTEN LIMITED. DEVELOPMENT OF 
NEW THERAPEUTIC INTERVENTIONS 
REQUIRES VAST RESOURCES, 
TIME, AND PATIENT ACCESS, 
WHILE IMPROVING OUTCOMES 
REQUIRES EXTENSIVE DATA ON HOW 
MEDICATIONS AFFECT DIFFERENT 
PATIENTS IN DIFFERENT WAYS.”



NEXT-GENERATION PHENOTYPING IN CLINICAL GENOMICS

Clinical Genomics 101 / 19

“We try to review as much information as we can before the first 
visit, creating a differential based on the presenting symptoms. 
During the visit we get further clarification about their medical 
history and then we incorporate findings from the examination to 
get a complete phenotypic picture of what’s going on with them.” 
Face2Gene captures all this phenotypic data through facial analysis 
or features annotated in HPO. Once a photo is taken or phenotypic 
data is input, Face2Gene provides Dr. Rahman with a list of diseases 
that are correlated to the phenotypic data.

“I use the facial recognition software to see if my differential matches 
up to what’s on the software. When I find a positive match based on 
the image analysis, we will usually focus our testing on those. Typically, 
we have a high rate of finding something when it is on both lists.” Many 
of the UNMC patients are as far as eight hours away. Both in his prior 
position at University of Mississippi and now at UNMC, Dr. Rahman has 
focused on expanding telehealth to support these patients.  

“For telehealth, we’re typically annotating phenotypes remotely, and 
remote cameras can allow you to snap photographs so you can also use 
facial recognition software on some of those cases as well. So, you could 
snap a photo remotely and submit it to the system to get a detailed 
phenotype. We are also looking at using this type of technology to help 
in clinics where there is only a genetic counsellor. So, for example when 
genetic counsellors are seeing patients in the cancer setting, every now 
and then there are a few cancer phenotypes that do have a recognizable 
phenotype and the facial recognition software can help counsellors 
capture the phenotype and come up with a differential to help direct 
testing in instances when you might not have a geneticist available.

“We are in the process of setting up teams in Face2Gene so 
that anyone who is part of the team can review the images and 
phenotype insights that were obtained and use them as a guide.”

With a great shortage of geneticists available to provide services to 
patients in need, Dr. Rahman discusses the benefits of using next-
generation phenotyping technologies. 

“We have to get creative in how we think about providing genetic 
services. We’ve always thought of ourselves as the clinic of last 
resort. Patients have been through every other sub-specialty and 
each one focuses on their area of expertise, but it usually takes 
genetics to pull it all together and give a diagnosis that explains 
everything. Patients are often relieved that someone is looking at 
the big picture. Because of the shortage, our role has to primarily 
be one of consultation in getting patients to a diagnosis and then 
helping to educate their other providers about what this means in 
terms of their health care. We find at least half of our job is involved 
primarily in education and interacting with colleagues. I think we 
are going to see more and more of these multidisciplinary clinics 
where Genetics helps with pulling all of that information together 
and to provide guidance in terms of testing because the testing is 
advancing so quickly. The same is true for phenotyping.

“Phenotyping is getting more and more crucial because we are 
relying more often on exome and genome sequencing. Those 
technologies and the bioinformatics pipeline used to analyse the 
data coming out of that is highly impacted by the depths of the 
phenotypic information that you have. A lot of the missed calls 
and missed diagnoses that are not picked up on those tests can 
often be related back to the phenotypes that were submitted. You 
can see this when new phenotypic information comes up later, 
leading to a reanalysis where you’re able to identify a diagnosis. I 
also think it explains why in the critical care setting, for example, 
that the pick-up rate is much higher because their phenotype 
is much more dramatic and more clearly defined in that type of 
setting, so you get a better detection rate when you use exome and 
genome sequencing technology. All that to say that the phenotype 
is absolutely crucial, not just in finding a differential, but really in 
helping to guide the data analysis on the sequencing side.

“I was really intrigued by an article that came out recently that 
indicates that if the patient doesn’t have a clearly recognizable 
syndrome during the first visit that it may be worth going to 
microarray and exome sequencing instead of the traditional 
way of testing for genes that might be related to the phenotype, 
reassessing year after year and adding more genes. It might 
actually be better to just go straight into exome sequencing. 
And that’s only going to be cost effective if you’re getting good 
phenotypic information on the front-end. I think we’re seeing 
a difference in the way testing is going to be ordered, and the 
phenotyping is absolutely critical in that.

“Using next-generation phenotyping technologies is far more 
efficient because it’s doing it in a standardized way, it’s doing it within 
seconds, and it’s already taking it into a format that can then be 
transmitted directly to the laboratory that will be doing the analysis. 
It saves time and money. When we’re living in a world of more 
financial restrictions where you are feeling a push towards being 
more efficient and for seeing more patients in a shorter amount 
of time, you’ve got to look at every possible way to do good quality 
work, but in a more effective and efficient way. Next-generation 
phenotyping is really allowing us to provide that quality care in an 
environment that is adding more and more constraints on us.” n
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INTRODUCTION
The Human Genome Project (HGP) took 13 years to completely 
sequence one human genome; for clinical genomics to become a 
reality, we need to be able to sequence a patient’s genome in hours. 
To this end, a range of different techniques and approaches have 
been developed that enable this level of turn-around and it is this 
collective ability that is known as Next Generation Sequencing (NGS). 

This chapter will discuss the different options available for clinicians 
looking to sequence patient data, and how they can fit their sequencing 
workflow to each case to maximise their efficiency and results.

CHOOSING THE RIGHT TEST
The advent of NGS has dramatically increased the speed and 
availability of genome sequencing, but in a clinical setting, it can still be 
difficult to generate results quickly enough. To minimise this problem, 
it is advisable to sequence only the areas of the genome that are of 
particular interest for the patient in question. This approach has led 
to the development of four main types of clinical sequencing, each of 
which offers a different level of genome coverage.

TARGETED GENE PANELS

Targeted gene panels (TGPs) cover the smallest quantity of the 
genome of any NGS tests. As the name might suggest, these panels 
are designed to sequence a small number of predetermined genes, 
usually ones that are disease-linked. TGPs vary in size, but usually 
cover no more than the coding regions (exons) of roughly 100 genes.

The minimal gene coverage means that TGPs can be completely very 
quickly, and results are returned to clinicians and patients as soon as 
possible. It does mean, however, that the panels can only offer very 
limited insight into the patient’s genome. Because of this, the panels 
are typically used with patients whose symptoms or family history 
strongly indicate they are suffering from a particular condition with 
very few causative genes. In such cases, the panels can be designed 
to cover the genes known to be linked to the suspected condition. 

The restrictions of TGPs generally limit them to diagnosis of inherited 
conditions or well characterised Mendelian disorders, but for those 
cases, they have proven to be a very effective diagnostic tool. 

MEDICAL EXOME SEQUENCING

Of the four levels of NGS testing, Medical Exome Sequencing (MES) 
is the least commonly discussed. A more broad approach than 
TGPs, MES is concerned with sequencing the exons of up to 4,600 
genes known to be linked to diseases. In correspondence with the 
broader scope, MES is slower than TGPs, but can still be completed 
in less time than more comprehensive sequencing approaches.

As MES is still limited to a relatively small number of genes, it is primarily 
used with patients who are suspected to have a particular condition, but 
for whom TGPs are insufficient. This may be patients who are thought to 
be exhibiting a disease with a large number of causative genes or those 
whose condition is suspected, but which has been difficult to confirm. 

“DURING THE HUMAN 
GENOME PROJECT, IT 
TOOK ROUGHLY 13 
YEARS FOR SANGER 

SEQUENCING TO 
PROCESS A ‘SINGLE’ 
HUMAN GENOME.”
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WHOLE EXOME SEQUENCING

In humans, the exome consists of around 20,000 genes that make 
up less than 2% of the total genome. These genes are the ones 
responsible for producing proteins within the cells, and thus are 
known as coding genes. Whole Exome Sequencing (WES) is focused 
on analysing those coding genes, while avoiding the remaining 98% 
of the genome. 

While the exome is significantly smaller than the entire genome, 
WES is still a significant undertaking for a clinical laboratory, both 
in terms of the computational equipment needed and the time 
necessary for sequencing and analysis. Because of this, many 
labs will prioritise genes believed to be linked to the patient’s 
condition, and will only continue with the analysis if those results 
are inconclusive. Through this approach, the laboratories only 
have to complete the minimum amount of analysis necessary 
before returning the results to the clinicians, instead of generating 
a large amount of unnecessary data. 

Frequently, WES is completed as part of a ‘trio analysis’, which 
involves analysing the genomes of the patient and both their 
biological parents. This approach does mean that the laboratories 
will have to handle much more data, but it also offers insight into 
gene inheritance, something which will be discussed further in the 
following chapter. 

WHOLE GENOME SEQUENCING

As the name indicates, Whole Genome Sequencing (WGS) involves 
sequencing a patient’s entire genome. This approach provides by 
far the largest amount of information about a patient’s genomic 
state, but it correspondingly also produces much more data and 
this can be difficult to handle. While more patient information may 
seem like an advantage, the quantity of genomic data is so great 
that it presents problems for computer storage and for rapid, 
accurate data analysis. These issues also have a knock-on effect for 
the cost of sequencing, as more expensive hardware is necessary to 
handle the data. 

Over the last few years, a number of tools and platforms have been 
developed to solve these hardware problems, which will be discussed 

in depth in a later chapter, but WGS is still a very lengthy process. As 
a result, it is rarely used in a clinical setting. The primary exceptions 
to this are cases of deathly ill patients whose previous tests have all 
be inconclusive; in other words, patients who have no other course 
of action available to them. These cases have formed the basis of a 
number of real-world clinics currently using WGS with patients, such 
as the Kingsmore group at Rady Children’s Hospital, and over time it 
is possible that this approach will expand into healthcare at large. For 
now, however, WGS is only infrequently used in the clinic. 

SEQUENCING TECHNIQUES
In the years since the conclusion of the Human Genome Project 
in 2003, the landscape of sequencing technologies has changed 
dramatically. With new sequencing techniques continually being 
developed and marketed, it can be difficult to keep track of the 
advantages and limitations of different approaches. This section 
will outline some of the most frequently used or revolutionary 
sequencing techniques that have been developed in the last few 
decades and how they work. 

THE HISTORY OF SEQUENCING

Sanger sequencing, generally considered to be the first step 
towards NGS, was initially developed in 1977 by Federick Sanger 
and his team. The technique was so revolutionary and effective that 
for forty years after it was developed, it remained the most widely 
used method for sequencing DNA molecules. Early experiments 
involved sequencing the genomes of non-mammals, including 
the influenza virus in 1995 and fruit flies (Drosophila) in 2000. 
The accuracy and widespread use of Sanger sequencing led to it 
being chosen as the primary sequencing technique for the Human 
Genome Project between 1990 and 2003.

The technique works by breaking long DNA strands down into 
a large number of much smaller fragments. Each fragment is 
then manipulated to incorporate a fluorescently labelled base 
at the terminus, which can be detected via laser excitation and 
spectroscopy. When each of the four nucleotides is tagged with a 
different fluorescent label, this means that it is possible to identify 
which base is present at the terminus of each DNA fragment. 

Figure: Sanger sequencing relies on using fluorescent nucleotides and fragment size to establish genomic sequences in short reads. 

Once the DNA has been broken into 
fragments, tagged nucleotides are added to 

the fragment termini.

The fragments are organised into 
size order, frequently by liquid 

chromatography. 

The order of the tagged nucleotides 
can then be determined and thus a 

short sequence is identified.



CHOOSE THE ONE TEST
For fast, acccurate and cost-effective 
diagnosis of rare inherited diseases

The traditional diagnostic path for patients with 
suspected monogenic and multifactorial 
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Alone, this knowledge doesn’t supply us with much information. 
However, if the fragments are organised into size order, from 
smallest to largest, the tagged nucleotides should represent the 
overall sequence. Arranging molecules into size order can be done 
relatively easily, using common techniques like gel electrophoresis. 

This fragment based approach has proven to be a very accurate 
way of identifying a nucleotide sequence. The downside is that 
the need to focus on very short regions of the genome at a time 
significantly increases the time it takes to sequence the entirety 
of an organism’s genetic material. This time can be shortened by 
spreading out different regions of the genome across multiple 
research groups, so that fragments can be sequenced in parallel, 
but it is not a perfect solution. 

During the Human Genome Project, it took roughly 13 years for 
Sanger sequencing to process a ‘single’ human genome. Since then, 
the speed of Sanger sequencing has been increased considerably, 
in part due to advances in robotics and automation, but it is still 
considered to be a slow technique. Nonetheless, the accuracy and 
reliability of Sanger sequencing has meant that it is still used today 
as a secondary sequencing method, which can confirm the results 
of faster, potentially less accurate methods. 

WHOLE EXOME SEQUENCING AND GENE PANELS

The conclusion of the HGP led to a dramatic increase in interest 
within the genomics space, as different companies and research 
groups began to move into the field. One of the outcomes of this 
sudden expansion was a variety of new sequencing techniques 
coming to the market, hoping to resolve the issues presented by 
Sanger sequencing.

Some of these techniques, such as Roche’s 454 Life Sequencing, 
have since been discontinued, commonly because of high cost and 
low throughput limiting the sequencers’ applications. Others, such 
as Ion Torrent Systems’ ion semiconductor sequencing and Pacific 
Biosciences’ Single-Molecule Real-Time (SMRT) sequencing, have 
persevered. However, while these sequencing techniques improved 
on the time commitments necessary for Sanger sequencing, they 
have their own problems too. In the cases of Ion Semiconductor 
and SMRT sequencing, both techniques have been largely limited to 
WES, as they lack the high throughput necessary for WGS. 

ION SEMICONDUCTOR SEQUENCING

Initially released by Ion Torrent Systems in 2010, ion semiconductor 
sequencing involves monitoring the pH changes that take place 
during DNA synthesis. The acidity of a solution is determined by the 
concentration of H+ ions present; the greater the concentration, the 
lower the pH, and the more acidic the solution becomes. It is this 
relationship that ion semiconductor sequencing takes advantage of. 

When a nucleotide is added to a DNA sequence, the 3’ hydroxyl 
(-OH) group of the pre-existing chain releases a H+ ion, enabling the 
oxygen molecule to bond to the new phosphate group. This means 
that every time a new nucleotide is added to a DNA molecule, the pH 
of the surrounding environment drops slightly. While the pH change 
is very small for each molecule, the cumulative effect of multiple DNA 
strands increasing in length is detectable via pH probes. 

“NEXT GENERATION 
SEQUENCING MAY 

ONLY BE A RELATIVELY 
RECENT DEVELOPMENT 

IN GENOMICS, BUT IT HAS 
PROGRESSED MASSIVELY 

OVER THE LAST TWO 
DECADES.”
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Ion semiconductor sequencers flood wells containing fixed DNA 
molecules with single nucleotides at a time and continually monitor 
the pH inside the well. If the well is flooded with adenine and there 
is a pH change, then it can be assumed that the next base in the 
sequence was adenine; on the other hand, if there is no pH change, 
adenine can be ruled out as the next nucleotide in the sequence. 

When it was first released, ion semiconductor sequencing 
became popular quite quickly. In the time since then, however, 
some problems with the technology have been uncovered. For 
example, there are some issues surrounding the production of 
sequences of identical nucleotides (homopolymers) and indel 
mutations during the sequencing process. There is also the 
matter of system output; while ion semiconductor sequencing is 
rapid and relatively inexpensive, the sequencer output is too low 
for use in WGS. 

Despite the issues faced with ion semiconductor sequencing, 
the technique has remained a popular choice for WES and some 
targeted gene panels, in part because of the low set-up and 
operational costs. 

SMRT SEQUENCING

SMRT sequencing was officially launched by Pacific Biosciences in 
2011, although a beta version of the product was available in the 
previous year. The technique involves immobilising one molecule 
of DNA with a single DNA polymerase enzyme at the bottom of a 
specialised tube. The tube, known as a zero-mode waveguide, has a 
diameter smaller than the wavelength of light (between 4x10-7 and 
7x10-7m) and guides light to exclusively illuminate wells containing 
DNA-polymerase complexes.

Separately, free nucleotides are labelled with fluorescent tags, with 
each type of base being assigned its own colour tag to differentiate 
between them. The nucleotide pool can then be added to the zero-
mode waveguide, where the polymerase enzyme will add them to 
the DNA template. As each base has its own identifiable fluorescent 
tag, the sequencer can detect which nucleotides are being added to 
the molecule in real time.

When SMRT sequencing was first released, one of the most 
attractive features of the technique was that it could sequence 
DNA fragments that were up to 60,000 base pairs long. Sanger and 
ion semiconductor sequencing, as well as other sequencers at the 
time, relied on extensive DNA fragmentation, and this significantly 
restricted read length. Without this limitation, SMRT sequencing 
opened up the possibility of investigating large genomic features, 
including structural variations that are known to play a part in 
disease progression.  

The longer read length and real-time sequencing of this 
approach has also made it a popular choice for de novo 
assembly, which will be discussed in the following chapter, of 
small microbial genomes. For the same reasons, the technique 
is also now used as a way of ‘scaffolding’ together shorter reads 
generated by faster machines that are not capable of long read 
sequencing. This approach does lengthen the time needed for 
sequencing, but, in return, it can simplify the analysis stage of 
genomic experiments. 

Despite the significant advantages of SMRT sequencing, there 
are some important drawbacks too. Cost is one of the most 
noticeable, with the initial equipment investment outweighing 
that of some of the competitors. This problem is compounded 
by the relatively low throughput possible on SMRT sequencers, 
making them unsuitable for WGS. Since the sequencer’s initial 
release, modifications and improvements have been made that 
have increased read length and throughput, and reduced the 
cost; nonetheless, SMRT sequencing is still largely restricted to 
WES or gene panels. 

WHOLE GENOME SEQUENCING

While whole genome sequencing presents several problems 
for clinicians, it also offers the greatest insight into a patient’s 
genetic material. As our ability to sequence the genome has 
improved, it is becoming easier for researchers and clinicians 
to perform WGS in a reasonable time frame, at reduced cost. 
To facilitate this progression, several different sequencing 
techniques have been developed that are capable of the high 
throughput necessary for WGS. 

SEQUENCING BY SYNTHESIS

Also known as Solexa sequencing or Illumina sequencing, 
sequencing by synthesis is a technique that was first considered 
in the 1990s. In the mid-‘90s, two Cambridge scientists were using 
fluorescently labelled nucleotides as a way of observing the activity 
of DNA polymerase as it replicated immobilised DNA strands, 
research which contributed to the HGP. The researchers expanded 
on this work and, in 1998, formed the company Solexa to enable 
the development of sequencing machines, the first of which was 
launched in 2006. The following year, the company was acquired by 
Illumina and the technology has since been used as the basis for a 
range of Illumina sequencers. 

Sequencing by synthesis is a technique that utilises a specialised 
flow cell containing a primer-covered surface. DNA fragments 
that have been prepared with selected adaptors (please see page 
30 for more information) can hybridise with the primers to from 
immobilised clusters of roughly 2000 molecules. The flow cell is 
then flooded with fluorescently-tagged nucleotides, that are bound 
to the immobilised fragments by DNA polymerase. 

“WHILE MORE PATIENT 
INFORMATION MAY SEEM LIKE 
AN ADVANTAGE, THE QUANTITY 
OF GENOMIC DATA IS SO GREAT 
THAT IT PRESENTS PROBLEMS FOR 
COMPUTER STORAGE AND FOR 
RAPID, ACCURATE DATA ANALYSIS.”



26 / Clinical Genomics 101

USING ROBUST QUALITY CONTROL TO 
IMPROVE CANCER CARE 

PRECISION CANCER CARE REQUIRES ACCURATE AND RELIABLE DETECTING OF GENOMIC 
VARIANTS. NAVICAN ARE USING ROBUST QUALITY CONTROLS TO MAKE THIS POSSIBLE.

Keith Gligorich, Laboratory Operations Director, Navican
Brett Kennedy, Lead Bioinformatics Scientist, Navican

In order for a genomic test to have clinical utility, the provider 
needs to ensure that the assay is highly accurate so that 
patients are not negatively impacted by incorrect results. 
One such test provider is Navican, who are looking to provide 
precision cancer care that is as reliable as possible. To do 

so, they are collaborating with SeraCare Life Sciences, a leading 
provider of clinical genomics QC tools and platforms, to establish 
robust quality control systems that can identify errors in their 
workflow and detect problems before they affect patients. 

FLG: What is Navican’s mission?

KG: Simply put, we’re an end-to-end precision cancer care 
company. We don’t view ourselves as just a testing provider. We 
want to bring the realisation of precision medicine to patients, and 
that doesn’t just include a genomics test. It includes giving patients 
access to a molecular tumour board of experts in the field, especially 
for patients and their oncologists in the community setting. 

Then the follow-through is thinking about how we can provide 
these patients with targeted therapies, and that’s when our 
navigation services kick in. They work with the oncologists, the 
patient, and the health plan to help with either giving them 
access to a targeted therapy or enrolling the patient in a clinical 
trial. It’s there that we feel there’s a missing link in the precision 
cancer care story for a lot of testing laboratories today. 

FLG: What is the importance of a robust QC program, 
and what are the challenges faced when building a best-
in-case protocol?

KG: When you consider Next Generation Sequencing, it’s a 
highly complex test. As you add analytes that consider DNA 
and RNA from FFPE specimens, especially for solid tumours, 
you’re adding another layer of complexity to the testing. There 
are a variety of factors that can impact the quality of testing, 
from pre-analytical considerations of the specimen to handling 
and processing, be it on the wet-bench side, the biochemistry, 
the instrumentation, or the technicians involved in library 
preparation. After sample preparation, you still need to think 
about the steps involved in NGS and bioinformatics. There are 
so many sources of potential errors or noise in the system and 
they can all impact patient results. 

One of the things we’ve implemented at Navican as part of 
our QC program is a network of systems that can track all of 
our metrics. This gives us end-to-end traceability on when the 
sample was received, who prepped the library, when they did 
so, which piece of equipment was used on a particular date, how 
it was analysed, and so on. Everything is traceable and it allows 
us to go back and analyse data so we can look for trends in 
performance of our sequencing data.

BK: The idea is to be as robust and comprehensive as 
possible when gathering that data. It’s what allows us to be 
confident in the results that we’re reporting to our patients. 
Despite the complexity of these tests, we’re able to capture 
any variance that could impact result quality and therefore 
patient care. 

FLG: How did biosynthetic NGS reference materials 
allow you to bring your assay to market sooner and with 
greater confidence in the diagnostic results?

KG: One of the big challenges you face when adding different 
variant types to your test is that it can be very difficult to get a 
large validation cohort of known positive samples. For example, 
a lot of fusion positive samples are lung biopsies and after 
diagnostic testing, there isn’t a lot of patient material left over 
for analytical validation. 

BK: There are a number of clinically relevant mutations that 
are relatively rare and hard to come by in clinical samples, but 
which are critical for us to be able to detect in patients who 
have them. That’s one of the things that makes biosynthetic 
variants really valuable. We can check on those harder-to-find 
mutations or variant types to make sure that we can identify 
them appropriately, especially in the absence of a large 
clinical cohort. 

KG: The other aspect of biosynthetic references is that 
they also add sensitivity to the tests and improve our ability 
to determine the lower limit of detection. They have been 
orthogonally validated for their allele frequencies, which allows 
us to have a high degree of confidence in detecting a lot of these 
challenging mutations at lower allele frequencies. 
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FLG: Clinical genomics labs are making ever more 
impressive sensitivity and specificity claims; how did you 
establish your performance metrics and how have you 
been able to demonstrate them over time?

KG: One of the main challenges of bringing on these types of 
tests is the overall complexity. Initially, we turned to guidelines 
published by the College of American Pathologists and the 
Association for Molecular Pathology and used them as our 
roadmap for validating assays. With that guide, we designed 
what we believe is a very robust validation, consisting of a large 
patient cohort as well as cell lines, previously characterised FFPE 
patient samples, and biosynthetic standards. This enables us to 
be comprehensive in the way we assess assay performance, and 
we leave no stone unturned when it comes to the depth and 
breadth of variant and sample types, allele frequency, sample 
quality, or relative variant fractions in the samples. You can only 
really account for the complexity by being as comprehensive as 
possible for validation and development of the assay.

Our sample diversity enabled us to determine the performance 
characteristics of our test. We then wanted to ensure that once 
we went into production, we were consistently meeting the 
performance we observed during validation. So we decided early on 
in our production that we would like to run a biosynthetic control, 
such as the SeraCare DNA and RNA standards, on every single 
batch or run in our clinical production. This was a strategic financial 
investment for Navican, because it costs money both for purchasing 
the biosynthetic standards and within our sequencing, but we 
believe it is very important for ensuring the quality of our testing. It 
really goes to our corporate mission of putting the patient first.

By running these standards, we can track the performance of 
every batch so that we can use the data to identify performance 
and quality trends. The controls contain a wide variety of 
variants that are at or near our limit of detection, so if we start 
to see performance changes that cause hard-to-detect alleles 
to dropout, we can detect it early on and make adjustments to 
correct the problem. This tracking covers everything from our 
wet-bench processes, to our bioinformatics and variant calling 
processes and ensures that they are working.

What this assures us is that for every patient sample, we have a 
mass biosynthetic positive that we know has reached the quality 
standards we have set. So we can be confident that every test we 
sign out reaches the bar of quality we desire in assay validation. 

FLG: What software solutions did you use to build your QC 
protocol, particularly with rapid growth and scaling in mind?

KG: We’ve partnered with a number of industry leaders. 
One of these is Philips IntelliSpace Genomics, who have built 
a clinical-grade platform that enables us to transition from 
ordering bioinformatics to variant review, interpretation, and 
sign out. We’ve then supplemented that with SeraCare and 
their iQ NGS QC Management platform to help us track the QC 
measures that are specific to the biosynthetic standards. Using 
these, we can generate reports and track assay performance – 
clinical samples with Philips and run controls with SeraCare.

BK: Our software also allows us to connect those platforms 
together, as well as to our LIM system, to build a comprehensive 
network that captures all the information we need to ensure 
quality in a way that is trackable. 

FLG: How did your approach to QC change as you moved 
into the post-launch, daily run control phase?

BK: One of the things that we do before generating any 
results is to set forth performance characteristics determined 
during the validation. These characteristics are reviewed every 
sequencing run, control sample, and patient sample, so that we 
know we are meeting our performance specifications before the 
variant analysis and reporting pipeline. As part of our overall QC 
program, SeraCare controls play a big role in making sure that our 
quality metrics and our data are meeting those specifications.

By observing the QC metrics of SeraCare standards and 
then the metrics of the patient sample, we can assign a quality 
to each run. This approach also lets us separate some of the 
different components of error that can be observed in an NGS 
assay. For example, if a sample falls outside of the bounds we 
expect when the biosynthetic control was within the threshold, 
it is likely that the problem is not a result of the sequencing. 
Instead, it’s more likely to be an issue with that particular 
sample. It changes the way we troubleshoot the assay. 

FLG: What advice would you give to someone who is 
preparing to deploy their own clinical genomics assay?

KG: It really requires a massive upfront investment, to bring 
in the right people and talent, and then pairing them with the 
right processes and software. You can’t underestimate all of 
the complexities and subtleties involved in this type of testing. 
There are a lot of factors that can impact test performance, so 
you really need a very robust QC program to make sure you’re 
meeting that benchmark. n
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Once the tagged nucleotides have been 
bound, their fluorescent labels can be excited 
with lasers, as in Sanger sequencing, and the 
sequence recorded. 

Sequencing by synthesis has become one of the 
most popular sequencing techniques currently 
available, particularly in a clinical setting. This 
popularity is largely due to the high yield and 
accuracy the technique demonstrates. The 
high throughput of the machines also makes 
the technique well suited to performing WGS 
while maintaining high speed and accuracy, 
optimising its performance within the clinic. 

One of the biggest problems with this technique, 
as is often the case in a sequencing environment, 
is the cost. While sequencing by synthesis doesn’t 
have the highest initial cost investment of the 
techniques available, the sequencers are still 
very expensive pieces of equipment. This issue is 
only highlighted by the continual upgrades and 
improvements being generated by Illumina that 
have made some clinicians wary of the potentially 
short life span for each machine. 

Fortunately for smaller scale labs, the price of 
sequencing by synthesis is coming down. In 
January 2017, Illumina announced a new series 
of sequencers that purport to provide customers 
with greater scalability and flexibility. Importantly, 
they also proclaimed the new sequencers to 
be the first step towards the ‘$100 genome’, 
which would be a significant advance for more 
affordable WGS. Whether or not this prediction is 
accurate, however, remains to be seen. 

NANOPORE SEQUENCING

Of all the technologies discussed in this 
chapter, the most recent development 
is nanopore sequencing. Developed and 
marketed by Oxford Nanopore Technologies, 
the first sequencer to use nanopore technology 
was made commercially available in 2015, 

with subsequent models and companion 
products being released over the following 
years. Despite this relative novelty, nanopore 
technology has generated significant interest 
within the industry due to its versatility, low 
cost, and ultra-long read length. 

Nanopore sequencing identifies the nucleotide 
sequence of a DNA fragment by passing the 
molecule through a very small bacterial pore, 
assisted by a processive enzyme. The enzyme 
forces the DNA to continuously move through 
the pore in a single direction, one nucleotide 
at a time. As each nucleotide passes through 
the pore, it influences the ionic current of the 
surrounding environment and it is this change 
that is picked up by the sequencer. 

The first nanopore sequencers used a technique 
known as 1D sequencing, which involved single 
strands of DNA fragments being passed through 
the pore. Later approaches used 2D sequencing 
instead, which required the binding of a ‘hairpin 
adaptor’ at one end of a DNA double strand. The 
adaptor created a loop in the DNA so that when 
the first strand was passed through the pore, 
the second strand would then be pulled after it 
to generate one continuous read. This approach 
necessitated a longer library preparation stage 
to bind the adaptor, but also enabled more 
accurate reads to be produced. 

In December 2017, Oxford Nanopore 
Technologies announced that they are now 
moving towards an approach that is more 
accurate still: 1D2. The technique combines 
the short library preparation of 1D sequencing 
with the accuracy of 2D, by sequencing both 
strands without the use of a hairpin adaptor. 

Nanopore sequencing is capable of 
sequencing any length of DNA fragment, and 
thus can produce ultra-long reads, making it 
an attractive prospect for many researchers 
and clinicians. The main issue with the 

“AS OUR 
ABILITY TO 
SEQUENCE THE 
GENOME HAS 
IMPROVED, IT 
IS BECOMING 
EASIER FOR 
RESEARCHERS 
AND 
CLINICIANS 
TO PERFORM 
WGS IN A 
REASONABLE 
TIME FRAME, 
AT REDUCED 
COST.”
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technology has been its accuracy; when 1D sequencing was first 
put into practice, it was found to be noticeably error-prone. 2D 
sequencing was subsequently able to generate a consensus 
accuracy of 99.9%, but concerns about errors have remained.

Despite any worries, nanopore sequencing has become a major 
technique within the sequencing space. Importantly, it has been 
found to be capable of performing WGS, with the first complete 
genomes to be sequenced on nanopore machines being released 
in December 2016. As the technology has only been available for 
a few years, it is likely that it will improve further in the future and 
could potentially, one day, be used in a clinical setting. 

QUALITY CONTROL
With the range of technologies available to clinicians and 
researchers, there are now an array of different platforms and 
instruments available for genomic sequencing. The standardisation 
and robustness of these assays has been improving as well, 
enabling users to generate more accurate and reliable data.

However, the complexity and choice of tools available can still 
present an issue, as technicians are forced to rely on combinations of 
instrumentation and reagents from many different vendors. Bringing 
together the different components of these systems introduces 
a significant risk of assay error, even in cases where significant 
validation data is available. These errors are a major problem in both 
research and, in particular, the clinical environment, where mistakes 
have the potential to harm patient health. 

To resolve these problems, clinicians and researchers need 
to implement quality control (QC) systems that can validate 
their results. These systems need to be able to cover sample 
preparation, DNA extraction and amplification, library preparation, 
sequencing, and analysis, in order to control against failures and to 
identify them if they occur. 

It is important at this stage to distinguish between quality assurance 
and quality control. The former is a practice utilised by many 
clinical labs and involves observing the processes taking place in 
the workflow to ensure they are running correctly. QC, on the other 
hand, is a product-orientated practice that tests the system to ensure 
the output of each process is correct and as expected. Quality control 
also incorporates mechanisms that help to prevent system failures.

To illustrate this, consider a typical amplification workflow. 
When a DNA sample is put through sequence amplification, the 
desired product is an enriched pool of the target sequences that 
can then be transferred to a sequencer. However, as a result of 
platform errors, amplification bias, contamination, and other 
negative influences, amplification products can contain undesired 
sequences, PCR artefacts, or an uneven distribution of fragments. 
Any of these outcomes have the potential to disrupt sequencing. 
If an assay is relying solely on quality assurance, the user will only 
be able to detect that the PCR cycles have been completed as 
intended. In contrast, by using a robust QC system, the user will 
be able to identify the issues within their amplified sequence pool 
and can take steps to resolve the problem, instead of carrying the 
contaminated DNA through to sequencing. 

In many cases, QC is not as simple as just detecting PCR artefacts. 
By their nature, clinical NGS assays are highly multiplexed, as many 
different DNA regions are sequenced simultaneously to enable 
maximum genome coverage in a shorter amount of time. Further, 
some variants can behave differently to others in particular failure 
situations, meaning that the output readings of a failing process can 
vary considerably. In response to this, QC systems need to utilise 
QC data tracking software and a multiplex reference material that 
is capable of examining multiple variants simultaneously. By doing 
so, the QC system has an improved chance of detecting errors and 
preventing any undesired materials or results from being carried 
through to subsequent stages. As a result, the final workflow output 
will be more accurate and reliable. 

Robust QC systems can do more than just identify sections of 
a workflow where errors can occur, however. Over time, assay 
performance can change and deteriorate, and researchers 
therefore need to be able to track any performance trends. With 
quantitative, reproducible QC materials and QC data management 
software, it is possible for any fluctuations in performance to be 
detected and corrected quickly, preventing failures and drift later 
on. Not only does this mean that inaccurate results can be avoided, 
it can save both time and money, as mistakes and errors are 
avoided before they have a chance to occur. 

QC is such an important part of genomic investigations that CLIA-
certified labs are obligated to incorporate quality control systems 
into their workflows. Without robust quality control, technicians 
cannot accurately judge how reliable their results are and, as a 
result, they cannot confirm patient diagnoses. It is vital, therefore, 
for both clinicians and researchers to incorporate appropriate, 
reliable QC systems into their sequencing workflows. 

Additionally, as clinical genomic assays become even more 
widely adopted, it will be critically important to standardise test 
performance as much as possible. This means that a sample sent 
to any properly validated and quality controlled laboratory will 
return the same patient result, regardless of platform or operator.  
The only reliable way for this to happen is to adopt common 
measurement standards, as has happened with serology and 
molecular tests, and for labs to engage in routine external quality 
assessment programs. Such uniform standards can then help to 
normalize performance across different platforms and sites.

SUMMARY
Next generation sequencing may only be a relatively recent 
development in genomics, but it has progressed massively over the 
last two decades. This chapter outlines only some of the sequencing 
technologies currently available, with many more on the market. 

Sequencing is only one stage of a genomics experiment, however. 
While a sequencer will be able to determine the nucleotide 
sequence of many different DNA fragments, this information alone 
has no clinical utility. Instead, the raw data needs to be put through 
a process of data analysis, so that biological meaning can be 
inferred from basic information. The following chapter will discuss 
how this transition is made and what information can be obtained 
from a genomic sequence. n
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DNA LIBRARY PREPARATION
Before you can actually sequence 

your samples, you need to prepare 
the DNA strands to ensure that you 
get the most accurate results. This 
can be done via a process known 

as DNA library preparation. At present, there 
are a range of commercial kits available to 
help you prepare your library as efficiently as 
possible, although you may prefer to complete 
this process without assistance. 

Whichever option you choose, this section will 
provide you with a brief outline of the stages 
involved in DNA library preparation and how 
you can optimise the process to match your 
particular experiment. 

1. DNA FRAGMENTATION

Before your DNA undergoes sequencing, the 
strands need to be broken down into smaller 
pieces that are all of similar size. Strands 
that vary in length act differently during later 
stages of library preparation, most notably 
during PCR amplification, where shorter 
strands will be favourably cloned. The over-
amplification of short fragments causes the 
DNA sample to become biased, which can in 
turn incorrectly skew your results. 

To avoid this bias, DNA samples are 
put through a process known as DNA 
fragmentation. There are several ways of 
doing this, but the most common are:

• Enzymatic Digestion – Site specific enzymes 
are added to the solution, where they 
cleave the double strands at predetermined 
loci. By using enzymes, the size of the DNA 
fragments can be precisely controlled. 

• Sonication – High energy sound waves 
are used to disrupt the DNA molecules, 
creating double strand breaks. Sonication 
is effective at fragmenting DNA, but the 
untargeted nature of this technique can 
also cause DNA damage, reducing cloning 
efficacy during amplification. 

• Hydrodynamic Shearing – The DNA molecules 
are fragmented by hydrodynamic shear 
stress when they are forced through a very 
small pore at high velocity. The shearing 
occurs randomly, but when the pore and 
velocity are kept constant, the fragment size 
distribution is low. The technique does have 
problems with the expensive machines 
becoming ‘clogged’, however. 

• Nebulisation – As with hydrodynamic 
shearing, the DNA is fragmented by forcing 
it through a fine hole at high speeds. The 
pressure of the mist produced by this 
indicates the size of the fragments. Of all 
of these techniques, nebulisation produces 
the largest size distribution and there 
have been problems in trying to automate 
the process. Nonetheless, the technique 
remains in use. 

“AT PRESENT, 
THERE ARE 
A RANGE OF 
COMMERCIAL 
KITS AVAILABLE 
TO HELP YOU 
PREPARE YOUR 
LIBRARY AS 
EFFICIENTLY AS 
POSSIBLE.”
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3. DA-TAILING

You only need to undergo dA-tailing if you intend to perform 
sequencing by synthesis on Illumina machines. The process 
involves binding an extra adenine nucleotide to the 3’ strands at 
either end of each blunted fragment. This addition generates a 
single nucleotide overhang at both ends of the fragments, which 
subsequently act as binding sites for adaptors in the next step. If 
you are not planning to use Illumina sequencers, then you can skip 
this stage and move straight on to step 4. 

4. ADAPTOR LIGATION

Regardless of whether your fragments have undergone dA-tailing 
or not, the next step is to attach adaptors to the ends of the 
DNA strands. These adaptors are short, known DNA sequences 
that are essential for the sequencing process. In sequencing by 
synthesis, for example, the adaptors enable DNA hybridisation 
to the primers in the flow cell, cluster amplification, and priming 
during the sequencing reaction. In some experiments, the adaptors 
also contain a ‘barcode’, which is a known sequence that allows 
for multiple samples to be studied in the same cell (multiplexing). 
Other sequencing techniques use adaptors as anchor points to 
tether DNA fragments to a solid phase during sequencing, such as 
agarose beads. 

5. AMPLIFICATION

At this stage of library preparation, your fragments are complete. 
However, for sequencing to be effective and accurate, you need 
to amplify the number of sequences present in solution; as was 
mentioned previously, this is most commonly achieved through 
PCR. For a detailed description of how PCR can increase fragment 
concentration, please refer back to Page 14. 

6. QUANTIFICATION

Once amplification is complete, you need to determine whether 
or not your library is rich enough for sequencing. You can do this 
through a process called quantification, for which there are multiple 
techniques available. The majority of quantification techniques rely 
on measuring the size of fragments in your library, such as through 
fluorimetry and spectrophotometry. Fluorimetry works by binding 
fluorescent molecules to the DNA fragments; longer fragments are 
able to bind more dye, due to having a larger binding area available, 
and so will fluoresce more brightly. In spectrophotometry, UV light 
is shone through the sample; larger molecules absorb more energy 
than smaller ones and so the UV transmission will be lower. 

If you are trying to balance multiple types of DNA fragments as part 
of a multiplexing technique, an alternative could be to use qPCR. 
With adaptor-specific primers, qPCR is able to quantify and amplify 
the number of a specific type of fragment. 

7. PURIFICATION

While purification is not always considered necessary, some library 
preparation protocols will conclude by purifying the final product 
via gel electrophoresis or bead clean-up. Once this has been done, 
the library preparation process is complete and your fragments are 
ready for sequencing. n

As was discussed in the previous chapter, most NGS techniques 
require short DNA fragments that are less than 800 nucleotides 
long. More recent alternatives, such as Nanopore or SMRT 
sequencing, are capable of dealing with longer reads and therefore 
require less severe fragmentation. This is something that you will 
need to account for during the DNA fragmentation process. Before 
you start your library preparation, you need to know what type of 
sequencer you intend to use so that you can design your library 
protocol to ensure you get the most accurate results possible. 

It is also important to note that, depending on the method of 
DNA or tissue storage used prior to library preparation, the DNA 
may already have sufficiently degraded to avoid the need for 
fragmentation. FFPE-stored DNA, in particular, has been recorded 
as not needing further fragmentation when brought out of storage. 

2. END REPAIR

Even the most precise techniques for DNA fragmentation do not 
always leave clean breaks at the ends of the DNA strands. Instead, the 
ends are typically a mixture of blunt ends, where both DNA strands 
have broken at the same point; 3’ overhangs, where the 3’ end of one 
strand is longer than the 5’ end of the other; and 3’ recessed ends, 
where the 3’ end of one strand is shorter than the 5’ end of the other. 

Just as varying fragment size can introduce bias during the later stages 
of library preparation, different strand ends can lead to the fragments 
being treated differently in the following steps. As a result, it is necessary 
for the ends to be cut into a uniform state through a process known 
as end repair. End repair is typically done in one of two ways: either 
by filling in the missing complementary strand of the overhangs, or by 
cleaving off the single strand so that the longer strand is equal to the 
recessed one. In either case, the resulting fragments should all have 
blunt ends, with both strands being of equal length. 
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AUTOMATING NGS SAMPLE 
PREPARATION – SCALABLE SOLUTIONS 

TO SUIT YOUR WORKFLOW

Molecular diagnostics techniques are now an 
integral part of the clinical laboratory's workload, 
with next generation sequencing (NGS) taking a 
leading role. The challenge most labs face is to 
provide rapid turnaround of results for ever-

increasing sample numbers, without compromising on quality 
or increasing staff numbers. Sample preparation is a critical 
step of the NGS workflow, and manual processing errors or 
inter-operator variability at this stage can compromise the 
accuracy, precision and reproducibility of results, potentially 
leading to repeat testing or incorrect treatment of patients. 

Automation of NGS sample preparation can alleviate these 
issues, allowing parallel processing of samples and increasing the 
reproducibility of library preparations, while minimizing sample 
processing errors. From small-scale hospital testing to the largest 
multi-center facilities, there is an NGS sample prep solution to 
suit virtually any workflow and, with so many things to get right to 
create high quality libraries for reliable NGS, there is no need to 
have unnecessary complexity in your liquid handling. 

OFF-THE-SHELF SOLUTIONS

Despite the rapid growth of molecular diagnostics, few labs will 
have a large number of experienced staff available to perform 
this work. This limit on resources and expertise, combined with 
the requirements for standardization and reproducibility that 
are essential for clinical applications, mean that most labs rely on 
commercially-developed library preparation kits and protocols to 
perform their NGS sample prep. Many of these kits are well-suited to 
automation, and there are a number of standardized and validated 
platforms – such as Tecan's Freedom EVO® NGS workstation – that 
have been developed in collaboration with library preparation kit 
manufacturers to offer turnkey, verified performance. 

Leiden University Medical Center has taken advantage of this 
approach to automate its routine molecular testing, while still 
having the flexibility to develop new protocols and conduct research 
studies. Ronald van Eijk, a researcher in the hospital's Department 
of Pathology, explained: "Despite not being a particularly high 
throughput lab, we try to automate as much of our workflow as 
possible, helping to maintain the high quality standards necessary 
in a clinical environment. Sample preparation is especially important 
for NGS protocols and, as we already had a Tecan liquid handling 
workstation for pre-PCR sample processing, we were keen to see 
what the company could offer us in terms of post-PCR library 

preparation. The Freedom EVO NGS workstation had just been 
launched and fitted our needs perfectly, as the entire Ion AmpliSeq™ 
library preparation protocol was already pre-installed on the system. 
This allowed us to implement the system for routine diagnostics 
within just two months of getting the platform up and running."

Ronald continued: "We currently process between 30 and 50 
patient samples every week for routine molecular diagnostics, 
and the system is very easy to use via the TouchTools™ 
touchscreen interface. At the moment we have only implemented 
the most time-consuming and laborious elements of our 
workflow, but it is already saving us almost two hours of 
technician time per run. We also perform a large number of 
research projects alongside our routine testing, which can vary 
in size from under 100 to over 1,000 samples. The instrument’s 
96-well plate format and throughput are invaluable for this work, 
saving a lot of time and providing the additional capacity we need 
to run research projects alongside our clinical workload.”

THINKING OUTSIDE THE BOX 

The use of NGS as a genomics tool isn't just limited to clinical 
environments, and there are a variety of approaches being 
adopted in other fields which could benefit labs looking to redesign 
their molecular testing workflows. For example, Canada’s Molecular 
Genetics Laboratory (MGL) at the Pacific Biological Station 
uses DNA analysis to identify and track salmon from different 
hatcheries. Automation of its NGS workflow has enabled the 
laboratory to introduce parentage-based tagging, a cost-effective 
alternative to the traditional coded wire tag system. Research 
scientist Terry Beacham explained: “Previously, stock composition 
was primarily determined by microsatellite analysis, and, when we 
first considered using single nucleotide polymorphisms (SNPs) for 
genetic stock identification, the number of SNPs we would need to 
run meant it simply wasn’t viable. However, with the advent of NGS 
protocols, we invested in an Ion Proton™ System – enabling us to 
cost-effectively analyze several hundred SNPs at one time using 
Applied Biosystems' AgriSeq™ library preparation.”

To take full advantage of the throughput capabilities of the 
Ion Proton System, and to provide additional flexibility in the 
lab, the MGL invested in two Freedom EVO workstations. “We 
chose Tecan because it is a well-known brand with a good 
reputation and quality products," Terry added. "There is also 
the added advantage that the company offers sequencing 
verified, flexible protocols for Ion AgriSeq library preparation, 
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developed in collaboration with Thermo Fisher Scientific. One of 
our technicians attended a Freedom EVOware® training course, 
and the knowledge she gained from this allows her to write 
many scripts for users from different groups, which is a real 
benefit. We’ve been running the systems for about two years 
now, developing the workflow and optimizing the scripts for our 
applications, and can now run four chips a week – representing 
over 1,500 fish. While NGS is quite a new technology in fisheries 
management, I can foresee that it is going to become the way of 
the future in a lot of applications.”

FOUND IN TRANSLATION 

Lessons can also be learned from the clinical research sector, 
where high throughput is critical for large-scale genomics 
studies looking at a wide range of diseases. The Centre for 
Translational Microbiome Research (CTMR) – a collaboration 
between Sweden's Karolinska Institute, Science for Life 
Laboratory (SciLifeLab) and Ferring Pharmaceuticals – and the 
Human Microbiome Translational Research Program (HMTRP) 
aims to better understand the contribution of the human 
microbiome to human health, with the goal of developing 
novel therapies. One of the CTMR’s current focuses is on 
the microbiomes of the female reproductive organs. Maike 
Seifert, Laboratory Engineer at CTMR, explained: “Microbiota 
are thought to play a significant role in women's reproductive 
health, but the major problem with this is that, in order to 
understand what is abnormal, first we need to know what is 
'normal'. Because so little comprehensive research has been 
done in this area, a 'normal' baseline of the micro-organism 
population has not been established, and so we have just 
begun a large study to better define this. Human error is one 
of greatest risks to results in any lab, and so I am a big fan of 
using automation to reduce hands-on time as much as possible, 
especially for this type of high throughput study.”

The CTMR team is using next generation sequencing to establish 
a baseline of the microbiota present in healthy individuals. 
Maike continued: "When samples arrive in our laboratory, we 
begin by extracting and aliquotting the DNA using a Freedom 
EVO workstation, then quantifying the resulting extracts using a 
Spark® reader. DNA normalization is performed by our Fluent® 
Automation Workstation*, which uses the Spark concentration 
data to automatically calculate the exact pipetting volumes. 
The system then performs the library preparation, generating 
sequencing-ready samples that can be run on our MiSeq™ 
platform."

Maike continued: "We chose the Fluent system to overcome 
a major bottleneck in our workflow, and this has reduced the 
normalization step from two and a half hours per plate to just 
15 minutes, saving a huge amount of time. Another benefit, 
which we hadn’t appreciated until we began validating the 
system, is that the Fluent pipettes incredibly precisely; I've never 
seen an automated platform anywhere near as accurate – it's 
wonderful. This will be particularly useful for whole genome 
sequencing, which requires extremely precise amounts of DNA 
from very low concentrations of starting material – as little as 
0.2 µg/µl – to achieve high quality libraries. Using the Fluent has 
certainly improved the quality of our library preparations, and 
our laboratory staff are happier.” 

SUPER-SIZED GENOMICS

Combining speed and reproducibility with flexibility is the key 
to efficient high throughput assay automation, making fast 
and versatile liquid handling workstations essential to ensure 
optimum productivity. Ambry Genetics, based in Aliso Viejo, 
California, specializes in genetic clinical diagnostics, offering 
services such as screening for familial cancers and exome testing 
to identify previously undetected mutations. The company’s 
‘Superlab’ uses around almost 50 liquid handling workstations to 
meet its clients’ needs and ensure a fast turnaround of results. Joy 
Rae-Radecki Crandall, Director of Assay Automation, commented: 
“Automation is vital for our work, and we are long-term users of 
Tecan’s liquid handling platforms; we have more than 30 Freedom 
EVO systems, and recently acquired 16 Fluent Automation 
Workstations to increase our capacity, speed and flexibility.” 

The Superlab was designed to be as efficient and high throughput 
as possible, with a capacity of thousands of samples per run, and 
the flexibility to swap out different assays and chemistries. Joy 
continued: “Each of our systems has been tailored to our specific 
requirements, whether it is a large Fluent 1080 with a carousel 
and Stacker, or a medium-sized, dual arm Fluent 780 platform. 
We customized every system for an individual assay, with 
different liquid handling arms and integrated third-party devices 
where necessary. Critically, the Fluent system’s design gives us 
the flexibility to easily change the deck layout. Not only does this 
provide built-in redundancy – switching from a layout customized 
for NGS to a microarray set-up is quite straightforward – it also 
allows new chemistries and assays coming onto the market to be 
explored without major time and cost implications.”

“FluentControl™ – with its TouchTools interface and ‘wizard-like’ user 
guidance – simplifies user management and the day-to-day operation 
of the systems. Operators can only see and run those scripts that they 
have been certified competent for, and the video feature is useful too; 
we can make instructional videos showing the user how to set up the 
deck, troubleshoot a run, and perform infrequently used protocols. 
This avoids the need for hands-on refresher training, and makes the 
systems very logical and easy to use.”

SUMMARY

Regardless of your laboratory's throughput, automation of 
liquid handling steps and NGS sample preparation protocols can 
help you to increase throughput and reproducibility. Choosing 
the automation solution that best matches your workflow 
needs – from off-the-shelf systems to bespoke, multi-platform 
installations – can enhance your productivity and ensure the 
rapid and cost-effective turnaround of high quality results. n

* For research use only, not for use in diagnostic procedures
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INTRODUCTION
After a DNA sample has been sequenced, the raw data generated by 
the sequencer needs to be converted into useful biological and clinical 
information. This is achieved with genomic data analysis. Because of 
the variations and complexities of the human genome, this analysis 
is a very complicated and computationally expensive undertaking. To 
reduce the strain of this challenge and simplify the workflow, genomic 
analysis is typically divided into three main stages:

1. Primary analysis – This stage is where the nucleotide code is 
discerned from the raw sequencer data, along with quality scores 
that determine the accuracy of the sequencer. 

2. Secondary analysis – During this stage, the sequences of the DNA 
fragments are aligned to a reference genome, or according to 
a de novo assembly. Once aligned, genomic variants are called 
according to differences between the constructed DNA sequence 
and the genome used during alignment. 

3. Tertiary Analysis – As the most clinically relevant analysis stage, 
tertiary analysis involves using the variants called during secondary 
analysis to infer biological or clinical significance. It is during this 
stage that genomic diseases can be identified and diagnosed.  

This chapter will discuss how these three analysis stages can be 
completed to generate the most accurate results possible, and what 
considerations need to be made when analysing sequencing data. 

“HISTORICALLY, GENOMIC 
DATA ANALYSIS HAS BEEN 
A VERY COMPLICATED, 
LENGTHY, AND EXPENSIVE 
PROCESS. NOW, THERE ARE 
A RANGE OF TOOLS AND 
PROGRAMS AVAILABLE 
ACROSS ALL STAGES OF 
THE ANALYSIS WORKFLOW, 
WHICH MAKE THE PROCESS 
MUCH MORE ACCESSIBLE.”
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PRIMARY ANALYSIS
During NGS, genomic sequencers create a map of ‘colours’ that 
indicate the nucleotides present, which is then converted into a 
series of binary signals that dictate the sequence of the DNA or RNA 
in a sample. For genomic researchers to be able to comprehend 
and use this information, it needs to be translated from binary 
arrays of 1s and 0s to the ACTG code that we use to denote 
nucleotides. This translation is the basis of primary analysis.

Primary analysis is often performed by the sequencer itself, instead 
of relying on a third party program, and so the software is provided 
by the manufacturer alongside the hardware. The program converts 
the binary code into a series of unaligned raw ‘reads’ (the ACTG code 
of the DNA fragments), and calculates a quality score that dictates 
how accurate each base assignment is believed to be. Some of 
the more recent analysis pipelines deviate from this tradition, and 
instead involve the sequencer’s output being run through a separate 
pipeline to generate a FASTQ file; regardless of the workflow used, 
the output file should contain the same information.

Quality scores are commonly recorded as a value on the Phred 
scale. The scores were initially developed during the Human 
Genome Project in the ‘90s, as a way of expanding their automation 
processes. Since then, Phred scores have been widely adopted 
as a method for characterising the accuracy of sequencer reads, 
particularly in the automatic determination of quality-based 
consensus sequences. The logarithmic scale uses multiples of 
10 between 10 and 50 to denote the chance of a nucleotide 
assignment being incorrect. For example, if there is a 1 in 10 chance 
of the assignment being wrong, then it will be given a Phred score 
of 10; alternatively, if there is only a 1 in 100,000 chance of an 
incorrect assignment, then it will be scored as 50. 

Many sequencers will output the data obtained during primary 
analysis as a FASTQ file, containing the ASCII text data denoting the 
ACTG code and the associated Phred scores. This FASTQ file can 
then be fed directly into the secondary analysis workflow.

SECONDARY ANALYSIS
As was mentioned previously, primary analysis provides reads as 
an unaligned series of nucleotides, as sequencers typically only 
work with DNA fragments instead of whole chromosomes. While 
unaligned, these reads cannot provide insight into the overall 
genome, as it is impossible to identify variants without an idea of 
each sequence’s position within a genome. To account for this, 
secondary analysis begins by assembling the reads onto a reference 
genome or provided set of scaffolds, as accurately as possible. 

READ ASSEMBLY

Before reassembly, each read is assessed to determine its length and 
quality. Very short reads are generally difficult to assemble correctly 
as the sequence is more likely to be found at multiple loci throughout 
the genome, and low quality can denote incorrect nucleotides. Short, 
inaccurate reads are therefore discarded from the read pool, ensuring 
that optimal results can be obtained during secondary analysis. 

Once the data has been filtered, read assembly typically progresses 
via one of three possible techniques:

MAPPING TO A REFERENCE GENOME

Reference genome mapping has historically been the most 
widely used technique for read assembly, in part because of its 
simplicity. The technique involves using a complete genome that is 
representative of the species in question, i.e. a reference genome. 
The reference acts as a ‘template’, against which the reads can be 
mapped to build a whole image of the genome being investigated.

A reference genome can take many forms. For instance, in cases where 
the inheritance of a gene is being studied, the reference genome may 
be that of the parent. More frequently, however, the reference will 
take the form of a carefully constructed genome that is designed to 
be a single ‘average’ example of the genome from a given species. For 
example, the Genome Reference Consortium, an organisation managed 
by the US National Centre for Biotechnology Information, produces one 
of the most widely used human reference genomes. Their most recent 
reference genome, GRCh38, was initially released in the latter half of 
2013, and has since seen a number of updates and patches to improve 
its quality. The accuracy and utility of the GRC references has made 
them popular within the clinical environment, and many laboratories 
and hospitals are now in the process of transitioning from GRCh37 to 
GRCh38 for read mapping and variant calling. 

At present, there are a number of computational tools and programs 
available that identify the most likely position of each read in 
comparison to a reference. Many of the available alignment programs 
are accessible via open source licenses, such as the commonly used 
Bowtie and Burrows-Wheeler Aligner (BWA). Both of these programs 
are designed to map short reads against full-sized genomes using 
multiple algorithms to account for variable read lengths. Typically, 
Bowtie is considered faster than BWA, but at the cost of slightly lower 
accuracy. Bowtie is also able to provide a summary that includes 
information regarding the total number of aligned reads, and 
alignment consensus. When working with BWA, this type of summary 
would need to be produced by third party tools.

Some of the more recent alignment tools are now also benefitting 
from a Field-Programmable Gate Array (FPGA), a specialised processor 
that is capable of hardware-based acceleration of genomic data 

Figure: In sequence alignment, the unaligned reads (blue) are searched for 
overlaps. When loci such as are shown, with the same sequence occurring in 
multiple reads, are identified a consensus sequence (red) can be generated. 
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analysis. The flexible and focused nature of the processor has 
demonstrated that it is capable producing results up to 28 times faster 
than Bowtie, although the technology is still in its early stages. 

Through continual iterations and improvements, reference genome 
mapping programs are now able to map genomes rapidly and 
accurately. The speed, accuracy, and simplicity of reference genome 
mapping have made it a very popular technique. One of the biggest 
problems, however, is that the method relies on having an accurate 
reference genome available, which may not always be the case. 
Moreover, individuals of the same species will have many different 
genomic variants, most of which are harmless and which account 
for the diversity seen in nature. As a result, it can sometimes be 
difficult to accurately determine the location of reads because of 
natural differences between the sequences. 

GRAPH-BASED REFERENCE GENOMES

As with reference genome mapping, assembly using graph-based 
reference genomes works by fitting reads to a completed genome 
that acts as a guide. The difference is that instead of using a single, 
representative genome, the technique uses a ‘graph’ that represents 
the genomic data of hundreds of thousands of individuals of that 
species. By combining many different sets of genomic data, the 
analysis platform constructs a sequence that indicates the percentage 
chance of different nucleotides at each variant position. For example, 
if 80% of the population has an Adenine base at one locus, and the 
remaining 20% has a Thymine, the graph genome will account for both 
possibilities. As a result, this method is considered to be more accurate 
and reliable than using a single reference genome.

The problem with graph-based reference genomes is that 
correlating such large amounts of data requires a tremendous 
amount of computational power. As technology improves, 
graph-based reference genomes are becoming more accessible 
to researchers and clinicians, but they are still limited in their 
applications. Nonetheless, if the computational challenges can be 
overcome, graph-based reference genomes could offer a highly 
accurate and reliable way of mapping DNA reads. 

DE NOVO SEQUENCE ASSEMBLY

To counteract the issues presented by reference genome mapping 
and graph-based genomes, de novo sequence assembly doesn’t 
rely on a reference genome at all. Instead, reads are assembled 
computationally through a variety of different methods and 
programs, one of the most common of which relies on read 
overlap. Overlapping reads are identified by searching for regions 
at the ends of reads that appear on multiple fragments, indicating 
that those reads may exist at the same locus in the genome. By 
calculating the probability of these overlaps, often called contigs, 
and establishing the order of each fragment, the program can 
gradually build a single, continuous sequence. 

Various computational tools, such as Ray or Trinity, are available 
that can calculate the probabilities of identical sequences being 
read overlaps and mapping the reads accordingly. Without the 
need for a reference genome, de novo sequence assembly can be 
performed on genomes of any species, regardless of the amount of 
previous genomic data available. 

“QUALITY SCORES ARE COMMONLY 
RECORDED AS A VALUE ON THE PHRED 
SCALE. THE SCORES WERE INITIALLY 
DEVELOPED DURING THE HUMAN 
GENOME PROJECT IN THE ‘90S.”
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VARIANT PRIORITISATION WITH EXOMISER 
Exomiser compares genetic variants with Human Phenotype 

Ontology (HPO) terms. HPO terms are standardised descriptions 
of how genetic variants may manifest in a patient, as well as 
those of common model organisms, such as mice or zebrafish. 
For example, the HPO term HP0004925 codes for Chronic Lactic 
Acidosis, or chronic build-up of lactic acid in the muscles. By 
using these standardised terms, symptoms between patients, 
and even between model organisms, can be compared.

Genetic research has highlighted a huge number of 
associations between specific genes and their phenotypic 
symptoms. For example, the BBS5 gene, which is required for 
the healthy development of cilia, and its role in Bardet-Biedl 
Syndrome. By using these model organisms alongside humans, 
software such as Sapientia can add almost 30,000 further genes 
with known phenotype associations to the dataset, allowing for 
faster and more accurate identification of causative genes.

Exomiser also uses ‘semantic comparison methodology’, 
which compares genes based on the similarity of their function 
rather than their position in the genome sequence. Exomiser 
uses two pre-computed scores taken from the Sorting Intolerant 
from Tolerant (SIFT) and Polymorphism Phenotyping version 
2 (PolyPhen-2) databases, which both predict how amino acid 
substitution affects protein function.

Exomiser then assigns a Phenotypic Relevance Score by 
cross referencing any variants found in the patient against 
the effects of that gene in model organisms, as well as 
other humans. The score is based upon the variant’s known 
pathogenicity and the likelihood of it being linked to the 
patients’ recorded phenotypes. Together these form the basis 
of Exomiser’s final hiPHIVE Score in which it designates the 
variant’s potential pathogenicity. 

The Exomiser suite assigns further scores to support its final 
hiPHIVE score. The first of these is the ‘variant score’, which 
is based on allele frequency - the frequency that a variant is 
seen in the population. Next comes a ‘gene phenotype score’ 
that decides how critical the gene in question is to the patient’s 
recorded HPO terms, for example if an individual carries a 
mutation in both the BRCA1 and BRCA2 genes, the risk of breast 
cancer leaps up to as much as 90% in later life. Finally, a ‘gene 
variant score’ is applied to the most potentially dangerous 
possible genes. The various scores are brought together to form 
a gene combined score upon which it is ultimately ranked.

This score and its related phenotypic information is then 
checked against the Online Mendelian Inheritance of Man 
(OMIM) and Orphanet databases, which catalogue human genes 
linked to disorders and disease.

THE CHALLENGE OF GENOMIC DATA
Despite the great strides that scientists have been making in 
recent years, only around 35% of the human coding genes have 
been sequenced and identified. Software such as Sapientia uses 

Every one of us possesses variants throughout our 
genetic code. Millions of them. Most are harmless, some 
may even be beneficial, but a tragic fraction carry the 
devastating consequences of rare and potentially deadly 
diseases. It is the identification of these dangerous, 

pathogenic variants that is the basis for genomic medicine. 
Whereas as a genome contains all of the genetic material of an 

organism - 3.2 billion letters, or ‘base pairs’, in a human - an exome 
is the part formed by exons. These are the parts of the genome 
that are actually transcribed into RNA, and thus proteins. The 
typical exome sequence of any individual is just 2% of the genome 
and commonly contains more than 30,000 variants. When an 
exome is sequenced and analysed we identify thousands of exomic 
variants relative to the human reference (or ‘normal’) genome. 

The challenge therefore becomes sorting through them and 
deciding which variant is a harmless one, and which one is 
causing the disease. This then allows clinicians to use genomic 
decision support and analysis software such as SapientiaTM, 
from Cambridge based, Sanger spin-out Congenica, to increase 
their diagnostic yields and facilitate faster and more accurate 
diagnoses, ultimately changing lives.

 

SIFTING FOR A SOLUTION
One solution for this has come in the form of the Java based, 
open-source tool, Exomiser, which uses algorithms to annotate 
and prioritise variants from whole-exome sequencing. The 
program was developed in 2014 by the Monarch Initiative, a 
cross institutional collaboration between the UK’s Wellcome 
Trust Sanger Institute, Berlin’s Charite Universitatsmedizin and a 
number of leading American and British Universities.
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exomiser adds tens of thousands of genes 
from model organisms used throughout 
research, and uses HPO terms to bring 
uniformity to their descriptions. It then uses 
this data to boost the identification rates of 
various phenotypes and their causative genes.

The technology can work across exome 
sequences, gene panels and even be 
used on the vastly larger and less widely 
understood whole genome sequences, 
though it may still struggle with elements 
such as structural or copy number 
variants. Exomiser is more than capable of 
supporting a clinical scientist to drill swiftly 
down through the millions of possibilities to 
find the variant that is causing a disease. 

Exomiser performs best in situations where 
a patient’s phenotypes (or ‘symptoms’) have 
been well defined throughout their health 
record. Whilst Exomiser can be run in isolation 
on any computer, it is at its most streamlined 
when optimised into a wider suite of tools, 
ideally integrated into a comprehensive 
clinical genomics analysis platform such as 
SapientiaTM, from Cambridge based Sanger 
spin out Congenica.

Such platforms enable clinicians to apply 
Exomiser alongside numerous other open 
source and proprietary solutions to their 
clinical or research investigations. Bringing with 

“THE TYPICAL EXOME SEQUENCE OF ANY 
INDIVIDUAL IS JUST 2% OF THE GENOME 
AND COMMONLY CONTAINS MORE THAN 
30,000 VARIANTS.”

it, in the case of Sapientia, the platform’s own 
extensive knowledge base on top of sources 
such as OMIM or Orphanet integrations, 
putting more diagnostic power at the clinician’s 
fingertips than any other solution.

Ever since the first successful identification 
of a disease causing variant from Whole 
Exome Sequencing (WES) in 2010 the 
industry as a whole has made impressive 
advances. The extra diagnostic power that 
Exomiser can bring to a clinician can be 
the critical element by essentially doubling 
the number of gene associations available. 
It can save time and money for institutes 
and experts and provide the diagnoses and 
treatment possibilities for which rare disease 
patients are so desperate, and in the long-
run, save lives. n
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The problem with this method is that it can be very difficult to perform 
accurately, and the computational requirements are high. As with other 
methods, genomic regions that contain series of repetitive sequences are 
particularly hard to resolve, especially if the sequencer used generates 
short read lengths. Nonetheless, improved computational power and the 
lack of a reference genome have meant that de novo sequence assembly 
has become a relatively popular technique for read alignment. 

READ DEPTH AND COVERAGE

Regardless of the read assembly technique used, secondary analysis will 
then continue in the same way for all experiments. Once all the reads 
have been aligned into a single consensus sequence, the average depth 
and coverage of the reads, both over the target loci and the genome as 
a whole, need to be determined as a measure of accuracy.

The term ‘depth’ refers to how many reads of the same locus 
(reads covering a single base position) are present in the data. As 
de novo assembly relies on these overlaps for read mapping, the 
read depth typically has to be higher for the technique to work. 
Higher depths (indicating more reads that overlap) indicate a 
greater confidence in the consensus sequence, and thus are more 
likely to be accurate alignments. 

Coverage allows researchers to quantify how much of the genomic 
region is represented in their data. Contrary to popular belief, there are 
sections of the human genome that have never been fully sequenced, 
largely because they contain highly repetitive regions that have been 
very difficult to clarify through NGS and read assembly. By calculating 
the coverage achieved in each experiment, researchers are able to 
identify how representative their data is of the subject being studied. 

VARIANT CALLING

After read assembly and the calculation of average read depth, the 
next stage in secondary analysis involves variant calling. Variants 
can take many forms, such as changes in single nucleotides, known 
as Single Nucleotide Variants (SNVs), or in the number of copies of a 
specific genomic region, known as Copy Number Variants (CNVs).

The process by which variants are identified is not dissimilar to reference 
genome mapping. Using algorithms, researchers can directly compare 
their constructed, sequenced genome to a complete reference, typically 
a ‘healthy’ model of the species in question. As with read assembly, it is 
now possible to perform variant calling with a graph-based reference 
genome, although this presents the same issues as were discussed in the 
previous section. The program can then highlight the genomic loci where 
the sequences of the two genomes differ and label the type of variant 
detected. Some of the most common variant types are listed below:

• Single Nucleotide Variants (SNVs) or Single Nucleotide 
Polymorphisms (SNPs)

• Copy Number Variants (CNVs)

• Insertion or Deletion Mutations (Indels)

• Structural Translocations

• Structural Inversions

In many cases, these variants are essentially harmless; as a species, 
we rely on this natural variation to remain genetically viable and 
to evolve over time. At the same time, if these variants develop 
in genes that are vital to cell survival or proliferation, then they 
can result in serious genetic diseases. Determining which of these 
two categories a variant falls into is something that is dealt with in 
tertiary analysis, so variant callers and annotators at this stage will 
not ascribe biological impact to the variants they find. 

There are many different variant calling programs available, each 
with their own advantages and disadvantages. Two of the most 
common factors to consider when deciding on a variant calling 
program are the speed and the accuracy of the calls. In a clinical 
setting in particular, it is important that variants can be identified 
and labelled quickly, so that a diagnosis is not delayed and the 
patient can be treated as soon as possible. 

Regardless of the program used, however, variant calling can still 
be influenced by other external factors, such as contamination by 
artefacts from the amplification process or errors made during 
sequencing and read alignment. Most importantly, the quality 
of variant calling is dependent on the characteristics of the 
reference genome used; if the reference is of poor quality and isn’t 
representative of the species, then the variant caller will label many 
‘variants’ that do not have biological significance. 

Once the variant caller has finished its analysis, it will produce a 
Variant Call Format (VCF) file containing a list of all the detected 
variants and, depending on the caller, their annotations. As 
secondary analysis doesn’t differentiate between significant and 
non-significant variants, the VCF file will label many more loci than 
will eventually be clinically reported. To keep the file size down and 

“AS SECONDARY 
ANALYSIS DOESN’T 
DIFFERENTIATE 
BETWEEN 
SIGNIFICANT AND 
NON-SIGNIFICANT 
VARIANTS, THE 
VCF FILE WILL 
LABEL MANY 
MORE LOCI THAN 
WILL EVENTUALLY 
BE CLINICALLY 
REPORTED.”



VARIANT CALLING AND ANALYSIS

Clinical Genomics 101 / 41

eliminate unnecessary processing, VCF files will not contain the 
genomic sequence itself. As a result, the VCF file for WGS is typically 
only around 100Mb. For TGPs, they can even be less than 10Mb. 

TERTIARY ANALYSIS
The VCF file generated during secondary analysis is then ready to move 
into tertiary analysis. This is by far the most difficult of the three stages 
of genomic data analysis, as well as being the most clinically relevant 
step. It is during this analysis that biological meaning is ascribed to the 
data generated during sequencing, which ultimately makes up the 
content of the clinical report produced at the end of the process. 

The general aim of tertiary analysis is to integrate the patient’s 
genomic information and phenotypic data, so that links can be 
determined between the two. To do so, clinicians commonly utilise 
a number of different analysis platforms, all of which can provide 
different information, in order to build a more rounded picture of 
the genome they are studying. They will likely also draw information 
from multiple genomic or variant databases, to give them the 
broadest analysis pool possible. 

The first stage of tertiary analysis is usually to eliminate known, 
harmless variants. An unfiltered VCF file will contain a multitude 
of variants that can be attributed to natural variation, and many 
of these can be eliminated through comparison to other, healthy 
individuals. With these known variants removed, there should be 
far less data to analyse and the workflow should take less time. 

Analysis will then move onto comparing the patient’s genomic 
data with that of other individuals with the same disease or similar 

symptoms, or, for rare diseases, that of other family members. In 
cases where patients are thought to have a specific condition, their 
genomes are frequently interrogated using targeted gene panels, as 
was mentioned in the previous chapter. This targeted sequencing 
means that, at this stage, direct analysis of the known risk loci can 
rapidly proceed. 

Whether a targeted gene panel or WGS is used, this stage may 
identify a known disease-linked mutation in the patient’s genomic 
data. If this is the case, then it may be sufficient for a clinician 
to diagnose a patient and, potentially, alter their treatment plan 
accordingly. However, only around 25% of rare disease cases are 
solved by investigating a patient’s genome for known disease-linked 
variants; the remaining 75% of cases require the interrogation of 
unknown loci within the genome.

Investigations into these unknown areas are, by their nature, 
difficult to plan or predict. Despite the progress we have 
made in genomics over the last few decades, there are still 
very large regions of the genome of which we have little to no 
understanding. As a result, trying to determine if a previously 
unknown variant has any bearing on a patient’s phenotypic 
condition is tremendously difficult, and in almost all cases relies 
on probability calculations instead of clear causal evidence. When 
causal evidence is unavailable, a clinician cannot use the variant to 
draw conclusions about the patient’s condition and, as such, the 
information is not diagnostically useful. 

Nonetheless, exploring areas of the genome that are not well-studied 
is vital to learning more about disease-linked genes. To enable this 
type of investigation, there are a range of different approaches that 
clinicians can use while studying a patient’s genome. 
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VARIANT IMPACT

Variant impact is a measure of how significant of an effect a variant 
has on the gene in which it exists. Variants with low impact, for 
example, will likely not change the action of the gene much, if at 
all. On the other hand, high impact variants could completely alter 
or even silence gene activity. Understanding a variant’s impact 
is therefore necessary when prioritising which variants are most 
influential in the condition being observed. 

To help clinicians assign an impact factor to each variant, there are 
now a number of computational prediction tools available, such as 
Ensembl’s Variant Effect Predictor or Charité’s MutationTaster. These 
programs use a variety of calculations and statistics to estimate 
and predict how each unknown variant could affect the action of 
the gene in which they have occurred. These calculations are based 
on a range of features, such as the position of a variant within the 
gene. When frameshift mutations develop near the ‘beginning’ of a 
gene, then they are more likely to have a larger impact on the gene 
activity by virtue of their influence over the triplet code. In contrast, if 
a frameshift mutation occurs near the end of a gene, then it will likely 
only affect a small percentage of the overall gene code. In protein-
producing genes, this could mean that only the last few amino acids 
of the product are altered, instead of the majority. 

Similarly, some variants will not have an impact on the amino 
acid sequence of a coding gene at all. When DNA is transcribed, 
every three nucleotides codes for a specific amino acid or a stop 
codon, which marks the end of the protein chain. As there are 64 
possible combinations of the four bases in blocks of three and 
only 20 natural amino acids, a level of code degeneracy is possible, 
whereby different triplet combinations code for the same protein. 
For example, the combinations TCT, TCC, TCA, and TCG will all result 
in serine being added to the protein chain. 

This type of degeneracy means that some variants will have no 
effect on the product of gene transcription; because of their nature, 
these variations are known as synonymous mutations. When 
prediction tools identify these variants, they can immediately assign 
them as low impact, as it is known they will not alter gene activity.

Once their analysis is complete, these computational tools can 
organise the variants present into an order of priority, with high 
impact variants being labelled as the most important. While variant 
impact calculations will not necessarily indicate which variants 
are responsible for a medical condition, they can help to rule out 
mutations unlikely to be the cause of the disease. 

INHERITANCE

Some variants in a person’s genome will be directly inherited from 
their parents; others are categorised as de novo mutations, and occur 
spontaneously between subsequent generations. By directly comparing 
the genomes of the mother, father, and child, the offspring’s variants 
can be differentiated across these two groups. In cases where are 
disease is believed to have been inherited from the parents, this type 
of analysis can identify the variants most likely to be involved in the 
condition. Alternatively, if both parents are healthy, inheritance analysis 
can locate the variants that have been passed on between generations 
and therefore are unlikely to be causative in the patient’s condition. 

ASSIGNING PATHOGENICITY

Variant impact and inheritance are just two of the ways in which 
clinicians can investigate a patient’s genome. Over the last few 
years, a range of alternate techniques and approaches have been 
developed as our understanding of the genome has grown. Using 
these tools, a clinician should be able to compile a list of the 
variants most likely to be linked to the patient’s condition, but this 
isn’t always enough to help diagnose or treat them. 

Instead, it can be useful to search for the identified variants in the 
available medical literature. Despite the relative novelty of NGS and 
clinical genomics, there are already millions of articles, papers, and 
guidelines published which may be able to help identify variants. 
There is no guarantee that any of the detected variants will have 
been reported as being disease-linked, but in some cases, a detailed 
search may be able to direct a patient towards a specific diagnosis. 

Regardless of the techniques used, tertiary analysis will end when 
the variants identified during the previous stage are all sorted into 
one of five categories:

1. Pathogenic – Also known as disease-linked, these variants are 
ones that are known to be causative or related to the disease 
phenotype being exhibited by the patient.

2. Likely Pathogenic – These variants are thought to be pathogenic, but 
lack the necessary amount of evidence to confirm that assessment. 

3. Benign – These variants are primarily made up of the mutations 
that were ruled out during the first stage of tertiary analysis. They 
are known to be non-harmful and, importantly, unrelated to the 
condition being investigated.

4. Likely Benign – These variants are thought to be benign, but lack 
the necessary amount of evidence to confirm that assessment.

5. Variants of Unknown Significance (VUS) – These variants are ones 
which cannot be confidently placed in any of the other categories. 
Typically they are variants that have not been reported in any 
previous literature or which occur in poorly understood genes. 
Whether or not these results should be reported is a debated 
issue, something which will be discussed in a future chapter.

These five categories are the result of variant classification guidelines 
published in 2015 by the American College of Medical Genetics and 
Genomics (ACMG). The guidelines outline what circumstances can 
lead to a variant being assigned to each category, and what features 
to watch out for to avoid misclassifications. The guidelines also discuss 
how these classifications can best be reported to patients, something 
which will be discussed in a later chapter. 

SPECIALISED PROGRAMS

The many different possible approaches to tertiary analysis 
enable researchers and clinicians to deeply interrogate their data 
for a multitude of variants and genetic features. However, the 
breadth of tools available can also make it difficult to identify the 
technique that is most likely to identify the variants of interest 
in the shortest possible time. In such cases, it may be more 
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effective to use a specialised analysis program that focuses on 
identifying the types of variants specifically being looked for.

One such example is Exomiser, a Java data analysis program 
developed by the Monarch Initiative, a collaboration between multiple 
organisations including the Wellcome Trust Sanger Institute and 
Charité Universitätsmedizin. The program analyses VCF files containing 
genome or exome data and annotates, filters, and prioritises any 
variants that are likely to be causative of a physiological condition, 
based on phenotypic characterisation of the patient’s symptoms. 
By drawing on data from a multitude of external resources, such as 
the ExAC database and dbSNP, Exomiser is able to report variant 
frequency, quality, predicted or known pathogenicity, and inheritance. 
Exomiser is also capable of drawing on phenotypic information 
obtained from model organisms, such as mice and zebrafish, to 
supplement areas where there is limited human evidence.

The software utilises semantic comparison methodology, alongside 
two distinct algorithms which can generate the phenotypic 
relevance score that determines a variant’s priority. Random-walk 
analysis can then be used to generate a scored list of variants that 
indicates the genomic regions most likely at fault. This type of 
scoring has proven to be a very powerful tool, raising the diagnostic 
yield in clinical research from roughly 35% to almost 80%. 

Exomiser is just one of the specialised programs available to researchers 
and clinicians to identify selected types of variants. These programs can 
be very helpful in streamlining and shortening the analysis workflow, 
but they are dependent on pre-existing knowledge in the area. Without 
access to a wide range of datasets and research, such as those used by 
Exomiser, these programs will be unable to draw accurate conclusions. 
For more well-studied conditions, this isn’t too much of an issue, as the 
necessary data is available. When trying to identify rarer conditions, 
however, the programs may be less accurate, as they do not have the 
necessary information to make clear predictions about each variant. 

Nonetheless, as time goes on, the number of known disease-
linked variants has been increasing, and this trend looks set to 
continue. Hopefully, in the future, we will have a strong enough 
understanding of the links between the genome and the phenotype 
that tertiary analysis will be able to identify the most significant 
variants in all patients’ genomes. While this may not be the case 
right now, sequencing and analysis of patients’ genomes has helped 
a great number of people to reach a diagnosis or to receive more 
tailored care, improving treatment outcomes. 

CASE CONTROL ANALYSIS
As with any scientific experiment, genomic investigations need 
to have a number of ‘control cases’ that can act as reference 
points. These control cases can validate the conclusions of an 
experiment by confirming that any changes or discrepancies were 
a result of the conditions of the investigation, and not random 
chance. In genomic analysis, for example, a control case may be 
a healthy individual without the disease in question, who doesn’t 
demonstrate the variant thought to be disease-linked. 

For small-scale experiments, this doesn’t present much of an 
issue. In genomics, however, it can be much more complicated; 

when dealing with rare diseases, the number of control cases 
(i.e. healthy) will vastly outnumber the affected cases (i.e. 
diseased). This dataset imbalance can artificially skew research 
outcomes, and may lead to inaccurate conclusions being drawn. 
Furthermore, the amount of compute power necessary to handle 
thousands of patient genomes, as well as hundreds of thousands 
of control cases, is incredibly large. The problems surrounding 
computational storage and power will be discussed in detail in 
the following chapter.

Nonetheless, control cases are an effective way of identifying 
genes that may be disease-linked. The most common way 
of performing these investigations is to use a genome-wide 
association study (GWAS) that compares the genomic variants 
between very large groups of healthy and ill people. By 
incorporating the data of tens of thousands, or hundreds of 
thousands of people, GWAS have the capacity to generate an 
accurate representation of the genetics of an entire population. 
Improvements in the speed, cost, and accessibility of NGS have 
meant that GWAS are becoming a very popular method for 
studying genetic diseases, and this has led to more disease-
linked loci being discovered than ever before. 

SUMMARY
Historically, genomic data analysis has been a very complicated, 
lengthy, and expensive process. Now, there are a range of tools and 
programs available across all stages of the analysis workflow, which 
make the process much more accessible. In the case of clinical 
genomics, it is now possible to analyse a patient’s genome quickly 
and accurately enough to improve their diagnosis and treatment, 
increasing the possibility of positive treatment outcomes. 

These improvements are brilliant news for patients, but they’ve also 
created new problems that need to be overcome. The following 
chapter will discuss one of the most pressing concerns at the 
moment: how we can manage, store, transfer, and share the vast 
quantities of data generated during sequencing and analysis. n

“SOME VARIANTS IN A PERSON’S 
GENOME WILL BE DIRECTLY 
INHERITED FROM THEIR PARENTS; 
OTHERS ARE CATEGORISED AS DE 
NOVO MUTATIONS, AND OCCUR 
SPONTANEOUSLY BETWEEN 
SUBSEQUENT GENERATIONS.”
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INTRODUCTION
The previous chapter discussed how genomic data can be analysed so 
that meaningful conclusions can be drawn about the biological sample. 
As has been stated, however, handling genomic data is a more complex 
problem than simply feeding it through an analysis pipeline. The scale of 
the data involved in genomic investigations is extensive, and this creates 
a number of problems with regard to data storage and processing. This 
chapter will discuss the hardware solutions available to help researchers 
and clinicians handle genomic data securely and effectively. 

DATA STORAGE AND ANALYSIS
When working with big data, the main considerations are typically 
storage space that can incorporate the entire dataset, and 
compute power that can efficiently process all the data present. 
Traditionally, this has been achieved by installing an in-house 
network of infrastructure that was sufficiently powerful to manage 
the genomic calculations necessary. By investing in these in-house 
servers, clinicians and researchers were able to work with their own 
genomic data in a secure, internal environment. 

The approach suffered from significant limitations, however. 
The largest issue was the cost of such networks, with the servers 
themselves incurring significant up-front costs as well as continual 
maintenance considerations. For example, older server models 
would need a large electricity supply to counter their energy 
inefficiency and to power the cooling system that would be needed 
to prevent the servers from overheating. At the same time, the 
server network would need a dedicated team of personnel who 
could maintain, manage, and expand the system as necessary, to 
ensure that it continued to work optimally. 

Another problem faced by researchers and clinicians when 
developing these in-house networks was physical space. Old server 
models were very large, heavy pieces of equipment, which were 
generally housed in specialised rooms that benefitted from floor 
reinforcement. At the same time, the servers needed to be physically 
secure as they were used to house sensitive genomic data, and this 
meant that security systems would need to be implemented. 

The costs and concerns linked to in-house infrastructure are 
emphasised within the genomics space in part because of the elastic 
nature of genomic investigations. Depending on the type of work being 
done, the level of compute power necessary varies dramatically over 
time. When large numbers of genomes are being sequenced and put 
through analysis, the compute power needed is very high. On the other 
hand, when samples are being collected or results returned to patients, 
the compute cores are hardly used. As a result, teams have to pay for 
the maintenance of a large numbers of inactive servers, which drives the 
cost up even further, particularly when using old, expensive hardware. 

Because of the assortment of issues that clinicians faced, in-house 
infrastructure was not a particularly desirable solution and an 
alternative was needed. These days, the alternatives take the form 
of improved in-house infrastructure, which tackles the problems of 
the previous technology generation, and cloud computing, which 
utilises a completely different approach. 

MODERN IN-HOUSE NETWORKS AND THE CLOUD

Despite the problems linked to in-house infrastructure, keeping 
sensitive data on-premise, where it can be easily accessed by authorised 
users and customised as needed, is an attractive prospect within 
genomics. This appeal has helped to drive continual development of the 
technologies available, improving their efficiency and increasing their 
accessibility, particularly for smaller groups with less funding. 

The first real advancement in this field came in the form of solid state 
drives (SSDs), which replaced the older spinning disk technology. 
Shortly afterwards, flash technology also reached the market. SSDs 
and flash drives hold many advantages over older technology, such 
as a lack of reliance on moving parts that makes them longer lasting 
and more durable. The static nature of these drives also means that 
there is no time delay between requesting information and the data 
being available, unlike with spinning disk technology when it took 
time for the search arms to align with the disk.

Modern data drives also demonstrate significantly improved areal 
density, which enables them to hold the same amount of data in a much 
smaller amount of physical space. The reduced size correspondingly 
lowers the weight of each drive as well, making in-house networks much 
more manageable from a logistical point of view. At the same time, SSDs 
and flash technology display greater energy efficiency, reducing the 
electricity requirements and therefore decreasing the running costs. 

Within genomics, one of the most important improvements of the 
technology is the increase in simplicity that SSDs and flash drives 
provide. By utilising user-friendly hardware and programming, 
complex, customised computer networks can now be managed 
on a day-to-day basis by personnel without specialised training. 
Without the need for a dedicated maintenance team, the operating 
costs are much lower. The simplicity also extends towards scaling-
up and scaling-down servers as the computational requirements 
fluctuate, enabling clinicians to expand as needed. 

Regardless of these improvements, one of the biggest downsides 
to in-house infrastructure remains the initial set-up cost. While 
these costs have fallen significantly over time, they can still be an 
insurmountable problem for smaller groups with much more tightly 
regulated funding streams. In such cases, an alternative approach 
may be to use cloud computing. 

Cloud computing is a service that is now being offered by several 
providers, such as Amazon, Microsoft, and Google, which enables 
customers to remotely utilise their provider’s compute resources. 
By paying a small fee, customers are able to access storage space 
and compute cores that are maintained by the provider themselves, 
removing the vast majority of the operational costs. The providers are 
able to offset the hardware maintenance costs with these small fees 
because of the economies of scale, granting them better value for 
money than a research team would achieve alone. As customers using 
cloud computing do not need to set up their own hardware, there 
are no up-front costs for hardware. This makes it possible for groups 
without significant savings to begin their own genomic investigations.

Furthermore, as the available compute resources will always 
outweigh each customer’s demand, users can expand and contract 
their processing power as needed. 
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It is helpful, therefore, for clinicians to be able to share their 
findings with other researchers around the world. There are now 
several avenues for them to do so, but it is important to understand 
the legal regulations surrounding data sharing before attempting to 
pass data along. 

LEGAL REQUIREMENTS

As was mentioned in the first chapter, no patient data should 
ever be shared without the express permission of the person 
in question. They are the owners of their genomic samples and 
information and thus acting against their wishes is akin to stealing, 
as well as being a tremendous breach of privacy. Beyond morality, 
however, there are also several laws in place to prevent a patient’s 
data from being misused. 

To begin with, it is important to distinguish ownership of genomic 
data, as it is not always clear. In most countries, the official owner 
of the data is the patient from which it was taken; anyone who 
subsequently handles the data is classified as a data steward. Under 
this model, both the clinicians working with the data and any third 
party with whom they might share it, such as centralised databases, 
are subject to data stewardship laws. As this is the most common 
model currently in use, it is these laws that will be focused on here. 

In the United States, data stewardship was originally governed by a 
statement released by the US Department of Health Education and 
Welfare (now the US Department of Health and Human Services) in 
1973. The statement, which was written long before the rise in NGS, 
urged for increased transparency, openness, and data security from 
stewards of health data. These principles were developed over time 
and ultimately formed part of the 1974 Privacy Act.

The Privacy Act, while occasionally useful as a guide, is only applicable 
at a federal level and, as a result, it can be difficult to apply consistently. 
It also predates NGS and so cannot be expected to fully cover the 
situations present in genomics today. Instead, certain organisations 
have tried to create their own guidelines that ensure data protection, 
such as the National Institutes of Health’s Genomic Data Sharing Policy. 
These guidelines are not technically legally binding, but many genomic 
databases follow at least three core principles as standard:

1. Databases shouldn’t conceal information about their data 
collection programs or how they intend to use the collected data. 
This ensures a level of transparency that can help patients and 
volunteers to trust the database. 

2. Before any data is collected, the intended use of the data should 
be made public knowledge. If the data stewards wish to deviate 
from this goal at a later date, they must first seek permission 
from the data’s owner, i.e. the patient. 

3. Any data gathered in a clinical environment should not be 
used by any party for commercial advancement, unless explicit 
consent was previously obtained from the patient. 

As these guidelines are applicable for all forms of genomic data, 
not just clinical, they can be considered more relaxed than the laws 
governing health data. When specifically dealing with healthcare 
data, which includes identifiable genomic information, clinicians are 

This ensures that each user is only paying for the resources that 
they need to complete their analysis, instead of losing money 
maintaining unnecessary servers during down time. This elasticity 
can also be used to supplement groups who primarily rely on in-
house infrastructure. Many analytical platforms are now capable of 
forming ‘hybrid cloud’ networks, wherein the majority of the analysis 
is performed on in-house infrastructure, and automatically expands 
into the cloud when more compute power is needed. By doing so, 
fewer analysis pipelines fail when the network is overwhelmed. 

The cloud isn’t a flawless solution, however. At present one of the most 
restrictive problems relates to the upload and download of data to 
and from the cloud. Even in regions with good, consistent bandwidth, 
trying to transfer large amounts of data can be a tremendously slow 
process; for clinicians working in areas with poor bandwidth, it can 
be almost impossible. As a result, uploading sets of genomic data can 
take days, which is entirely unsuitable within the clinical environment. 
A solution that some groups have turned to is uploading their data 
onto a hard drive that can be physically transported to the nearest 
cloud facility, but this is also a very time consuming process.

To solve this issue, improved file transfer protocols are starting 
to reach the market, which are capable of bringing transfer times 
down to minutes or hours. While relatively new to the genomics 
space, these protocols are already improving the way in which 
physically separated groups can share data at speed. 

Security is another concern, for clinicians in particular, as they move 
into the cloud. Because clinical work typically involves confidential 
health care records and reports, it is vital that they keep their 
data secure and isolated at every stage in their workflow. Using 
off-premise resources have been a concern for this type of secure 
workflow, but cloud providers are working to resolve any problems. 
One possible solution is to use a virtual private cloud, which 
provides users with a computational space that is logically isolated 
from the rest of the cloud and is therefore secure. High level data 
encryption is also an available service. 

Whether clinicians utilise the cloud or their own in-house 
infrastructure, using a combination of modern hardware and 
software enables them to return clinically relevant results in less 
time than ever before. Those results can then be passed on to the 
primary care physicians and the patient, and, potentially, enable 
a diagnosis to be made or encourage changes to their treatment. 
However, the results of clinical data analysis can have implications 
for more than a single patient; through data sharing, they could 
affect the treatment of other patients too. 

DATA SHARING
In the clinical environment data sharing can be a complicated 
issue. Patients’ records are confidential files that cannot be 
seen by unauthorised personnel, but by comparing the data of 
many patients, it may be possible to learn more about disease 
pathology. As was discussed in the previous chapter, one of 
the stages of tertiary analysis involves comparing any identified 
variants with those reported in medical literature. This technique 
is only made possible by making patients’ genomic data available 
to other clinicians. 
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data access. In many cases, researchers and clinicians will only be 
given access to data that they have specifically requested and which 
is valid for their work. 

The other primary issue relates to the speed of data retrieval. 
While the technology for large scale data storage is becoming 
more accessible, one problem which still causes delays in genomic 
workflows is data interrogation. When a user submits a query to 
a database, the algorithms that manage that database’s functions 
have to search their datasets for any sequences that fulfil the 
desired parameters. As genomic databases contain very large 
amounts of data, this search can be a very lengthy process, 
increasing the time it takes for a user to receive the output of their 
query. In a research setting, this time delay can be manageable, 
but within the clinic, any workflow disruptions can have knock-on 
effects for patients and thus need to be avoided wherever possible. 

Improvements in database architecture and search functions have 
helped to reduce data retrieval times, but they remain an issue all the 
same. Regardless of these problems, centralised genomic databases are 
an important resource for clinicians trying to identify unknown variants. 

DATA BEACONS

An alternative to full genomic databases that reduces the time 
needed to search through all the available data is a data beacon. 
These beacons act as an online central hub that contains genomic 
data submitted by multiple partner organisations and groups, to 
which researchers and clinicians can pose questions. If a clinician 
wishes to find previous examples of an identified variant, then they 
can ask the beacon if it has sequences that contain, for example, a 
guanine nucleotide at position 18 on chromosome 3. The beacon 
is then able to answer either ‘yes’ or ‘no’, without providing any 
potentially identifying or irrelevant information. 

As the only information given out by the beacon is a confirmation 
or denial of previous evidence for a specific variant, there is no 
risk of identifying information being provided, except in the case 
of a security breach. The most important feature of genomic data 
beacons is that they are able to pull information from a multitude of 
other references and databases, widening the scope of each search. 

SUMMARY
Through advancements and improvements in the technology 
available, NGS is becoming increasingly available to a larger number 
of researchers and clinicians. That being said, there are still certain 
problems that need to be overcome, such as data transfers and 
retrieval, which are both the focus of current commercial projects. 

Despite any technological issues, clinicians are now able to 
rapidly sequence a patient’s genome and analyse the data to 
identify variants that are thought to be linked to the patient’s 
condition. Once they have done so, they need to be able to report 
this information back to the primary care physician and the 
patient themselves in a way that is useful and understandable. 
The following chapter will discuss what information is typically 
contained within a clinical report, and what facilities are available to 
help patients process their genomic data. n

generally governed by the US Federal HIPAA Security and Privacy 
Rule, implemented in 2000. The law was originally created to ensure 
that health insurance providers were keeping their data secure, but 
it has since been used to cover genomic data as well. 

HIPAA, as the rule is typically called, establishes standards 
that need to be followed in any instance where a person’s 
identifiable health information is being handled. The law 
requires appropriate safeguards and security to be put in place, 
as well as limiting the possible uses and disclosures that can be 
made without patient consent. Importantly, the rule also states 
that a patient’s information is, by law, the property of the patient 
themselves, which removes some of the ambiguity present in 
previous rulings. 

The regulations set by HIPAA significantly restrict what clinicians can 
do with identifiable patient data, but there are limits to its coverage. 
The most important feature of the law is that it is only applicable to 
information that can be traced back to patient in question; in other 
words, HIPAA does not protect deidentified data. Because of this, 
genomic data is now generally shared between research and clinical 
groups as deidentified sequences, when any information that could 
be traced back to the patient has been removed. This approach 
ensures that the patient’s data is protected, as well as allowing 
genomicists to comply with HIPAA while not being restricted by 
limited data sharing. 

CENTRALISED DATABASES

While specific collaborations between multiple clinical groups 
have proven very effective at generating greater understanding 
of the genetic causes behind diseases, there is a limit to their 
utility. When trying to find prior work on any particular variant, 
clinicians need to have access to the largest number of sequences 
possible. To achieve this, instead of relying on a small number 
of collaborations, it is more effective for clinicians to access 
centralised genomic databases. 

There are a number of centralised databases now available, 
both for free or as a paid-for service, and they allow clinicians to 
remotely interrogate their data for any shared variants. Some of 
these databases will contain full genomic sequences, whereas 
others only contain information on particular variants and 
the phenotypic information attached to them. In all cases, the 
information contained within each database will be deidentified, to 
ensure HIPAA compliance and patient security. 

By accessing these databases, clinicians are able to interrogate a 
much larger data set than they would be able to if they were relying 
solely on internal data. As a result, their ability to identify and 
categorise pathogenic mutations is greatly increased, improving the 
chances of reaching patient diagnosis. 

Centralised databases have some issues, however, that need to be 
considered by anyone looking to use them. For example, even when 
working with deidentified data, some groups are concerned that 
personal information is not being treated with the care it deserves 
and this could lead to severe breaches in privacy. To avoid any such 
breaches, genomic databases employ stringent security measures, 
with high level encryption preventing hacking and tight controls on 
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INTRODUCTION
Generating an accurate clinical report is the primary goal of all the 
stages that have been discussed in the previous chapters. It is through 
a clinical report that primary care physicians obtain the information 
they need to help diagnose or treat their patient. Without an accurate, 
clear report, clinical genomics testing cannot help patients. 

This chapter will discuss the type of content that makes up a genomics 
report, as well as the ethical considerations that need to be made 
when deciding exactly which variants to include. The chapter will also 
identify the systems that are in place to help the patients themselves 
understand and process their genomic information. 

REPORT CONTENTS
An issue that many clinicians are facing is that there is currently no 
accepted standard for the contents of a clinical genomics report. 
As a result, the exact nature of these reports will vary between 
different testing labs, and two different reports may not offer a useful 
comparison for related conditions. There are some guidelines available 
which can help to minimise this problem, such as the ACMG variant 
designations discussed previously, but these are not binding rules and 
are not always followed. Without any clear standards, the contents of a 
clinical report are typically at the discretion of the testing laboratory.

Despite the variations, however, almost all reports will contain 
a number of universal sections, such as identifying patient 
information, the location of any identified relevant pathogenic 
variants, and an outline of the tests used and their limitations. 
In some cases, the report will also contain a list of secondary 
findings provided that they have been requested by the patient and 
approved by the testing laboratory; the nature of these secondary 
findings will be discussed in the following section. 

The most important part of any clinical report is the Results 
and Interpretation section, within which the laboratory records 
information that can influence clinical outcomes. Typically, this 
section will contain a list of variants that have been classified 
as pathogenic and linked to the patient’s suspected condition, 
as well as any potentially important variants of unknown 
significance. If the testing was designed to investigate a small 
number of specific genes, the report may also list any targeted 
genes that were identified as benign.

While NGS testing has become an accurate tool, errors can still be 
made during the sequencing process, and this can lead to analytical 
and diagnostic mistakes. To ensure that this doesn’t happen, clinical 
testing laboratories will typically use the highly accurate Sanger 
sequencing as a secondary method to identify any errors. If no such 
errors are detected through Sanger sequencing, this will not be 
mentioned in the report. If mistakes are identified, however, clinical 
reports will generally make a note of these corrections so that 
clinicians can contextualise the results. 

Regardless of the exact layout and contents of each clinical report, 
the document should enable clinicians to understand their patient’s 
genetic condition and, hopefully, give a diagnosis or change their 

treatment plan. In some cases, the results contained within a clinical 
report will not be able to bring clinicians to a particular diagnosis, but 
it should still help them to rule out possible conditions. 

INCIDENTAL FINDINGS
With the investigative powers of NGS expanding so rapidly, our 
ability to detect large numbers of variants has likewise increased. 
At the same time, our knowledge of particular variants that are 
linked to specific genetic conditions has also been growing, as more 
research is conducted into the links between the genome and the 
phenotype. While these factors mean that NGS is becoming a much 
more accessible and useful tool for clinicians, it also presents a new 
ethical dilemma: incidental findings.

Also known as secondary findings, ‘incidental findings’ is the term 
used to describe known disease-linked variants that are detected 
during testing but which are not related to the patient’s condition. 
For example, if a patient undergoes genomic testing for muscular 
dystrophy, it is possible that their genome will also reveal risk variants 
for certain types of cancer. These incidental findings are not sufficient 
cause to diagnose the patient with cancer, and instead indicate that 
there is a higher-than-average chance they will develop cancer in the 
future. Importantly, the findings are not confirmation that the patient 
will ever develop cancer, and instead simply influence their risk profile. 

The ethical concern in this area surrounds whether or not testing 
laboratories should be reporting any incidental findings. On the one 
hand, the findings are a part of the patient’s genomic data and, as 
the rightful owners of that data, they have a right to know exactly 
what information has been identified. On the other, however, it can 
be argued that reporting these results to patients will cause them 
unnecessary worries for the future. As incidental findings are no 
guarantee of a disease developing, patients may resort to taking 
preventative measures that were ultimately unnecessary.

This worry has increased over the last few years, in part because 
of certain cases coming to light. One such case was reported in 
October 2017, when it was revealed that an American woman 
was suing medical staff because misreported genetic results had 
led to her undergoing an unnecessary double mastectomy and 
hysterectomy. While this particular example was not a result of 
incidental findings, and was instead due to a misdiagnosis, it has 
meant that some clinicians are increasingly wary of reporting 
genomic findings without firm evidence to back them up. 

“AS MORE CLINICIANS ARE USING 
NGS TO DIAGNOSE PATIENTS, THE 
NEED FOR GENETIC COUNSELLORS 
IS GROWING.”
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As with other areas of clinical reporting, there isn’t currently an 
accepted protocol for handling secondary findings. ACMG has 
tried to establish a standard with a list of 56 mutations that they 
believe are sufficiently clinically relevant to test further and report 
to patients. These mutations include well-known breast and ovarian 
cancer-linked BRCA1 and BRCA2 genes, as well as more obscure 
mutations such as the VHL gene that is involved in Von Hippel 
Lindau Syndrome. ACMG also suggests that some variants should 
be reported to particular patients, such as the RB1 gene that has 
been linked to retinoblastoma in paediatric patients.

Many clinical laboratories conform to these guidelines, but as they 
are not legally enforced, this is not always the case. As with the 
remainder of each clinical report, the decision of whether or not to 
include secondary findings is up to the lab that performs the testing. 

ELECTRONIC MEDICAL RECORDS
In recent years, medical centres have been gradually converting their 
old, paper-based patient records into a more efficient digital format 
known as Electronic Medical Records (EMRs). This move presents 
several advantages for clinicians and patients, such as faster access 
to information and the lack of a need for physical record archives. 
Most importantly, however, by using an electronic solution, it is 
possible to build an integrated medical system that can share a 
patient’s data with all the relevant clinicians. This means that when a 
patient meets with a new clinician, they can access all of their medical 
history instantaneously, instead of having to delay treatment. 

EMRs also present a suitable way of preserving a patient’s genomic data. 
Ideally, a patient could have their genome sequenced, and then upload 
the sequence data to their EMR for storage. The electronic nature of this 
medium could then allow any future medical professionals working with 
the patient to access and analyse the data as needed. This would mean 
that if a patient was suspected of presenting a known genetic condition, 
their clinician wouldn’t need to re-sequence their genome to identify 

disease-linked mutations. Instead, they would simply need to analyse 
targeted sections of the data already available to them. 

However, while this is an idea that conceptually appears promising, 
there are several problems that have delayed its implementation. The 
biggest issue is related to the file size of a complete genome sequence; 
while storing a one or two page report on each patient’s medical 
history is reasonable, maintaining a full genomic sequence for each of 
them will rapidly become unmanageable. Large-scale databases that 
are used by many different clinics may be able to resolve this problem, 
but they also raise security and accessibility concerns.

To narrow down the necessary data for each patient, it is also 
possible to only attach a list of identified variants to each EMR. By 
doing so, it would be much easier for clinics to store data for all of 
their patients, as each file would be smaller, but it would also harm 
the utility of the EMRs. While a list of the variants present may be 
useful in some cases, in others, a clinician may wish to examine 
areas of the genome that are not present on the list. Without the 
sequence data itself available, the clinician would be forced to re-
sequence the patient to study the areas of interest. 

Some institutions are trying to better enable EMRs, such as the National 
Institutes of Health’s Electronic Medical Records and Genomics 
(eMERGE) Network. The eMERGE network is a consortium of medical 
institutions across the USA, which is working to develop research 
processes capable of combining DNA data from biorepositories with 
clinical EMRs. The project is currently in Phase III, which will last until 
May 2019, and is now one of the largest and most involved attempts at 
supporting the development of EMRs through genomic research. 

GENETIC COUNSELLING
Genetic counselling (GC) is a concept that predates NGS by a significant 
margin. The profession first began to develop in the 1940s, when it 
primarily entailed investigating and influencing reproductive decisions 
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and outcomes to attempt to avoid the prevalence of disability. One 
of the earliest definitions of GC was presented by well-known genetic 
counsellor Sheldon Reed in 1947, when he described the growing 
profession as “a kind of genetic social work.”

The intended goals and approaches of the field during the early 
days of GC are now largely regarded as ethically dubious, with some 
current figures likening them to the eugenics movement. While the 
overall intention of genetic counselling was not particularly distant 
from what it is today, i.e. wishing to improve the genetic health of the 
population, the nature of the practice was considerably different. In 
particular, one of the main driving forces was to direct people with 
high risk of genetic conditions to avoid having children, so that that 
harmful genes wouldn’t be passed on to the next generation.

At the time, it was thought that this approach was having a 
significant influence over patient decisions. For example, a study 
conducted in 1967 estimated that after genetic counselling had 
been received, roughly two thirds of high risk patients decided 
not to have any future children and around three quarters of 
low risk patients went on to have more. Similarly, in 1969, Robert 
Murray stated, “Counselling tends to have the desired effect. That 
is to encourage low risk families to have more offspring and to 
discourage high risk families from having more children.” 

Importantly, the primary focus of GC was not each individual 
patient; instead, the profession was more directly orientated 
around the health of society as a whole. As a result, the success of 
genetic counselling was generally measured via the avoidance or 
occurrence of disability within a population. If the rate of disability 
was high, then GC had failed. 

Despite this ‘larger picture’ approach, some counsellors within 
the profession were starting to consider the psychological side of 
their work and factoring in patients on an individual level. In the 
late ‘70s a series of papers published by Clark Fraser and Abby 
Lippman-Hand took the first steps towards patient-orientated GC. 

Their research identified that patients, as a general rule, tended 
to assess their risk factors in a qualitative manner rather than 
quantitative; in other words, a high risk meant that they would 
develop the condition, and a low risk meant that they wouldn’t. This 
demonstrated that genetic counsellors were failing to adequately 
communicate with their patients and, in many cases, weren’t 
providing as much influence as they had previously believed. 

Building on these ideas, GC continued to transition from the more 
physician-centred model that had previously been employed 
towards the patient-centric model we are more familiar with today. 
This led to the first large-scale study of GC in 1982, which revealed 
that the majority of counsellors had a very poor understanding of 
what information their patients were most interested in. As a result, 
they weren’t able to provide their patients with the information that 
could influence their decisions, severely limiting the utility of GC. 

It was during these early years that the basic fundamentals of modern 
GC began to take form, continually improving the available systems 
to better serve patients and obtain more positive care outcomes. 
However, while GC was a very useful tool for patients looking for 
input into their reproductive health, it wasn’t until the late ‘90s that 
counselling as it exists today began to develop. In 1996, the first 
clinical BRCA genetic test was made available commercially by Myriad 
Genetics, and this led to a significant number of patients being given 
access to their genomic data for the first time, without always having 
the necessary subject knowledge to comprehend it. To fill in this gap, 
genetic counsellors were brought in to help patients understand what 
genetic tests might mean for them, which tests may be suitable, and, if 
necessary, to talk them through any risk factors that were identified. 

Since NGS has become a much more established presence within 
the clinical setting, so too has the role of genetic counsellors as a 
patient resource during genomic sequencing. To account for this 
change, the US National Society of Genetic Counselors wrote a new 
definition for GC in 2005 that reads:

“Genetic counselling is the process of helping people understand 
and adapt to the medical, psychological, and familial implications of 
genetic contributions to disease. This process integrates the following: 
Interpretation of family and medical histories to assess the chance of 
disease occurrence or recurrence; education about inheritance, testing, 
management, prevention, resources, and research; and counselling to 
promote informed choices and adaption to the risk or condition.”

As more clinicians are using NGS to diagnose patients, the need for 
genetic counsellors is growing and this has become one of the biggest 
problems faced by the industry. In the USA, genetic counselling is a 
protected profession, i.e. a person can only call themselves a genetic 
counsellor if they have undergone specific qualifications. In practice, 
this means completing a Master’s degree in the subject and passing 
a board exam. A similar system used to be in place in the UK, but it 
has now been altered to allow future counsellors to go through a 
specialised NHS training programme, instead of a full degree. At the 
same time, practicing nurses and midwives can convert to genetic 
counselling if they undergo a training course.

Regardless of where in the world they are, becoming a genetic 
counsellor is a long process and, as a result, the demand for them 
is growing faster than the number of qualified counsellors. 

“IF THE CLINICAL REPORT IS 
UNCLEAR OR POORLY PUT 
TOGETHER, THEN REGARDLESS OF 
HOW THOROUGH OR ACCURATE 
THE SEQUENCING AND ANALYSIS 
HAVE BEEN, THE ENTIRE PROCESS 
WILL NOT BENEFIT THE PATIENT.”
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This has meant that there are patients who are being offered genetic 
testing without also being given access to genetic counsellors, simply 
because the resources are not available. Telehealth services, where 
counsellors can interact with patients across large distances, are 
helping to minimise this shortage, but it is not a perfect solution. 

The disparity in GC training between the UK and the USA highlights 
another problem; there isn’t currently an international consistency for 
what constitutes a genetic counsellor. While genetic counsellors within 
the NHS will have to go through the dedicated training programme, 
the term itself is not protected in the UK and can therefore be used by 
anyone. This is true in many other countries as well. For patients, this 
means that it can be difficult to differentiate between trained genetic 
counsellors and people who are using the term without the required 
qualifications. These inconsistencies are largely due to the sudden 
expansion of GC over the last decade or so, and in time it is likely that 
a more coherent international system will be established. For now 
however, the lack of regulation can be confusing for patients.

Direct to Consumer (DTC) tests may present another hurdle for 
genetic counsellors. The majority of tests that can be accessed by 
the general public are not health related and instead focus on topics 
such as ancestry, but others are starting to emerge. In April 2017, 
the FDA approved 10 DTC genomic tests from commercial enterprise 
23andMe, which provide users with information on their risk factors 
for certain genetic conditions, such as Parkinson’s disease and late-
onset Alzheimer’s. Because these tests can be taken without any 
interaction with medical professionals, the vast majority of users for 
these tests will not have access to genetic counselling services. 

Many of the issues genetic counsellors currently face are as a result of 
the sudden, rapid expansion of genomics within the clinic. Different 
healthcare systems are now in the process of trying to implement 
robust GC services for patients, but the training time necessary places 
a limit on how quickly genetic counsellors can be brought in. Over 
time, it is likely that this disparity between the number of counsellors 
needed and the number of counsellors available will be decreased; for 
now, however, there remains a problem. 

SUMMARY
It is vital to remember throughout a clinical genomics workflow 
that the ultimate goal is to help the patient. In some cases this may 
not be possible, but when it is, the reporting stage can be the most 
important part of the process for each patient, as it is the interface 
through which they learn about their genome. If the clinical report is 
unclear or poorly put together, then regardless of how thorough or 
accurate the sequencing and analysis have been, the entire process 
will not benefit the patient. To that end, it is very important that 
clinical reports contain the necessary information in a clear manner 
and that patients are given access to the services they need to fully 
understand their results and the opportunities available to them.

Depending on the results reported at this stage, it is possible that a 
patient may benefit from particular genomics-focused treatments. Over 
the last two decades, a range of therapies and treatment approaches 
have been formulated with the intention of exploiting particular genetic 
states. The following chapter will discuss some of the most well-used of 
these approaches and how they can be used to better treat patients. n

“GENETIC COUNSELLING 
(GC) IS A CONCEPT THAT 
PREDATES NGS BY A 
SIGNIFICANT MARGIN. 
THE PROFESSION FIRST 
BEGAN TO DEVELOP IN THE 
1940S, WHEN IT PRIMARILY 
ENTAILED INVESTIGATING 
AND INFLUENCING 
REPRODUCTIVE DECISIONS 
AND OUTCOMES TO 
ATTEMPT TO AVOID 
THE PREVALENCE OF 
DISABILITY. ONE OF THE 
EARLIEST DEFINITIONS OF 
GC WAS PRESENTED BY 
WELL-KNOWN GENETIC 
COUNSELLOR SHELDON 
REED IN 1947, WHEN HE 
DESCRIBED THE GROWING 
PROFESSION AS “A KIND OF 
GENETIC SOCIAL WORK.”
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INTRODUCTION
Genomics in the clinic is not solely limited to 
diagnosing patients with genetic diseases. 
The information contained within a patient’s 
genome can also help to inform which drugs 
they might benefit from, and whether or not 
they are suitable for highly targeted therapies. 
This chapter will discuss how clinicians can 
use genomic information to guide treatment 
decisions, and some of the therapies that 
target specific DNA.

PHARMACOGENOMICS
Pharmacogenomics (PGx) is an area of 
healthcare that combines pharmacology, the 
study of drugs, with genomics, the study of 
genes and their functions. The principle of 
this approach is to enable clinicians to tailor 
each patient’s drug regimen to their particular 
genetic make-up, thereby improving the 
safety and effectiveness of therapies.

Historically, drug therapies have been 
developed via a ‘one size fits all’ approach, by 
which all patients with a particular condition 
will be treated with the same pharmaceutical. 

In the past, this has been necessary because of 
poorer disease and patient understanding, and 
an inability to tailor drugs to the level needed 
for a more targeted approach. More recently, 
however, the ‘one size fits all’ idea has been 
found to be a flawed concept. Studies have 
shown that in some cases, two patients with 
the same condition who are displaying similar 
symptoms can experience vastly different 
responses to pharmaceuticals. Not only do 
these differences impair the ability of the drug 
to treat the target condition, some patients may 
unexpectedly respond very badly to a particular 
medication in an Adverse Drug Reaction (ADR).

ADRs can cause significant medical 
complications for a patient and can, at times, be 
lethal. The FDA has estimated that, in the USA, 
there are 100,000 deaths and 2,000,000 medical 
cases each year as a result of patients reacting 
negatively to pharmaceuticals (these figures 
include drug misuse cases). The scale of this 
problem means that there is more than just a 
health consideration to be made; the estimated 
annual cost of these reactions is roughly $136B.

With advances in NGS and within the 
pharmaceutical industry, it is no longer 
always necessary to work to the traditional 
drug model. 

“IF SOMEONE 
IS INJECTED 
WITH THE 
TOOLS 
NECESSARY 
FOR GENE 
EDITING, THEN 
THE CLINICIAN 
IS NO LONGER 
COMPLETELY 
IN CONTROL 
OF WHICH 
CELLS ARE 
EDITED AND 
TO WHAT 
EXTENT THEY 
ARE ALTERED.“
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for patients under the age of 25 who have B-cell precursor Acute 
Lymphoblastic Leukaemia (ALL). A second autologous CAR-T therapy, 
Gilead Science’s Yescarta, was approved by the FDA two months later 
to treat patients with non-Hodgkin lymphoma.

These drugs have several advantages that make them effective 
treatments. For example, by using T-cells collected from the 
patients themselves, there isn’t a risk of the cells being rejected as 
foreign material when they are returned to the bloodstream. The 
technique also minimises the possible side effects, as the modified 
T-cells are designed to only attack cells that present proteins unique 
to cancerous tissues. Because of this, there will only be minimal 
damage to healthy tissues, unlike with broader chemotherapeutic 
approaches that kill large numbers of non-cancerous cells. This 
means that the treatments are less traumatic for patients. 

There are also downsides, however. At present, the biggest issue 
of these therapies is their expense, with a single dose of Kymriah 
costing $475,000 and a single dose of Yescarta costing $373,000. 
These costs can be mitigated by the fact that a single dose may be 
enough to ‘cure’ the patient, but it is still a considerable expense. 
The novelty of these treatments has also meant that health insurers 
are still working out how the therapies will be covered, making the 
situation for patients worse. Nonetheless, these treatments have 
the potential to help patients who have no other treatment options 
left to them, and have already seen clinical successes. 

A different approach to CAR-T therapies has also been in 
development, in the form of Cellectis’ allogenic treatment 
UCART123. The Phase I trials for the drug were halted in September 
2017 after the unexpected death of one of the patients involved, 
but the hold was lifted once more in November.

This approach is significant within the area because it relies on 
T-cells that are collected from a donor instead of the patients 
themselves. By doing so, the therapy introduces the risk of the 
patient’s body rejecting the cells as foreign materials or having the 
transplanted T-cells attacking healthy tissue because of recognition 
problems. At the same time, using donated T-cells that have been 
modified to be non-harmful to patients means that the treatment 
can be offered at a much lower cost. This reduced price is because 
the modified T-cells can be produced in bulk, instead of having 
to make a unique pool for each patient with autologous cells, 
significantly lowering production costs.

Despite the potential advantages of allogenic CAR-T therapies, this 
type of treatment has not yet been found to be clinically suitable. 
It is possible that this will change in the future, but for now, only 
autologous CAR-T therapies are being used to treat cancer patients.

Another possible variation in the traditional CAR-T formula is to 
change the cancer cell surface protein that the modified T-cells 
recognise. All of the previously discussed treatments target a 
specific protein called CD19, which is expressed by many types 
of blood cancer cells, but not by healthy cells. This is an effective, 
targeted approach but it isn’t always suitable; some patients have 
cancers that do not express the protein, for example, and thus 
are immune to the treatment. In other cases, patients will present 
CD19 when they first develop cancer, but will not after their 
cancer relapses. 

Instead, it is now possible to design targeted pharmaceuticals which 
can, of example, treat a particular aspect of a known disease. Each 
patient can then be tested to identify whether or not their disease 
exhibits that particular feature. If they do not, then they will not 
benefit from taking that drug; on the other hand, if they do suffer 
from that type of condition, then the drug may help them. 

Not only does this more flexible approach enable improved patient 
outcomes by treating each patient’s specific medical state, it can 
also help to minimise the risk of ADRs. PGx acts as a predictive 
model, estimating which patients will benefit from a drug, which 
will not, and which may possess a genetic state that will cause them 
to react badly. As a result, pharmacogenomics has the potential 
to reduce the costs expended because of ADRs, and to improve 
patient healthcare outcomes with more effective, safer medicines. 

The first drug that was identified as being more effective in some 
patients than others was the breast cancer drug tamoxifen. In 1976, 
researchers identified that the drug was significantly more effective 
in patients with active oestrogen receptors, although this information 
didn’t immediately alter the way the drug was prescribed. Several 
years later, a separate study identified a link between poor breast 
cancer prognosis and over-amplification of the HER2 gene, which led 
to the development of trasfuzmab (Herceptin), a HER2 antagonist. 
Alongside the drug, the source pharmaceutical company also 
produced an immunohistochemistry assay that was capable of 
identifying which patients were overexpressing the gene. The 
combined drug and assay, commercially known as HercepTest, was 
approved for clinical use in the USA in 1998. 

Since then, PGx has gradually expanded as we learn more about 
the connections between the genome and the phenotype. Our 
understanding in this area is still strictly limited, which can impact 
our ability to design gene-targeted drugs, but we are continually 
improving. For example, research published in September 2017 
demonstrated that by correlating the use of the blood-thinning 
drug warfarin with 4 genetic polymorphisms, it was possible to 
reduce the occurrence of severe drug side effects by almost a third. 

Much of PGx research currently being carried out will not reach 
the clinic for some time, but it is continually helping to improve our 
understanding of how genes can influence a person’s phenotype. 
In turn, this knowledge is being used to help pharmaceutical 
companies to develop more targeted, effective therapies.

CAR-T THERAPIES
One such personalised treatment approach is Chimeric Antigen 
Receptor-T cell (CAR-T) therapy, which is now being used to treat 
certain types of blood and bone cancer. The treatment works by 
manipulating T-cells, either from the patient (autologous) or from 
a donor (allogenic), so that they can recognise cancerous material 
within the body. When cancerous cells are identified, the T-cells can 
then recruit the host’s immune system to attack them, turning the 
patient’s own biological defences against their disease. 

In August 2017, Novartis became the first company to win FDA 
approval to market their CAR-T therapy to patients in the United 
States. Their drug, Kymriah, is a form of autologous CAR-T treatment 
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In November 2017, the US National Cancer Institute released 
a study that identified a second cancer cell surface protein, 
CD22, which could provide an alternative target. If this protein 
is found to be an effective target, it could offer a treatment 
approach for patients who do not express CD19 and who have 
no other treatment options available. In the small scale study, the 
researchers were able to achieve results comparable with CD19-
targeted CAR-T therapies, which is very promising. However the 
research is still in the early stages of development and will likely not 
be implemented into clinical treatments for many years. 

GENE THERAPIES
Outside of cancer treatments, there are a range of other diseases 
that clinicians are attempting to treat with gene therapies. Over 
the last twelve months, several such therapies have achieved FDA 
approval in the United States and are now available to patients. 

One of these gene therapies is Luxturna, a treatment for an inherited 
form of blindness from Spark Therapeutics. The condition, known 
as retinal blindness, affects patients who do not have the gene 
functionality to produce sufficient levels of a particular protein within 
their eyes. Without the protein, retinal cells display significantly 
reduced survival rates and their ability to transmit visual signals to 
the brain is compromised. To combat this, Luxturna delivers extra 
copies of the gene responsible for protein production, RPE-65, 
directly to cells within the eye, via a viral transmission vector. With 
more gene copies present, protein production is greatly increased.

The therapy was approved by the FDA in December 2017 and 
reports at the time stated that it had been used to treat 41 US 
patients so far. Since the announcement, some concerns have 
been raised about the treatment, in particular surrounding its cost 
and longevity. Spark Therapeutics has priced Luxturna at $425,000 
per eye; in the vast majority of cases, both eyes will be affected by 
the condition, bringing the cost to each patient to $850,000. The 
company has reassured patients that while the cost is significant, it 
is lessened by the fact that a single treatment should act as a cure.

Other parties haven’t been as certain of this fact, however. The viral 
vectors deliver the functional genetic material to the affected cells, 
but they do not insert the extra gene copies into the genome itself; 
instead, they exist as separate plasmids. This has been shown to 
be an effective approach in the patients treated so far, but some 
researchers have suggested that the plasmids will be broken down 
by the cell over time, or that they won’t be carried through cell 
replication. If this is found to be the case, the diseased cells would 
revert to their previous state and the patient would once more be 
affected by the condition. At present, there is no evidence of this 
occurring, but patients are being continually monitored to ensure the 
treatment continues to be effective. 

Another gene therapy to be approved in the last year is 
GlaxoSmithKline’s Strimvelis, a treatment for the inherited condition 
ADA-SCID. The disease, which is commonly referred to as ‘bubble-
boy syndrome’, is a condition that affects the immune system in a 
way that makes the patient far more susceptible to infections. It is 
caused by an adenosine deaminase (ADA) deficiency, as a result of 
a genetic mutation that impacts protein production. 

“IMPROVED UNDERSTANDING 
OF AND AN INCREASED ABILITY 
TO MANIPULATE THE HUMAN 
GENOME HAS LED TO MANY 
NOVEL APPROACHES TO DISEASE 
TREATMENT BEING DEVELOPED  
OVER THE LAST FEW YEARS.“
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“AS WITH MANY OTHER FORMS 
OF GENE THERAPY, THE 
MAIN HURDLE FOR ADA-SCID 
PATIENTS IS COST. A SINGLE 
TREATMENT HAS BEEN PRICED 
AT $700,000 AND REQUIRES 
PATIENTS TO TRAVEL TO A 
HOSPITAL IN MILAN, ITALY.“
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The Strimvelis therapy treats the condition by removing diseased 
bone marrow cells from the patient and genetically modifying them 
to produce the functional ADA enzyme. These ‘cured’ cells can then 
be reinserted into the patient, where they can start correcting their 
deficiency. The treatment received support from the UK’s National 
Institute for Health and Care Excellence in October 2017, and was 
officially approved in the country in January 2018. At the time of 
writing, it is not available to patients in the USA. 

As with many other forms of gene therapy, the main hurdle for 
ADA-SCID patients is cost. A single treatment has been priced at 
$700,000 and requires patients to travel to a hospital in Milan, Italy, 
which is the only healthcare centre currently offering the therapy. 
Strimvelis’ price tag has made it the most expensive medicine to 
ever be recommended within the UK. However, the nature of the 
therapy should guarantee that only one dose will be needed to cure 
each patient, instead of continual treatment. 

The treatments discussed here have been pioneering developments 
in their respective fields, as the first gene therapies to be made 
available to patients outside of CAR-T treatments. At present, there 
are many other therapies still in development or in clinical trials, some 
of which may become available to patients in the next few years. 
For example, Sarepta Therapeutics is working on a gene therapy for 
Duchenne Muscular Dystrophy and Spark Therapeutics is developing 
their second gene therapy, which could treat haemophilia. This area 
is expanding rapidly, and it is likely that the next ten years will see 
significant changes in the way we can treat genetic diseases. 

GENE EDITING IN HUMANS
One therapeutic area which is being brought into the clinic much 
more slowly is the idea of precision gene editing in humans. Unlike 
the previously discussed treatments that involve either removing 
tissues from patients and modifying them or inserting specific 
genes into cells, this type of gene editing would involve injecting 
a patient with the necessary materials for their genome to be 
permanently altered in vivo. In theory, this would enable clinicians 
to permanently treat any number of genetic diseases with relative 
ease, but in practice this is much more complicated. 

The primary concern for patients is safety. If someone is injected with 
the tools necessary for gene editing, then the clinician is no longer 
completely in control of which cells are edited and to what extent they 
are altered. Even with highly accurate editing tools like CRISPR-Cas9, off-
target effects are still likely to occur, leading to unpredictable side effects 
within the cells. When working with cell lines, this isn’t too much of a 
problem but when trying to edit a patient in vivo, these off-target effects 
could be massively damaging. The lack of controllable stop mechanisms 
within many gene editing technique adds to this problem significantly. 

The other main issue that is raised when discussing gene editing 
within humans is ethics. Gene editing has always been a contentious 
issue, as small changes to the germline could have massive, 
unpredictable effects on humans well into the future. As there are 
still many aspects of the genome that we do not clearly understand, 
many people have reasoned that it would be irresponsible to 
purposefully alter genes. As a result, germline editing has never been 
attempted in human embryos that have then been brought to term. 

Not all gene edits have to take place within the germline for them 
to benefit patients, however. Instead, many clinicians hope to edit 
somatic cells, i.e. cells that will not pass on their genetic material 
to any offspring. Through this limitation, there is no risk of the 
gene edits having an effect beyond the single patient in question. 
This doesn’t resolve the potential problems surrounding safety, 
but it does go some way towards eliminating the ethical dilemma 
of gene editing. 

Using this principle, the first in vivo gene editing to take place within 
a human was reported in November 2017. The case involved a 44 
year old man, Brian Madeux, suffering from a metabolic disease 
known as Hunter Syndrome, which is caused by a deficiency of an 
enzyme that breaks down carbohydrates. As current treatments 
for Hunter Syndrome are expensive and do not prevent brain 
damage from developing over time, clinicians offered the patient an 
experimental gene editing therapy. The treatment involved injecting 
the patient with an editing tool called Zinc Finger Nucleases (ZFNs), 
which could then go on to correct the mutation that causes the 
enzyme deficiency. At the time of writing, no information has been 
released that indicates whether or not the treatment was a success. 

Regardless, the use of ZFNs in vivo has been seen as a statement 
of intent for future therapeutic approaches. In January 2018, the 
US National Institutes of Health announced that they intend to 
dedicate $190M over the next 6 years to researchers investigating 
the use of gene editing-based therapies. By US law, they cannot 
fund research that involves performing gene editing on embryos 
(and therefore germline editing), but the money will be made 
available for somatic editing research. This move is being made to 
enable gene-editing treatments to reach the clinic, and therefore 
help patients, faster. 

The limited accuracy of gene editing techniques and ethical 
concerns have withheld the development and implementation of 
these types of treatments in the past. Through improvements in 
the technology and greater insight into what changes can be made 
without drastically affecting future generations, we are gradually 
overcoming these problems to bring better treatment alternatives 
to the clinic. It is likely that the number of patients treated with in 
vivo gene editing will rise significantly over the next few years, as 
treatments like Brian Madeux’s become more widely used. 

SUMMARY
Improved understanding of and an increased ability to manipulate 
the human genome has led to many novel approaches to disease 
treatment being developed over the last few years. This trend looks 
likely to continue into the future, offering patients a broader variety 
of treatment options and, hopefully, better treatment outcomes. 

This guide has discussed the variety of ways in which genomics 
is currently being used in the clinic to improve patient diagnosis 
and treatment, and the areas which are still hindering wide-scale 
deployment of genomic solutions. These issues, however, have not 
been sufficient to stop some healthcare institutions and clinics from 
implementing them as they are. The following chapter will discuss 
some of the organisations which are currently deploying genomic 
sequencing and analysis to help treat critically ill patients. n
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“TO ENABLE THE 
SEQUENCING OF SO 
MANY PATIENTS, THE NHS 
ESTABLISHED 13 GENOMIC 
MEDICINE CENTRES (GMCS) 
AROUND THE COUNTRY 
THAT COULD COLLATE AND 
ANALYSE PATIENT SAMPLES.“

With DNA sequencing and analysis improving all the time, a number 
of healthcare organisations have now begun to adopt genomics 
into the clinic. These projects are still in the early stages of 
development, but we are already beginning to see an impact on the 
lives and treatments of patients in need of critical care. 

One institution that has embraced genomics to help treat patients 
is Cincinnati Children’s Hospital Medical Centre. The hospital is 
home to the Division of Human Genetics, which offers patients 
comprehensive diagnostic, management, and treatment services 
that utilise biochemical, cytogenetic, and molecular testing. The 
team also provide patients and people with family histories of 
inherited conditions with genetic counselling where possible. 

“The Division of Human Genetics at Cincinnati Children’s has the goal 
of providing collaborative diagnostic genetic services to support the 
various clinical services throughout our institution,” said the Director 
of the Division of Human Genetics, Louis J. Muglia, MD, PhD.

In order to treat patients as rapidly as possible, without sacrificing 
the insights provided by NGS, Cincinnati Children’s do not offer 
WGS to patients as standard. Instead, they provide patients with 
access to several gene panels that detect mutations known to 
be linked to a specific condition, including Fanconi Anaemia (a 
panel of 16 genes) and bone marrow failure (a panel of 60 genes). 
Through these panels, clinicians are able to identify disease-
linked variants and diagnose patients, without the large time 
commitment of WGS. 

Cincinnati Children’s is also an industry leader for genetic education, 
particular through their Genetic Counselling Graduate Programme. 
As has been stated in previous chapters, there is currently a pressing 
need to increase the number of genetic counsellors available to 
patients, and by directly supporting their education, the hospital 
hopes to help resolve this problem. At present, the division has 27 
genetic counsellors available to help patients. 

“One of the value-additions, as well as challenges, is how 
to effectively engage and take advantage of the expertise/
knowledge that is external to the Division of Human Genetics,” 
Dr Muglia said. “To help tackle this challenge, we started 
the Center for Pediatric Genomics (CpG) in 2014, with the 
mission of accelerating discover and advancing knowledge 
of genomics. CpG has allowed us to reach across our 
institution to share knowledge between specialties, forge 
cross-institutional collaborations, and financially support pilot 
projects in genomics. 

Through our Grassroots Genomics initiative, we have surveyed 
clinicians and researchers to develop an educational curriculum 
around genomics. 
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system. It is hoped that work like that which is being done at Cincinnati 
Children’s will prove the clinical utility of genomic sequencing and 
convince insurers and payers that they should cover the tests. Some 
insurance companies have started to include genomic tests under 
their coverage, such as Anthem Inc., which incorporated a thyroid 
cancer gene test from Veracyte into their policy in May 2017, but there 
isn’t a universal standard. As a result, many patients are uncertain 
about whether their tests will be covered or not. 

Another institution that is hoping to help change this is Rady Children’s 
Institute for Genomic Medicine in San Diego. The institute, which shares 
a campus with Rady Children’s Hospital, is led by President and CEO 
Stephen Kingsmore, MD, DSc, and works closely with the hospital to 
treat critically ill infants. As Rady Children’s Hospital is one of the only 
children’s hospitals in the region, it serves roughly 3.5 million people and 
this presents the institute with a diverse patient pool to work with. 

In contrast to other clinical genomics organisation, Rady Children’s 
doesn’t rely on specialised gene panels and instead uses rapid 
WGS with each of their patients. The system works by selecting the 
most critically ill infants who cannot be diagnosed, sequencing their 
genome and that of their parents, rapidly analysing the data, and 
returning results to the family. Those results can then be used to 
help provide the patient with a diagnosis and, where possible, an 
optimised treatment plan to improve their care. 

In addition, our annual Precision Genomics Midwest conference 
allows us to bring together renowned genomics leaders for a free, 
one-day event that both showcases our institution and allows us to 
learn collaboratively from others.”

The team at Cincinnati Children’s have made significant headway 
towards establishing an effective, scalable approach towards 
genomic sequencing in the clinic, but there are still hurdles that 
need to be overcome. 

“While physicians and patients see the value of exome or genome 
sequencing, the insurers and government regulators see the testing 
as being experimental and, therefore, not reimbursable at this 
time. As a result of these policies, the payers have put a significant 
barrier in place in order to control costs with preauthorization 
requirements,” Dr Muglia. “This process puts a strain on the whole 
system and leads to significant delays in performing the testing, 
limits patient access to testing, and consumes valuable provider 
time to effectively advocate for the clinical need for the testing. One 
additional challenge to delivering cost-effective sequencing at this 
time is the lack of instrument vendor competition. This has led to a 
recent plateauing of the reduction of overall costs of sequencing.”

Cost reimbursement is a topic that has repeatedly been raised as 
an issue in countries that primarily rely on a health insurance-based 

“THROUGH OUR 
GRASSROOTS 

GENOMICS INITIATIVE, 
WE HAVE SURVEYED 

CLINICIANS AND 
RESEARCHERS 

TO DEVELOP AN 
EDUCATIONAL 
CURRICULUM 

AROUND GENOMICS.”
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Despite the problems the team face, their work is providing other 
healthcare institutions with a method of clinical WGS which has 
demonstrable patient benefits. Over time, the team at Rady 
Children’s hope to expand their project to cater to larger patient 
numbers and to demonstrate that WGS is an effective, suitable tool 
for critical paediatric care. 

While the approaches of Cincinnati Children’s and Rady Children’s 
have been very effective on a small, individual scale, it is a very 
different undertaking when considering a nationwide healthcare 
system. Genomics in the NHS, the universal healthcare system of the 
UK, has now become synonymous with the 100,000 Genomes Project 
and its coordinator, Genomics England (GEL). The organisation 
was established in 2012 by the British government so that it could 
deliver the planned 100,000 Genomes Project in a way that was both 
efficient and brought the maximum benefit to patients. 

To enable the sequencing of so many patients, the NHS established 
13 Genomic Medicine Centres (GMCs) around the country that 
could collate and analyse patient samples. It was through these 
13 GMCs that the project reached the halfway mark of 50,000 
genomes sequenced in February 2018. 

In order for this approach to be feasible and useful for patients, the 
team need to be able to generate results in a very tight timeframe, 
and this has led the institute to invest in and develop state-of-the-
art equipment and workflows. Using high-throughput sequencers 
and specially designed analysis platform, they are able to return 
results to some patients in hours. 

They achieve these results using a highly optimised workflow. Once 
a patient’s blood sample has been turned over to the team, DNA 
can be extracted in an hour, and a DNA sequencing library can 
be built over the next four hours. The sequencing process itself 
typically takes around five hours; during this time, the researchers 
investigate the patient’s phenotypic data in great detail, identifying 
the features that are most likely to help bring them to a diagnosis. 

After sequencing has been completed, a specialised analysis 
platform performs alignment and variant calling to generate a 
prioritised list of the most important genetic features. The lab 
director can then use those variants to search databases and 
literature to generate a diagnosis in a process that could be five 
minutes or several hours, depending on the particular patient. 

In roughly 10% of cases, this protocol will generate a life-changing 
diagnosis, enabling the team to return provisional results to the 
patient’s physicians immediately. For the remainder of cases, the 
team wait roughly a week for Sanger sequencing to confirm each 
variant and then return a typical genomic report for the patient. In 
either case, the team will then work with the patient’s healthcare 
team to develop and implement a personalised treatment plan that 
they believe will have the most positive clinical outcome. 

It was this approach that led to the team being awarded a Guinness 
World Record for the fastest genetic diagnosis in February 2018, 
returning results to the patient in 19.5 hours.  The success that 
the institute has seen at Rady Children’s Hospital has led them to 
expand their services to other healthcare providers, including the 
Children’s Hospital of Orange County in June 2017.

The integrated nature of the team’s patient interaction has also 
been found to be effective, with roughly 90% of the parents 
approached agreeing to the testing. Similar attempts to integrate 
genomics into the clinic have been delayed by limited willingness 
from patients to become involved, often because of security and 
insurance concerns. By directly meeting with patients and the 
parents, the genomics team are given the opportunity to clearly 
explain what they hope to do. Once the process is complete, the 
patients are able to see the outcome of the testing, providing them 
with an immediate, visible benefit from their participation. 

At the same time, this approach has its drawbacks. By relying on 
high-throughput sequencers and specialised analysis platforms, 
the process is an expensive one. The team have partnered with a 
number of commercial enterprises to bring the costs down, but this 
won’t be possible for every healthcare organisation. As the cost of 
sequencing continues to decrease, this is likely to become less of 
a problem, but in the short term it is something that has limited 
adoption of this technique. The intensive nature of this care is also 
a major hurdle to be overcome. Last year, Dr Kingsmore said that 
the team only had the capacity to accept 5 patients each week, 
demonstrating that the demand far outstripped the supply. 

“IN ROUGHLY 10% OF CASES, THIS 
PROTOCOL WILL GENERATE A LIFE-
CHANGING DIAGNOSIS, ENABLING 
THE TEAM TO RETURN PROVISIONAL 
RESULTS TO THE PATIENT’S 
PHYSICIANS IMMEDIATELY.“
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One of these GMCs takes the form of the North East Thames Regional 
Genetics Service, which is comprised of the Regional Molecular Genetics 
Laboratory, the Regional Cytogenetics Laboratory, and the Clinical 
Genomics Department at Great Ormond Street Hospital (GOSH). 

GOSH’s clinical genomics department aims to serve 4.5 million people 
in Essex and North & East London by providing them with diagnostic 
testing, risk assessment and genetic counselling for those with high-
risk family histories, and some predictive genetic testing, such as 
prenatal diagnosis. Unlike Rady Children’s, the department doesn’t use 
WGS as a matter of course with the majority of patients. Instead, they 
offer a number of specific genomic panels that can test for conditions 
including Huntington’s disease, Retinoblastoma, and a number of 
different cancers such as bowel, breast, ovarian, and paediatric. 

It is when patients consent to be part of the 100,000 Genomes 
Project that the genetics team collect samples for WGS. 

The principle of the Project is that patients with genomic diseases, 
typically rare conditions, can have their data sequenced using WGS, 
and any known disease-linked genes are identified and recorded. The 
genomic data is then submitted to a centralised database, which the 
NHS hopes will act as an information repository for wide-scale genomic 
sequencing in the future. At the same time, some patients’ genomes 
will reveal variants that could lead to changes in their treatment or 
diagnosis; GEL estimates that 20 to 25% of cases result in potentially 
clinically actionable findings. In such cases, the information is returned 
to clinicians and patients, sometimes influencing their healthcare. 

The efforts of GEL have led to many UK patients receiving a 
diagnosis or more tailored care as a result of their genomic status, 
but this is still in the early stages. The successful sequencing of over 
50,000 patients is a tremendous achievement, but it only accounts 
for roughly 0.08% of the total UK population. This is because the 
scale of the 100,000 Genomes Project is not intended to be the final 
goal of GEL; instead, the project is intended to act as a blueprint 
system, highlighting the issues faced by the genomics in the NHS 
before sequencing is rolled out to the general population. 

The NHS was first established in 1948 and while it has changed 
dramatically since then, the system was never designed with wide-
scale genomic sequencing in mind. As a result, there are a number of 
hurdles that need to be overcome because of the lack of optimisation 
across different clinics. In her 2016 annual report, the Chief Medical 
Officer of the NHS, Dame Sally Davies, stated that the NHS was currently 
working on a ‘reshuffle’ dubbed Generation Genome. It is hoped that 
this gradual development will resolve the issues GEL have identified 
regarding capacity and demand constraints, variation in quality, practice, 
and standardisation, and a limited, unstructured approach to data.

Whether it be trying to implement genomics into the clinic on a small 
scale, or as part of a large, nationwide enterprise, there are still a range 
of issues that have yet to be resolved. Nonetheless, some patients are 
already beginning to see the benefits of genomics and it is likely that 
this number will grow significantly over the next five years. Projects like 
those being carried out by Cincinnati Children’s, Rady Children’s, and 
GEL are helping us to identify the obstacles of clinical genomics and 
developing solutions to resolve them. It is through these programmes, 
and others like them, that clinical genomics can start to be integrated 
into our healthcare systems. n





CL
IN

IC
A

L 
G

EN
O

M
IC

S 
10

1




